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ABSTRACT

In recent years, text-driven image editing has made signifi-
cant progress. However, due to the inherent ambiguity and
discreteness of natural language, color editing still faces chal-
lenges such as insufficient precision and difficulty in achiev-
ing continuous control. Although linearly interpolating the
embedding vectors of different textual descriptions can guide
the model to generate a sequence of images with varying col-
ors, this approach lacks precise control over the range of color
changes in the output images. Moreover, the relationship be-
tween the interpolation coefficient and the resulting image
color is unknown and uncontrollable. To address these issues,
we introduce a color mapping module that explicitly mod-
els the correspondence between the text embedding space and
image RGB values. This module predicts the corresponding
embedding vector based on a given RGB value, enabling pre-
cise color control of the generated images while maintaining
semantic consistency. Users can specify a target RGB range
to generate images with continuous color variations within the
desired range, thereby achieving finer-grained, continuous,
and controllable color editing. Experimental results demon-
strate that our method performs well in terms of color conti-
nuity and controllability.

Key Words— Image Editing, Color Control, Continuous
Editing, Diffusion Model

1. INTRODUCTION

In recent years, with the rapid development of text-driven
image generation technologies, users can edit image content
through natural language descriptions [1, 2, 3, 4, 5]. User
demands have evolved toward fine-grained attribute editing,
among which color attribute editing has garnered widespread
attention due to its intuitive visual perception [6, 7, 8, 9].

Prompt-to-Prompt [10] achieves fine-grained editing of
local regions in generated images by manipulating the atten-
tion maps of textual prompts during the diffusion process.
InstructPix2Pix [11] enables the modification of the target
image by accepting natural language editing instructions,
while Imagic [12] fine-tunes a personalized diffusion model
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Fig. 1: Different editing frameworks, the first row is vanilla
IP2P, the second row is IP2P+Interpolation, the third row is
Our method.

conditioned on a specific image and text, achieving high-
fidelity image edits consistent with the target description.
These approaches largely rely on natural language to express
editing intentions. However, color is inherently a fine-grained
and continuous attribute, and natural language has certain
limitations in expressing color precisely, thus hindering fine-
grained control in color editing.

On the one hand, natural language cannot describe col-
ors as precisely as RGB values. For example, color descrip-
tions such as “red”, “blue”, or “yellow” are often general and
lack the specificity needed for precise editing. On the other
hand, natural language is discrete and struggles to convey sub-
tle changes in color within a continuous space. Phrases such
as “slightly greenish blue” tend to be subjective and ambigu-
ous, making them inadequate to guide precise color transfor-
mations. Methods such as [13, 14, 15, 16] have attempted
to enhance the controllability of diffusion-based editing by
introducing additional conditioning. However, these methods
often rely on extra supervision or are not specifically designed
for color control, and thus still fall short in meeting the de-
mands of precise color editing.

Some studies [17, 18, 19, 20] have shown that diffusion
models can interpret modified prompt embeddings—even
those not corresponding to any specific word. Based on this
insight, we first attempted to achieve accurate color control
and smooth transitions by interpolating between embedding
vectors of color-related text descriptions, as shown in Fig. 1.
While this interpolation method can generate a sequence of
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Fig. 2: Framework of the proposed method. We first obtain the target editing region using Mask Generation to generate a
binary mask. Given two color editing prompts representing different target colors, we perform linear interpolation between
their embeddings to obtain intermediate color state embeddings, which are then used to guide the image generation. Next, we
extract the RGB values of annotated pixels from the generated images and use them to train the Color Mapper, learning the
mapping between RGB values and embeddings. During inference, users can input a desired RGB value to directly obtain the
corresponding edited image.

images with gradual color changes by adjusting the interpola-
tion coefficient, it lacks a clear and accurate mapping between
the coefficient and the resulting RGB values. Consequently,
we must blindly and repeatedly tweak the interpolation coef-
ficient to alter the color range of the output images.

To address this limitation, we propose a color mapping-
based method for controllable and continuous color editing.
We introduce a color mapping module that models the re-
lationship between the text embedding space and RGB val-
ues. By learning the correspondence between RGB values
and textual embeddings during image generation, the module
Color Mapper can take user-specified target RGB values or
ranges as input, compute the corresponding embedding vec-
tor, and guide the diffusion model to generate images with
smoothly varying colors within the desired RGB range. This
enables fine-grained, continuous, and controllable color edit-
ing. Moreover, to prevent unwanted changes in irrelevant re-
gions of the image, we incorporate a mask to constrain the
editing area, ensuring the preservation of the original image
structure.

2. METHOD

In this section, we first introduce the preliminaries, then we
leverage the prompt linear interpolation and the color mapper
module. Finally, we introduce the inference process. Frame-
work of the proposed method is shown in Fig. 2.

2.1. Preliminaries

InstrucutPix2Pix [11] The InstrucutPix2Pix (IP2P) method
is built upon Stable Diffusion [21] and leverages a pre-trained
Variational Autoencoder [22] (VAE) to enhance the efficiency
and generation quality of the diffusion model. The VAE con-

sists of an encoder and a decoder. Each sample in IP2P dataset
contains the original image I , the editing instruction T and
the corresponding edited image Ie, and supervised training is
conducted on this dataset. During the training phase, given an
edited image Ie, it is first encoded into a latent representation
z = E(Ie), then, the noise sampled from a standard normal
distribution N(0, 1) is added to form the latent variable zt.
The network ϵθ is trained by minimizing the following diffu-
sion loss function:

L = EE(x),E(cI),cT ,ϵ∼N (0,1),t

[
∥ϵ− ϵθ(zt, t, E(cI), cT )∥2

]
(1)

where t ∈ T is timestep, cI is the image conditioning, cT is
the text conditioning. During the testing phase, the prediction
process of IP2P is as follows:

ϵ̃θ(zt, t, I, T ) = ϵθ(zt, t, ∅I , ∅T )
+ sI(ϵθ(zt, t, I, ∅T )− ϵθ(zt, t, ∅I , ∅T ))
+ sT (ϵθ(zt, t, I, T )− ϵθ(zt, t, I, ∅T ))

(2)

2.2. Prompt Linear Interpolation

Given two text prompts describing different colors (e.g.,“color
the car light blue” and “color the car dark blue”), we first en-
code them using a pretrained text encoder CLIP [18] to obtain
prompt embeddings:

e1 = CLIP(prompt1), e2 = CLIP(prompt2) (3)

By performing linear interpolation between e1 and e2, we ob-
tain a sequence of intermediate embeddings representing a
smooth semantic transition in the latent space:

ei = (1− αi)e1 + αie2, αi ∈ [0, 1] (4)



where i = {1, 2, . . . , n}, n is the number of sample. These in-
termediate embeddings are then used to guide the IP2P model,
producing a series of images {Ii} with gradually changing
colors.

2.3. Color Mapper

Although using interpolated embeddings as guidance yields
images with varying colors, the RGB values in the generated
images do not linearly correlate with the interpolation coef-
ficient α. This lack of a direct relationship makes it difficult
to precisely control color through interpolation alone. To ad-
dress this issue, we propose a learnable module, Color Map-
per, which models the mapping between the image RGB val-
ues and the corresponding text embeddings. For each inter-
polated embedding ei and its generated image Ii , we sample
a single pixel from the edited region (with predefined pixel
coordinates), and record the RGB value ri at one pixel. The
pair (ri, ei), where ri ∈ R3, forms one training sample. The
original embedding ei has a shape of 77× 768, we first apply
PCA to compress it into a lower-dimensional vector pi ∈ Rm:

pi = fPCA(ei) (5)

where i = {1, 2, . . . , n}, fPCA denotes the PCA dimension-
ality reduction function. Then, we design a multi-layer per-
ceptron (MLP) to learn the mapping from RGB values to em-
bedding space:

p̂i = fMLP (ri) (6)

The MLP is trained by minimizing the mean squared er-
ror (MSE) loss between the predicted and actual PCA-
compressed embeddings:

LMSE =
1

n

n∑
i=1

∥p̂i − pi∥22 (7)

The predicted compressed embedding êi is transformed back
to the original embedding space using the inverse PCA êi =
f−1
PCA(p̂i).

2.4. Inference Stage

During inference, the user provides a target RGB color and
the original image. The Color Mapper module predicts the
corresponding embedding ê, which is then fed into the IP2P
model to generate an image that matches the desired color. To
ensure that only the target object is edited without affecting
unrelated regions of the image, we apply a binary mask M
at the first step of the diffusion process to restrict the editing
area. The mask M = SAM(I, Tobject) is obtained using the
Segment-Anything Model [23] (SAM), where Tobject is the
edited object. The final masked output is computed as:

ϵ̃θ(zt, t, I, T ) = ϵθ(zt, t, ∅I , ∅T )
+ sI(ϵθ(zt, t, I, ∅T )− ϵθ(zt, t, ∅I , ∅T ))
+ sT (ϵθ(zt, t, I, T )− ϵθ(zt, t, I, ∅T ))⊙M

(8)

3. EXPERIMENTS

3.1. Implementation details

We collected free-use images from Unsplash (https:
//unsplash.com/) and TEdBench [12] as our test image.
In our experiments, for the diffusion-based image editing
component, we adopted the framework of InstructPix2Pix
(IP2P) and used its pretrained weights. We employed the
Euler ancestral sampler for a total of 100 denoising steps.
The guidance scale parameters were set to SI = 1.5 and
ST = 7.5. We used the Adam optimizer with a learning
rate of 0.001 and trained Color Mapper for 500 epochs. For
each image, we collected 30 embedding–RGB value pairs as
training data. The PCA dimensionality reduction was set to
15 dimensions. All experiments were conducted on a single
NVIDIA RTX 4090 GPU.

3.2. Continuous Controllable Color Editing Results

Based on the editing results of IP2P, we selected several RGB
arrays as target color editing references and visualized the
editing outcomes using the Color Mapper method, as shown
in Fig. 3. The results demonstrate that: i) Our framework can
effectively isolate the target object for editing. Specifically,
the SA segmentation model leverages object text prompts
to automatically mask non-editing regions, preserving only
the area of interest, which enhances the fidelity and consis-
tency of the original image. ii) By inputting RGB values,
our method generates corresponding color embeddings to
guide the image generation process, thereby enabling precise
color control. Compared to conventional text-based prompts,
RGB-based prompts offer a more intuitive and controllable
editing interface. iii) Our method supports progressive color
editing by specifying continuously varying RGB arrays. As
illustrated in Fig. 3, the color transitions smoothly from left
to right without noticeable abrupt changes, demonstrating the
effectiveness of our approach in achieving continuous color
transformations.

3.3. Quantitative comparisons

i) We extracted RGB color values from the edited regions of
the images generated by both the interpolation method and
our method (Ours). As shown in Fig. 4, the RGB values
in our generated images exhibit a more linear relationship.
Compared to the interpolation method, our approach achieves
smoother color transitions without abrupt changes or devia-
tions in color. ii) We constructed a set of RGB arrays repre-
senting a gradual transition from blue to green. For each gen-
erated image, we computed the CLIP similarity with two text
prompts: “a photo of a blue car” and “a photo of a green car”.
As shown in Fig. 5, the similarity with the “blue” prompt de-
creases while the similarity with the “green” prompt increases
along the sequence. This trend reflects the gradual color shift
in the generated images and demonstrates the effectiveness of
our method in controlling continuous color transformations.

https://unsplash.com/
https://unsplash.com/
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Fig. 3: Image color editing results with different RGB values. We selected several sets of linearly varying RGB for editing.
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Fig. 6: Comparison with interpolation method.

3.4. Ablation Study

i) To demonstrate the effectiveness of our method in achiev-
ing smoother and more continuous color transitions, we
compared it with an interpolation-based method, as shown in
Fig. 6. The interpolation results show abrupt color changes on
the desk between the second and third images—specifically,
an overly bright blue in the second image and a grayish tone
in the third that deviates from the target green. In contrast,
our method produces more gradual and natural transitions
throughout the sequence. ii) To highlight the importance
of the mask constraint, we compared our method with IP2P
without mask guidance. As shown in Fig. 7, IP2P often ap-
plies color overlays across the whole image, unintentionally
altering the background. In contrast, our method restricts

IP2POriginal IP2P+Mask IP2POriginal IP2P+Mask

Fig. 7: Ablation study of mask generation.

color changes to the target object, preserving background
details and demonstrating superior spatial precision.

4. CONCLUSION

This paper addresses the challenges of precise control and
lack of continuity in color editing by proposing a color-
controllable and continuous editing method based on color
mapping. We introduce a learnable module, Color Mapper,
which learns the mapping between pixel-level RGB values
and text embeddings, enabling users to perform continuous
and controllable color edits directly through RGB values.
Experimental results demonstrate that our method achieves
region-controllable, color-controllable, and smoothly contin-
uous color editing effects.
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