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The prospect of quantum solutions for complicated optimization problems is contingent on map-
ping the original problem onto a tractable quantum energy landscape, e.g. an Ising-type Hamilto-
nian. Subsequently, techniques like adiabatic optimization, quantum annealing, and the Quantum
Approximate Optimization Algorithm (QAOA) can be used to find the ground state of this Hamil-
tonian. Quadratic Unconstrained Binary Optimization (QUBO) is one prominent problem class
for which this entire pipeline is well understood and has received considerable attention over the
past years. In this work, we provide novel, tractable mappings for the maxima of multiple QUBO
problems. Termed Multi-Objective Quantum Approximations, or MOQA for short, our framework
allows us to recast new types of classical binary optimization problems as ground state problems
of a tractable Ising-type Hamiltonian. This, in turn, opens the possibility of new quantum- and
quantum-inspired solutions to a variety of problems that frequently occur in practical applications.
In particular, MOQA can handle various types of routing and partitioning problems, as well as
inequality-constrained binary optimization problems.

Nota bene: this is the more technical companion paper of a letter-type draft [1] that introduces the same framework
in a more concise way. Here, we present additional theoretical support as well as several empirical performance studies.

I. INTRODUCTION

In recent years, the level of interest in quantum tech-
nologies spiked for a plethora of reasons. One of them
is that they offer novel approaches to (approximately)
tackle hard optimization problems [2–6]. At the intersec-
tion of long-standing research in mathematics and classi-
cal computer science, together with quantum computing,
Quadratic Unconstrained Binary Optimization (QUBO)
formulations have been established as a key formalism [7–
9]. This is due to a simple correspondence between the
objective function and a classical Hamiltonian, which can
be implemented using only quadratically many 2-local
operations. As a result, finding the optimal binary string
can be achieved by identifying the ground state of that
operator.

While a substantial body of research has focused on
mapping optimization problems onto QUBOs and solv-
ing them on quantum hardware, these efforts have pre-
dominantly targeted single-objective formulations. With
MOQA [1], we lift this restriction and pave the way for
problems formulated with multiple objectives (QUBOs).
This is done by approximating the generally intractable
max{QUBO1, . . . ,QUBOM} with tractable polynomials∑
i QUBOp

i of degree 2p. Like the original objectives,
these new formulations take the form of classical Hamil-
tonians, allowing most quantum QUBO solvers to be in-
tegrated with the MOQA framework. This might also ex-
tend to quantum-inspired classical solvers, such as classi-
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cally simulated quantum annealing [10], simulated bifrac-
tion [11], dynamic systems [12], classically simulated co-
herent Ising machines [13], or tensor networks [14].

A. Related Work

In contrast to multi-objective optimization in the sense
of Pareto optimization [15–17], where the goal is to ap-
proximate or characterize the trade-off surface between
conflicting objectives, our approach focuses on jointly
combining multiple objectives into a single composite
cost function. There exists a body of literature on quan-
tum approaches to Pareto optimization that investigates
the superposition of Pareto-optimal solutions [18], se-
quential and parallel MO-QAOA [19, 20], or specific ap-
plications [21, 22].

In the context of these related works, merging multi-
ple objectives via a maximum function in a minimization
task is referred to as a min-max formulation. Min–max
formulations are well known in multi-objective optimiza-
tion as tools for identifying robust [16] or weakly Pareto-
optimal solutions [17]. Thus, MOQA, which is a min-max
method, may also find applications in this adjacent field.

B. Quantum Solvers

There exist many quantum algorithms that aim to pre-
pare the ground state of a Hamiltonian. Of these, a large
proportion are based on the physical principle of adia-
batic transitions. In thermodynamics, these are charac-
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terized as transitions without heat exchange. In quantum
physics, this concept has been adapted to describe evo-
lutions without exchange of energy levels; that is to say,
ground states lead to other ground states.

At a high level, this works by starting with a
driver Hamiltonian ĤD and gradually evolving it to
one that encodes the problem Hamiltonian ĤP . Using
monotonous scheduling functions A(s) and B(s) with
A(0) = B(1) = 1 and A(1) = B(0) = 0 enables interpo-
lating Hamiltonians Ĥ(s) = A(s)ĤD + B(s)ĤP across
s ∈ [0, 1] [23–26].

The adiabatic theorem gives a lower bound on the phys-
ical runtime T for this interpolation. This time is neces-
sary to ensure a certain probability that a system in the
ground state |g(0)⟩ of ĤD = Ĥ(0) evolves to the ground
state |g(1)⟩ of ĤP = Ĥ(1). A common formulation of
the bound on T is via the (minimal) spectral gap, which
is the difference in energy of the first excited state |e(s)⟩
and the ground state |g(s)⟩

∆ = min
s∈[0,1]

(λe(s)− λg(s)) .

Combined with the expression

ε = max
s∈[0,1]

|⟨g(s)|∂Ĥ(s)

∂s
|e(s)⟩|,

the bound on the evolution time T is estimated by [23,
24, 27, 28]:

T ≫ ε

∆2
.

This gives rise to the widely used criterion that an adia-
batic evolution requires a time set by the inverse of the
spectral gap squared 1

∆2 [24]. However, ε is commonly in
the order of a typical eigenvalue of Ĥ(s), which sets the
spectral gap in relation [23].

Adiabatic Quantum Computing (AQC) is the ap-
proach to leverage adiabatic transitions for algorithms
on quantum computers [24, 29]. In those algorithms, the
adiabatic condition must always be met, forcing expo-
nential runtimes for vanishing gaps (e.g. around phase
transitions) [25]. Subsequently, relaxed versions of AQC,
where the conditions of adiabaticity are not always met
are investigated and often referred to as Quantum An-
nealing (QA) [26, 30]. QA also refers to the idea that
thermal fluctuations can be replaced with quantum fluc-
tuations in classically simulated (thermal) annealing [31–
33]. QA does not require the full flexibility of quantum
computers. Thus, quantum annealers exist, which are de-
vices built specifically for the purpose of evolving systems
into the ground state of a Hamiltonian of interest [34, 35].

Gate-based quantum algorithms provide an alternative
route to ground state preparation. A prominent example
is the Quantum Approximate Optimization Algorithm
(QAOA) [36], which draws inspiration from the adiabatic
paradigm but replaces continuous evolution with a se-
quence of unitary layers. It also replaces the scheduling

functions of AQC by variational parameters, optimized
in a hybrid quantum–classical loop. This flexibility has
led to a rich ecosystem of QAOA variants, where mixer
Hamiltonians, optimization strategies, and circuit struc-
tures are actively engineered to improve performance [37–
40]. While QAOA may still work better for problems
with large spectral gaps, it is not as restricted in that
regard as AQC or QA [30].

In addition to these approaches, there is a plethora of
quantum approaches to binary optimization [2, 41, 42],
most of which can benefit from MOQA.

II. MULTIPLE QUADRATIC OBJECTIVES

We now turn to a more detailed discussion of the
Hamiltonians whose ground states we aim to find. In
particular, we explain how computational problems can
be mapped onto these operators to enable the use of
the quantum solvers introduced above. This motivates
MOQA: a framework specifically designed to facilitate
such problem-to-Hamiltonian mappings.

A. Quadratic Unconstrained Binary Optimization
problems (QUBOs)

A general unconstrained binary optimization problem
in n variables assumes the following form:

minimize
b∈{0,1}n

h(b),

where h(b) : {0, 1}n → R is the objective function (also
called cost or loss function). The simplest nontrivial class
of such problems arises when h(b) is a quadratic func-
tion [43], i.e.

h(b) = bTMb (1)

with the symmetric matrix M ∈ Rn×n. This class
of problems is called Quadratic Unconstrained Binary
Optimization (QUBO) and frequently occurs in logis-
tics [22, 44, 45], graph theory [7, 46], resource allo-
cation [47–49], and finance [8, 50, 51] tasks. Over
the last decade, the study of QUBOs has also gained
traction in the burgeoning quantum computing commu-
nity. The reason is that there is a one-to-one corre-
spondence between quadratic objective functions h(b) for
n-dimensional binary vectors on the one hand, and (clas-
sical) Ising-type Hamiltonians Ĥ on n spin-1/2 particles
or qubits [7, 9, 35]. This correspondence is mediated by
Ĥ|b⟩ = h(b)|b⟩, where |b⟩ = |b1⟩ ⊗ · · · ⊗ |bn⟩ is a n-qubit
computational basis state, and maps a general quadratic
function Eq. (1) onto the classical 2-body Hamiltonian [7]

Ĥ =

n∑
i,j

[A]i,j ZiZj +

n∑
i=1

[a]i Zi + αI. (2)
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Here, each Zk is a single-spin Z operator and I de-
notes the (global) identity operator. The quadratic part
A ∈ Rn×n is again a symmetric matrix that mediates
couplings between spins. The linear term is specified by
a ∈ Rn and describes external fields acting on individual
spins, while the constant term α ∈ R is just a global shift
in energy scale [52].

Such a reformulation gives rise to quantum approaches
that see the (classical) spin configuration that minimizes
this Hamiltonian. The variational principle(see e.g. [53,
Eq. (5.152)]) asserts that the optimization over the 2n

distinct computational basis states (which are eigenstates
of Ĥ) can be extended to an optimization over all pos-
sible quantum states |ψ⟩ on n-spin 1/2 particles without
changing either ground state energy or ground state con-
figurations:

minimize
|ψ⟩∈(C2)⊗n,⟨ψ|ψ⟩=1

⟨ψ|Ĥ|ψ⟩ (3)

This reformulation doesn’t change the achievable min-
ima, because Ĥ is a classical (diagonal) Hamiltonian.

There is a great amount of research dedicated to
Eq. (3) i.e. methods of finding the minimal eigenstates
for a given Hamiltonian, which we have already discussed
in Section I B. In contrast, MOQA [1] and the contents
of this article focus on providing the Hamiltonians and
proving favourable properties that make them solvable
using existing methods.

B. Limitations of QUBOs

Although significant progress has been made in for-
mulating and solving QUBOs, many real-world problems
cannot be expressed in this framework. One example
is inequality-constrained binary optimization problems,
which feature prominently in Ref. [1]. Another one is a
modified version of set partitioning motivated by schedul-
ing problems, which we introduce below.

Given a set of positive numbers {v1, . . . , vn}, a cut
S ⊆ [n] = {1, . . . , n} divides the n numbers into
two disjoint sets: S and Sc = [n] \ S. The task
is now: minimize

S⊆[n]
max{∑i∈S vi,

∑
i∈Sc vi}. This is

the famous Set Partitioning Problem (SPP), known
to be NP-hard [7]. The corresponding decision prob-
lem of whether or not the two sets are equal is
NP-complete [55]. To facilitate the connection to a Ising
Hamiltonian, we use the sign vector s ∈ {±1}n to in-
dicate if a number belongs to S or Sc, the task can
be rewritten as minimize

s∈{±1}n
max{−vTs,vTs}. Because

this is just the minimization of an absolute value, an
easy QUBO formulation for SPP objective exists with
minimize
s∈{±1}n

(vTs)2 [7]. Now, this can be mapped to a

Hamiltonian and the minimum found via quantum ap-
proaches. This easy mapping to a single unconstrained
QUBO becomes thwarted if we don’t only partition the
vertices, but also the (weighted) edges between them.

Figure 1. Random undirected graph.
Example graph for a partitioning task, with randomly dis-
tributed and valued vertices v whose distance corresponds to
the adjacency matrix W . For example, this graph could rep-
resent a protein network, where edges reflect protein–protein
interactions and vertex values indicate if a protein should be
contained or avoided [54].

Given a weighted, undirected graph as shown in Fig-
ure 1 with n vertices and weights wi,j along the edges i−j.
First, all weights are accumulated in an adjacency ma-
trix W ∈ Rn×n. Next, we associate a weight vk to each
vertex k and collect them in a vector v ∈ Rn. Relaxing
this problem by neglecting the edges (that is, wi,j = 0)
recovers the SPP from before.

Given the new objective:

T−(S) =T+ (Sc) =
∑
i,j ̸∈S

wi,j +
∑
i̸∈S

vi,

the task is again to find the optimal cut:

minimize
S⊆[n]

max {T+(S), T−(S)} . (4)

As before, we use a sign vector s ∈ {±1} to encode the
cut S by associating +1 with S and −1 with Sc. With
this reformulation, the two cost functions can be rewrit-
ten as:

T±(s) = sTAs± aTs+ α (5)

with A = W /4, a = (W1+ v) /2 and
α =

(
1TW1+ 21Tv

)
/4. In this form, we can readily

insert those terms into Eq. (2) to implement the objec-
tives individually as quadratic Hamiltonians. In turn, we
have a maximum of two QUBOs and can use MOQA to
find a tractable Hamiltonian that encodes the problem
from Eq. (4) [56].
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C. MOQA framework

More generally, MOQA can associate a Hamiltonian
with every problem that can be written as a maximum
over multiple objectives, given that there is an efficient
quantum implementation of each individual objective. In
general, those MOQA-Hamiltonians must be approxima-
tive to be efficient as well. We will now review the work-
ing principle of this framework and the analytical results
from [1], which tell us when an approximation is still
guaranteed to maintain the desired optimization land-
scape.

Given a binary optimization problem of the form:

minimize
b∈{0,1}n

hmax(b)

hmax(b) = max {h1(b), . . . , hM (b)} ,
where each hm(b) can be mapped to a classical Hamilto-
nian Ĥm [57].

First, we apply a shift to ensure all objective val-
ues are non-negative. The goal is to have a minimal
shift c that still guarantees a positive landscape, that
is, hm(b) + c ≥ 0 ∀ b ∈ {0, 1}n,m ∈ {1, . . . ,M}. For the
formulation of the shift we used, we need to again rely on
the sign vector s and use a reformulation of the objective:

h(b) = h̃(s) = sTAs+ aTs+ α

=

 s

1


T  A a/2

aT/2 0


︸ ︷︷ ︸

Ã

 s

1

+ α

From this we can use the smallest eigenvalue of Ã for
the shift c = max

m∈{1...M}

{
−(n+ 1)λmin(Ãm)− αm

}
. This

shift has the effect hm(b) = |hm(b)|, which allows us to
view the maximum of absolutes as the ℓ∞-norm. Con-
versely, it can be approximated via smaller ℓp-norms:

hmax(b) = max {|h1(b)|, . . . , |hM (b)|} ≈ p

√√√√ M∑
m=1

|hm|p(b).

Based on this, we define h(p)(b) :=
∑M
m=1 h

p
m(b), which

is at the heart of MOQA. Applying that framework boils
down to using h(p) instead of hmax. Note that brack-
ets in the index h(p) indicate the p-th approximation to
hmax while the index without brackets hm refers to the
m-th objective. The same indication is used for the cor-
responding Hamiltonians Ĥ(p)/Ĥmax/Ĥm. Using known
relations between ℓp-norms, the relative approximation
error of Ĥ(p) to Ĥmax is bounded by:

M−1/p⟨b|Ĥ(p)|b⟩1/p ≤ ⟨b|Ĥmax|b⟩ ≤ ⟨b|Ĥ(p)|b⟩1/p. (6)

A proof of this sandwich inequality can be found in [1].
Moreover, Figure 2 visualizes the scaling of this bound.

0 20 40 60 80 100
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M = 64

M = 105

0.95

Figure 2. Bound on relative errors.
The relative difference between the upper and lower bounds
of the sandwich inequality (Eq. (6)) is given by M−1/p. This
term is visualized as a function of the approximation level
p for various numbers of objectives M . To bound up to
M = 105 objectives in an interval of ±5% around the true
multi-objective, p ≤ 100 is required.

We continue to combine this result with typical as-
sumptions from quantum optimization. Instead of the
widespread spectral gap ∆ = λe − λg (see Section I B),
we rely on its dimensionless counterpart. That is,
if the problem is known to have a spectral gap ratio
r(Ĥ) = (λe − λg)/λg, we can relate it to the extreme
chases of Eq. (6) and arrive at the threshold:

p ≥ log(M)/ log(r(Ĥmax) + 1). (7)

Approximation levels above this threshold guarantee that
the minima of Ĥ(p) and Ĥmax align. For a proof, we refer
to [1] (Theorem 1 ).

Typically, an optimization task is solved once the po-
sition of the global minimum is identified. Because this
position remains unchanged under the application of
monotonous functions, we can neglect roots and powers
(after the sum) in the quantum implementation. How-
ever, even with the minimum in place, these functions
can affect solvability [58]. For instance, adding shifts to
ensure positive objectives, as described earlier, is also a
monotonous function. Nevertheless, one can directly see
from the definition of the spectral gap ratio that this
quantity scales inversely to the applied shift. Thus, it is
important to make them as small as possible.

III. QUANTUM IMPLEMENTATION

So far, we have only discussed that under the right
conditions MOQA returns an approximate Hamiltonian
with the desired ground state. However, the practical
relevance stems from the fact that these Hamiltonians
require only a polynomial number of resources to imple-
ment, in contrast to the exponential resources required
by the exact Ĥmax.



5

A. Building Blocks of Ĥ(p)

Here, we will support this claim and provide an
algorithm that takes in an implicit description of a
MOQA-type Hamiltonian Ĥ(p) and outputs a classical
n-qubit Hamiltonian whose terms are exclusively com-
prised of Pauli-Z and identity I. More precisely, every
such term is of the form Z(x) =

∏n
i=1 Z

xi
i , where the

indicator vector x ∈ {0, 1}n encodes which qubits are af-
fected by Pauli-Z couplings (xi = 1) and which qubits
are not affected (xi = 0) [59].

So, in a nutshell, we want to find coefficients
C(p)(x) ∈ R such that

Ĥ(p) =
∑

x∈{0,1}n

C(p)(x) · Z(x). (8)

To find C(p), we insert the Ising formulations Ĥm

of individual QUBOs from Eq. (2) into the definition
Ĥ(p) :=

∑M
m=1 Ĥ

p
m and perform a multinomial expansion.

To reduce the number of terms, we redefine A ← 2A
and sum only over j < i instead of all pairs. Also,
the terms with equal indices (i = j) lead to the same
trivial term Z(0 · · · 0) = I ⊗ · · · ⊗ I, because Z2 = I.
In turn, these can all be collected in a single shift
αm ← αm +

∑
i [Am]i,i = αm + Tr(Am). The expansion

leaves us with:

Ĥ(p) =

M∑
m=1

 n∑
i,j<i

[Am]i,jZiZj +

n∑
i=1

[am]iZi + αmI

p

=

M∑
m=1

∑
∑

j<i ki,j+
∑

i li+h=p

p!∏
j<i ki,j !

∏
i li!h!

×
n∏
j<i

(
[Am]i,jZiZj

)ki,j n∏
i=1

(
[am]iZi

)li
(αmI)

h.

To condense this expansion into the form of Eq. (8), all
summands with the same Z(x) need to be collected. This
is done by realizing that Zi will be active for a certain
summand if and only if that term contains Zi an odd
number of times (Z2

i = I):

xi =

li + n∑
i,j

k̃ij

 mod 2 with k̃ij :=


kij , j < i,

kji, j > i,

0, i = j.

Generalizing this to all binary values leads to a combina-
torial expression of all coefficients:

C(p)(x) =
∑

∑
j<i ki,j+

∑
i li+h=p

(li+
∑

i,j k̃ij) mod 2=xi

p!∏
j<i ki,j !

∏
i li!h!

×
M∑
m=1

n∏
j<i

(
[Am]i,j

)ki,j n∏
i=1

(
[am]i

)li
αhm. (9)

Here, we have also used the fact that all Z-strings com-
mute to move the summation over the objectives M
within the summation over possible combinations of pow-
ers. An analogous procedure can be applied to objectives
with different Ising-type structures, not just QUBOs.

B. Practical Implementation

The combinatorial summations within Eq. (9) can
be readily carried out on a classical computer. For
this first practical realization, we collect all powers into
one vector of length d = n(n+1)

2 + 1 that is from the
set v ∈ {Nd|∥v∥1 = p}. The mapping is according to
v0 = h, v1→n = l and vn+1→d−1 = k. This makes it
easier to iterate non-redundantly over the possible v like
(p, 0, . . . , 0) , (p− 1, 1, . . . , 0) . . . (0, p, . . . , 0) . . . (0, . . . , p).
In Algorithm 1, we show a naive implementation of such
a procedure, a Python implementation of which can also
be found in the repository attached to this article.

Algorithm 1: Computation of all C(p)(x).

Input: n ∈ N, p ∈ N, {qm = (Am,am, αm)}Mm=1 with
Am ∈ Rn×n, am ∈ Rn and αm ∈ R

Output: Vector C ∈ R2n

Initialize:
C = {0}2

n

U = {(i, j) : 0 ≤ i < j < n}
d = n(n+1)

2
+ 1

for all v ∈ {Nd|
∑

i vi = p} do
x = 0
for k = 0 to n− 1 do

t = vk+1 +
∑

{(i,j)∈U|i=k∨j=k} vn+1+index(i,j)

x += (t mod 2) · 2k
end
c = 0
f = p!∏

i vi!

for m = 1 to M do
t =
(αm)v0

∏n
i=1

(
[am]i

)vi ∏
(i,j)∈U

(
[Am]i,j

)vn+1+index(i,j)

c += f · t
end
C[x] += c

end

Proposition 1 (runtime demands of Algorithm 1).
Given a list of M QUBO Hamiltonians in n variables
and a approximation level p, Algorithm 1 requires at most

(M + 3)n2

(
p+ n2+n

2

p

)
= O

(
Mn2p+2

)
elementary operations to compute all coefficients C(p)(x)

with x ∈ {0, 1}n.

Proof of Proposition 1. Before exponentiation, one
QUBO is the sum of n2−n

2 quadratic terms, n linear
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Figure 3. Comparison of runtimes.
The Mn22n steps of a classical brute force algorithm are
compared to the requirements of MOQA. Those encompass
(M +3)n2

(
p+(n2+n)/2

p

)
classical steps and

∑2p
k=1

(
n
k

)
quantum

gates. The comparison is done for M = 10 QUBOs and an
approximation-level of p = 4 as a function of the problem size
n.

terms, and 1 constant term, which adds up to n2+n
2 + 1

terms. The well-known multinomial theorem states
that a sum of n2+n

2 + 1 terms raised to the power of

p will result in
(
p+n2+n

2
p

)
terms after expansion. This

represents all possible allocations of p powers across the
original summands. Algorithm 1 iterates over all these
allocations. Thus, the runtime is proportional to this
binomial coefficient that is upper-bounded by:(

p+ n2+n
2

p

)
≤ (p+ n2+n

2 )p

p!
.

Within each of these iterations, a number of subrou-
tines are performed. First, to calculate x, a loop over
n is used that contains fewer than 2n elementary oper-
ations, resulting in a combined factor of 2n2. The lat-
ter mainly come from another sum over entries of the
set {(i, j) ∈ U |i = k ∨ j = k} = {(i, k) ∈ U |0 ≤ i < k} ∪
{(k, j) ∈ U |k < j < n}, which has cardinality n− 1.

Then, the prefactor f inhibits less than n2 multiplica-
tions (the factorials can be precomputed up to p before
the outer loop). Lastly, the computation of the coefficient
can be upper-bounded with Mn2 elementary operations.
It requires the summation over all M objectives that is
paired with a product over the n2+n

2 + 1 original terms
taken to their appropriate (precomputed) power.

Note that this runtime remains subexponential as long
as M and p only grow polylogarithmically with the prob-
lem size n. If both are actually constant (independent
of n), then the runtime is polynomial in the problem
size n. Alas, our first implementation of this mapping
is not (yet) efficient in memory. In its current form, Al-
gorithm 1 computes (and keeps track of) all 2n possible
coefficients.

We are, however, very confident that this exponential
cost can be overcome by exploiting sparsity. Indeed, by
construction, most coefficients C(p)(x) must be equal to
zero, especially if the associated x has high Hamming
weight. Indeed, recall that Ĥ(p) arises from taking sums
of p-th powers of 2-local Hamiltonians. A moment of
thought reveals that such a procedure can only ever gen-
erate terms with (at most) 2p non-identity Pauli terms.
Or, in the language of indicator vectors x: non-zero co-
efficients C(p)(x) can only occur if the Hamming weight
Hamm(x) =

∑
i xi is (at most) 2p. Recall furthermore

that the number of n-bit vectors with Hamming weight
exactly equal to k is given by the binomial coefficient

(
n
k

)
.

Hence, the number of n-bit vectors with Hamming weight
at most 2p is given by a sum of such binomial coefficients
for k ranging from 1 to 2p. Translating this observation
back into Hamiltonian yields the following result:

Lemma 1 (maximum number of non-zero terms in a
MOQA Hamiltonian). Any MOQA Hamiltonian Ĥ(p)

that approximates a maximum of M QUBOs contains
(at most)

2p∑
k=1

(
n

k

)
= O

(
n2p

)
different Pauli terms. Each of them contains (at most)
2p Pauli-Z terms (local, but not geometrically local).

Note that this scaling is completely independent of the
number M of different QUBO Hamiltonians, because all
Hamiltonians are diagonal in the computational basis and
therefore commute. Lemma 1 is interesting for two rea-
sons.

Firstly, it confirms that the vector of all coefficients
C ∈ R2n , which is the output of Algorithm 1, has (at
most) s = O(n2p) nonzero coefficients and is therefore
sparse. What is more, we also know all possible locations
of non-zero coefficients, because they can only occur for
x ∈ {0, 1}n with Hamm(b) ≤ 2p. This is a very promis-
ing starting point for developing an improved variant of
Algorithm 1 that uses sparsity (and knowledge of the
non-zero positions) to compute all relevant coefficients in
polynomial runtime and memory. We intend to address
this in future work.

Secondly, and more importantly from a fundamental
perspective, Lemma 1 also bounds the number of differ-
ent quantum couplings one needs to realize to minimize
the MOQA Hamiltonian on a quantum device. And this
is a meaningful summary parameter for the quantum cost
associated with running MOQA.

These two auxiliary statements highlight that we can
reduce both the classical (runtime) cost and the quantum
cost from exponential to polynomial, provided that the
required approximation level only grows modestly with
problem size n. Figure 3 visualizes this scaling differ-
ence and highlights that stark discrepancies in resource
requirements already manifest well before the asymptotic
limit of extremely large problem sizes (n→∞).
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Figure 4. Visualization of the MOQA framework for 4 random QUBOs in n = 6 variables.
We present the diagonal matrix of Ising Hamiltonians as functions h(b) of their indices. We sample 4 generic QUBOs shown
as dotted green lines. In the multi-objective task, we take the maximum value per b across those 4 Hamiltonians, yielding the
desired hmax, shown as the solid red line. hmax is consequently approximated via h(p) whose p-th root displayed as blue dashed
lines. They become more tightly bound to hmax as p increases, leading to alignment of their global minima, as shown by the
dots.

We further note that implementing a Hamiltonian con-
sisting of (up to) 2p-body terms can be challenging on
most current quantum hardware. Since the vast major-
ity of devices natively support only single- and two-qubit
gates, decomposing global interactions into elementary
gates significantly increases circuit depth and may in-
volve auxiliary systems. In addition, combining Ĥ(p)

with approaches to find its ground state, such as QAOA,
which require many layers of such gates, will lead to
further overhead. Nevertheless, several platforms have
proposed or demonstrated multi-qubit entangling gates,
including trapped ions [60, 61], Rydberg atoms [62], and
superconducting circuits [63]. Leveraging such hardware-
specific capabilities may therefore enable early applica-
tions of MOQA well before fully fault-tolerant quantum
computers are available.

C. Potential further improvements in resource cost

There are three main characteristics of problems that
can be leveraged to reduce the requirements of MOQA.
If those are given, the framework is applicable to larger
values of n and p.

First, if symmetries of the underlying problem are
known, they should be exploited, as this is standard prac-

tice in science and often leads to breakthroughs. A simple
example within MOQA would be the case of partitioning
problems discussed in Section II B. Combining the defi-
nition of the two objectives (Eq. (5)), which only have
a different sign before the linear part, and the formula
for C(p) (Eq. (9)), it can be easily seen that only even li
will survive. This directly reduces the classical steps and
quantum gates by half.

Second, sparsity can significantly reduce requirements.
Every entry in Am or am that is zero reduces the classical
resources by removing one summand before the multino-
mial expansion. This will also lead to a reduction of
gates, especially if those terms are zero across all M ob-
jectives. Consequently, the number of nonzero elements
in Am and am is actually a better indicator of require-
ments than n.

Third, if the problem corresponds to a large range of
values in Am or am, this opens the door for obtaining
very good approximations by means of thresholding Ĥ(p),
i.e. setting small C(p)(x) to zero to obtain an even sparser
truncated Hamiltonian. Similarly, specific structures in
the objectives can lead to negligible C(p)(x).
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IV. NUMERICAL EVALUATIONS

Let us now complement our theoretical arguments with
empirical performance studies. We claim that even when
we choose p below the threshold based on a spectral gap
ratio (Eq. (7)), MOQA is a good heuristic. This claim
is supported in the following by numerical studies across
different applications.

A. Error Metrics

In these studies, we rely on two error metrics. With
the notation b∗ = argmin(h(b)), we define a 0-1 type
error based on the (average) absolute difference:

ϵ =
1

Ns

Ns∑
i=1

{
1 if h(i)max(b

∗(i)
(p) ) ̸= h

(i)
max(b

∗(i)
max)

0 else .

Here, h(i)max(b
∗(i)
(p) ) is the value of the desired objective

function h(i)max(b) evaluated at the minimal argument b∗(i)(p)

of h(i)(p)(b) for the i-th random problem instance. This
metric serves to evaluate MOQA against exact classical
methods. To make a similar comparison against classical
heuristics, we evaluate the (average) relative difference of
the minima given by:

δ =
1

Ns

Ns∑
i=1

h
(i)
max(b

∗(i)
(p) )− h

(i)
max(b

∗(i)
max)

h
(i)
max(b

∗(i)
max)

,

which also aligns with the structure of relative bounds
and spectral gap ratios. For the number of random sam-
ples, we choose Ns = 10000 in each application. In this
context, random means that all variables are sampled
from a standard Gaussian distribution (zero mean and
unit variance).

B. Multiple Generic Objectives

We start with the most generic study, which is sam-
pling random QUBOs and combining them into a multi-
objective task. Figure 4 serves as an example of one
such task, where M = 4 QUBOs hm of size n = 6
(shown in green) build up the desired hmax (red) as their
maximum. This multi-objective is approximated by h(p)
(blue), which get tighter bound to hmax as the approxi-
mation level p increases. This trend is generally rooted
in the relative bound of M−1/p (Eq. (6)).

To make more conclusive observations, Ns = 10000
random problems are sampled for various settings, and
the aforementioned error metrics δ and ϵ are analyzed.
Figure 5 underscores that both errors indeed decrease
when the approximation degree p increases. Concretely,
we see based on ϵ that already small p lead to relative er-
rors of only < 1%. Those errors grow with larger problem
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Figure 5. Average errors across multiple random tasks.
The approximation error of h(p) to hmax as a function of p
is analyzed over NS = 10000 random tasks per problem size
n ∈ {4, 8, 12, 16, 20} and either M = 2 or M = 8 random
quadratic objectives. The absolute error ϵ shown in blue is
the proportion of problems where the minima of hmax and h(p)

align. The orange lines represent the relative error between
these minima.

sizes n, but seem to converge, which gives an intuition for
how these numerical studies would extend to even larger
n.

Based on the aforementioned relative bound of order
M−1/p, it is also expected that more objectives should
yield higher errors, which we also observe numerically by
comparing M = 2 and M = 8. In addition, we assume
that a second effect also comes into play: the flatness of
the cost landscape. Taking the maximum across unre-
lated functions will erase valleys, since only one of them
needs to be relatively large.

The trends from the relative error δ also extend to the
absolute error ϵ. With this metric, we further see that
with p ≤ n, it is unlikely that MOQA always identifies
the ideal minimum. However, the instances where exact
minimization fails are those where we have small relative
errors, which mitigates this downside. This is rooted in
the fact that small relative errors indicate small spectral
gap ratios. Large spectral gap ratios directly lead to big-
ger errors (if wrong), but also make the problem easier to
solve, as we know from the threshold r(Ĥmax) =

p√
M−1

(reshuffling of Eq. (7)). This relation is visualized in Fig-
ure 6 with the threshold being indicated in red.

In these studies, we also observed that most problems
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Figure 6. Absolute errors over spectral gap ratio.
This graphic shows a different visualization based on the
Ns = 10000 datapoints for M = 2 random QUBO objectives
of dimension n = 12. The spectral gap of each hmax is calcu-
lated and used for the x-axis. This axis is split into bins of
similar spectral gap ratios, and each bin is represented by the
average absolute error within it. This metric is guaranteed to
be 0 after the red vertical line based on Eq. (7).

have a spectral gap ratio below the threshold. They also
revealed that the spectral gap ratio after which ϵ is ef-
fectively 0 occurs closer to the predicted threshold for
smaller p, larger M , and smaller n.

C. Partitioning Problems

In the second numerical study, we turn to the applica-
tion of partitioning problems introduced in Section II B.
As before, we create Ns = 10000 random partitioning
problems and analyze the error metrics δ and ϵ in Fig-
ure 7. Despite this application also yielding M = 2 dis-
tinct QUBOs, the metrics deviate from the trends ob-
served in the previous study (Figure 5-Top). We observe
a stark contrast between n = 4 and other problem di-
mensions, but a much closer gap between dimensions of
n ≥ 8. Another difference that deserves further inves-
tigation is that larger problems exhibit smaller relative
errors at low approximation errors p.

D. Inequality Constraints

For the last numerical study, we consider inequality-
constrained binary optimization problems. While the
companion paper [1] addressed this case for a single in-
equality constraint, we extend our studies here to binary
optimization problems with multiple constraints. The
following mathematically rigorous result is a promising
starting point.

1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20
p
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E
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Figure 7. Average errors over many partitioning tasks.
The approximation error of h(p) to hmax as a function of p
is analyzed over NS = 10000 random partitioning tasks per
problem size n ∈ {4, 8, 12, 16, 20}. The absolute error ϵ shown
in blue is the proportion of problems where the minima of
hmax and h(p) align. The orange lines represent the relative
errors between these minima.

Proposition 2. Every binary optimization problem with
M inequality constraints

minimize
b∈{0,1}n

h(b)

subject to gm(b) ≥ 0 for m = 1, . . . ,M

can be regularized to produce an equivalent problem that
is the maximum of (M +1) unconstrained objective func-
tions.

Note that the number of objective functions only grows
linearly in the number of inequality constraints. This
is much better than the naive scaling of 2M one would
obtain by merely iterating the regularization of individual
inequality constraints one at a time.

Proof of Proposition 2. First, each individual constraint
is rewritten as:

gm(b) ≥ 0↔ max{0,−gm(b)} = 0.

These are now equality constraints that can be added
to the original objective. If multiplied by large enough
penalties γm, these additives ensure that the minimum
of the new function does not violate a constraint. For
simplicity, we set γm = γ and further rewrite:

hmax(b) = h(b) +

M∑
i=1

γmax{0,−gm(b)}

= h(b)− γ max
v∈{0,1}M

{
M∑
i=1

vigm(b)

}
≈ h(b)− γmax{0, max

m∈{1...M}
{gm(b)}}

= max{h(b), h(b)− γg1(b), . . . , h(b)− γgM (b)}.
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Figure 8. Average errors over many generic tasks with inequality constraints.
The approximation error of h(p) to hmax as a function of p is analyzed over NS = 10000 random QUBO objectives per problem
size n ∈ {4, 8, 12, 16, 20}, regularization strength γ ∈ {10, 40} and either 1 or 4 linear inequality constraints. The absolute error
ϵ shown in blue is the proportion of problems where the minima of hmax and h(p) align. The orange lines represent the relative
errors between these minima. The green lines show the average number of h(p)-minima which violate a constraint.

In the first equality, the sum overM maxima of two terms
is converted into a maximum over 2M terms, considering
all combinations. However, in the context of minimizing
over b, we can simplify from the second to the third line.
The ≈ is justified if, for large enough γ ≫ 0, violating one
constraint is already enough to shift the cost sufficiently
far away. Thus, all terms that would penalize b even
more if they violate multiple constraints are neglected.
This can then be rephrased as a single maximum over
only M + 1 elements.

In this application, we are not only interested in the
previously used error metrics δ and ϵ, but also in whether
solutions violate constraints. Thus, we define the average
number of solutions that violate any constraint as:

ν =
1

Ns

Ns∑
i=1

{
1 if ∃m : gm(b

∗(i)
(p) ) < 0

0 else .

Evaluating these three metrics for the different settings
shown in Figure 8 yields multiple observations. First, the
expected trade-off between fewer violations ν at the cost
of more errors ϵ and δ when the regularization strength

γ is increased. This setting sets the b that violate a con-
straint further apart from those that don’t, but at the
same time flattens the landscape among the non-violating
solutions. Consequently, this parameter needs to be cho-
sen with care [58, 64].

Secondly, with the complexity of the problem, the
number of violations actually diminishes. That is, the
aforementioned inverse proportion between ν and δ ex-
tends to counterintuitive regimes. While one might think
that more constraints make violations more likely, the
opposite is observed. Similarly, larger problem sizes n
tend to result in fewer violated constraints, except for
some fluctuations around ≈ 10 violations (among the
Ns = 10000 samples).

In contrast to generic objectives (Section IV B), neither
the previous partitioning problems nor problems with
inequality constraints should suffer from an increasing
flatness of the cost-landscape. This is because both sit-
uations effectively correspond to the minimization of a
single objective in a restricted space.



11

V. CONCLUSION

We presented inequality constraints and partitioning
as two problem aspects that our framework can map
onto quantum devices. These aspects can be part of
complex real-world applications. For example, routing
problems, such as those encountered with welding robots
or garbage-collecting trucks, directly lead to partition-
ing problems when the task is distributed across mul-
tiple agents [44, 65]. Here, extending two partitions to
more is subject to future work. To ensure specific objec-
tives, such as sealing all edges and visiting each garbage
bin, equality constraints are employed to set the number
of certain visits to exactly 1. In general, a beeline may
not always be possible, so robots may move across the
same edge multiple times, and trucks may come across
the same vertex more than once. Thus, it might be worth
formulating constraints as inequalities, allowing for ≥ 1
visits in these more complex settings.

The main contribution of this article is a concrete
combination of the newly introduced MOQA framework
(see also Ref. [1]) and multiple QUBO objectives. For
this setting, we provide a first algorithm that converts
an abstract MOQA approximation into a concrete list
of weighted diagonal Pauli terms. This prototype algo-
rithm achieves polynomial runtime (in problem size n),
but still requires exponential memory to store all 2n pos-
sible weights. However, we also prove that this weight
vector can only have a polynomial number of non-zero
weights. Hence, it is sparse and, even better, we know
the positions of possible non-zero weights in advance (en-
tries whose index has a binary representation with small
Hamming weight). In future work, we plan to combine
it with a function that exploits this sparsity and reduces
the memory requirement to polynomial size.

Another contribution of this work is extensive numeri-
cal studies. The main takeaway from those is that MOQA
will find very good solutions, but generally not the opti-
mal ones. However, even when the solution is imperfect,
it will still have a small relative error. Larger problems
are harder to capture, but not proportionally. The gap
between increasing sizes closes quickly, making our nu-
merical results also good indicators for much larger prob-
lems.

We also identified several directions for future work
rooted in counterintuitive observations. For one, occa-
sionally, larger problems are easier to approximate at
very small p, which should be investigated further. Sim-
ilarly, the fact that larger (both in n and M) problems
are less likely to lead to solutions that violate inequality
constraints. Shedding light on this could yield valuable
insights.

We conclude by remarking that MOQA presents an in-
novative approach to many applications. Its usefulness
may vary greatly depending on the problem, the spectral
gap ratio, size, sparsity, symmetries, and the required
precision of the task. This framework has favorable re-
quirements, particularly in the asymptotic limit of large
problems, thereby increasing in relevance as we approach
fault tolerance. Nevertheless, even at the current stage,
it can accurately represent certain problems and is oth-
erwise a strong approximate approach that can be com-
bined with practically all existing quantum solvers for
Ising Hamiltonians.

CODE AVAILABILITY

A tutorial for reproducing the numerical experiments
and implement Algorithm 1 is made available in the fol-
lowing Github repository:
https://github.com/SebastianEgginger/MOQA
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