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Abstract—Accurate assessment of intraventricular blood flow
is essential for evaluating hemodynamic conditions in patients
supported by Left Ventricular Assist Devices (LVADs). How-
ever, clinical imaging is either incompatible with LVADs or
yields sparse, low-quality velocity data. While Computational
Fluid Dynamics (CFD) simulations provide high-fidelity data,
they are computationally intensive and impractical for routine
clinical use. To address this, we propose LVADNet3D, a 3D
convolutional autoencoder that reconstructs full-resolution intra-
ventricular velocity fields from sparse velocity vector inputs. In
contrast to a standard UNet3D model, LVADNet3D incorporates
hybrid downsampling and a deeper encoder-decoder architecture
with increased channel capacity to better capture spatial flow
patterns. To train and evaluate the models, we generate a
high-resolution synthetic dataset of intraventricular blood flow
in LVAD-supported hearts using CFD simulations. We also
investigate the effect of conditioning the models on anatomical
and physiological priors. Across various input configurations,
LVADNet3D outperforms the baseline UNet3D model, yielding
lower reconstruction error and higher PSNR results.

Index Terms—Hemodynamic Reconstruction, 3D Autoencoder,
Computational Fluid Dynamics, LVADNet3D, UNet3D

I. INTRODUCTION

Left Ventricular Assist Devices (LVADs) have emerged as
a critical intervention for patients with end-stage heart failure,
helping to maintain adequate blood circulation [1], [2]. Pa-
tients with LVADs may develop abnormal intraventricular flow
patterns such as stagnation or turbulence, that increase the risk
of complications like thrombosis. Accurately assessing blood
flow dynamics within the ventricle is crucial for identifying
such risks early and informing clinical decision-making [3].

However, obtaining full-resolution 3D intraventricular blood
flow remains a significant challenge. Echocardiography, while
widely used in clinical practice, yields only sparse and noisy
measurements of blood flow velocity within the ventricle [4].
4D Flow MRI is not feasible for patients with LVADs due
to safety concerns associated with implanted devices. Alter-
natively, computational fluid dynamics (CFD) can simulate
detailed intraventricular flow [5], [6], but it is time consum-
ing, computationally intensive and not readily deployable in
clinical settings. As a result, clinicians often lack access to
detailed velocity information precisely when comprehensive
flow assessment is most critical. Vector Flow Mapping is an
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ultrasound technique that estimates velocity vectors from 2D
echocardiographic images [7]; while it provides more detail
than Doppler imaging [8], it is restricted to 2D slices and
does not support 3D reconstructions. Recently, deep learning
has shown promise across diverse biomedical applications [9]–
[13]. Neural network-based ultrasound efforts have largely
focused on structural image enhancement [14], but not on the
functional task of reconstructing blood flow fields. However,
prior works in 3D shape reconstruction has demonstrated the
utility of deep learning using sparse data [15]. Furthermore,
Ng et al. [16] highlighted the impact of spatial resolution on
velocity estimation from ultrasound, underscoring the need
for resolution-enhancing strategies in flow quantification. This
motivates our core question: Can deep learning be used
to reconstruct high-resolution 3D velocity vector fields from
sparse intraventricular flow data?

To address this challenge, we propose an autoencoder
(AED)-based approach for reconstructing full-resolution 3D
intraventricular blood flow from sparsely sampled velocity
data. Specifically, we introduce LVADNet3D, a 3D convolu-
tional AED with architectural enhancements over the standard
UNet3D [17], to reconstruct dense volumetric velocity vector
fields. The model is trained on high-fidelity CFD simulations
of intraventricular flow in LVAD-supported hearts. To emulate
the sparse nature of clinical measurements, we extract limited
subsets of velocity vectors from these simulations as input.
LVADNet3D learns to reconstruct the full 3D flow field
from the sparse samples. Moreover, to enhance reconstruction
performance, we incorporate two clinically and geometrically
meaningful priors: (1) inlet velocity, representing the inflow
of blood into the left ventricle, and (2) radial distance fields
(RDF), which encode the distance of each voxel from geomet-
ric center of the ventricle, capturing anatomical variations
in ventricular morphology. These auxiliary inputs guide the
model towards spatially coherent flow reconstructions.
Contributions. Our key contributions are: (1) we generate
a synthetic, high-resolution CFD dataset of left ventricular
blood flow in LVAD-supported hearts to facilitate training
and evaluation of 3D velocity reconstruction models. (2) We
propose LVADNet3D, a 3D AED that reconstructs full 3D vol-
umetric velocity fields from sparse inputs. (3) We demonstrate
that incorporating inlet velocity and RDF as auxiliary inputs
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significantly improves reconstruction, and that LVADNet3D
outperforms the baseline UNet3D architecture across multiple
evaluation metrics.

II. DATASET

A. Dataset Preparation and CFD Simulation Setup

We emulate intraventricular flow in LVAD-supported hearts
by creating a synthetic dataset using eight distinct left ven-
tricular geometries that anatomically represent the LVAD
patient population [5], [6], [18]. All geometries are modeled
in Autodesk Fusion software, with the LVAD inlet cannula
positioned in the apical region and directed toward the mitral-
aortic junction. These span clinically relevant variations in
ventricular morphology, with diameters ranging from 51 to
87 mm and long-axis lengths between 74 and 126 mm. Each
geometry is meshed using ICEM CFD software, producing
between 600,000 and 1.5 million mesh elements per model.
The resulting meshes are shown in Fig. 1.

For each geometry, blood flow is simulated using ANSYS
Fluent software with varying mitral valve inlet conditions to
emulate different cardiac phases. Simulations are performed
under laminar, pressure-based, and transient flow conditions.
Blood exits through the LVAD cannula, simulating clinically
relevant outflow conditions for patients with a closed non-
functional aortic valve (i.e., complete LVAD support). Key
CFD simulation parameters are as follows. Blood was modeled
with a density of 1060 kg/m3 and a dynamic viscosity of
0.0035 Pascal-seconds, consistent with typical physiological
values. Simulations were performed with a time step size of
0.001 s over 3000 steps, using a pressure-based solver. A
uniform inlet velocity was applied, and the outlet was defined
as a pressure outlet at the LVAD cannula. Each time step was
iterated up to 20 times with a convergence threshold of 10−6.

B. Inlet Conditions and Dataset Splits

Each ventricular geometry is simulated with multiple inlet
velocities ranging from 0.1 m/s to 0.5 m/s to reflect physio-
logically realistic flow rates across different cardiac phases. A
total of 47 simulations are generated, covering a diverse set
of flow boundary conditions across geometries. To evaluate
generalization across anatomical variations, we adopt a 5-fold
cross-validation setup. In each fold, six geometries are used
for training, one for validation, and one held out for testing.

C. Data Preparation and Preprocessing

The CFD simulated velocity fields are interpolated onto a
uniform 128 × 128 × 128 grid, covering the full volume of
each ventricular geometry in preparation for model training.
Each voxel in the grid encodes the velocity components Vx,
Vy , and Vz , forming three separate 3D volumes. Additionally,
we compute a fourth channel, the Radial Distance Field
(RDF), which provides anatomical context by representing the
Euclidean distance from each voxel to the geometric center of
the ventricle. This yields a four-channel ground truth tensor
of shape 128× 128× 128× 4 per sample, where the channels
correspond to the three velocity components (Vx, Vy , Vz) and
the RDF. Together, these channels capture variations in both

Fig. 1. Solid meshes for LVAD geometries of different sizes

the flow dynamics and the underlying anatomical geometry.
In order to simulate sparse clinical input, we randomly sam-
ple 5% of voxels within the ventricle, applying the same
mask across all three velocity components. The RDF grid
remains unsampled and serves as a dense geometric prior.
Each training input is formed by pairing one sparsely sampled
velocity component with the RDF grid, resulting in an input
tensor of shape 128 × 128 × 128 × 2, which is used to
predict the corresponding full-resolution velocity component.
Additionally, we incorporate the mitral valve inlet velocity, a
clinically measurable boundary condition obtained via Doppler
ultrasound [8], as a scalar conditioning input. It provides
physiological information about the blood flow entering LV.

III. METHODOLOGY

A. Problem Statement

Let V = [Vx, Vy, Vz] ∈ R128×128×128×3 denote the full-
resolution 3D intraventricular velocity fields obtained from
CFD simulations, defined over a uniform spatial grid. The
objective is to reconstruct these high-resolution fields using
sparse velocity inputs, along with anatomical and physiolog-
ical priors to guide the reconstruction. For each directional
component d ∈ {x, y, z}, we perform a reconstruction task,
where we define:

• Ground truth full-resolution field: V f
d ∈ R128×128×128×1,

• Sparse input: Vs
d ⊂ V f

d , where only 5% of voxel values
are retained and the rest are zeroed out.
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Fig. 2. (a) End-to-end workflow illustrating CFD-based data generation, preprocessing, and data splitting into train, val, and test sets. The train data are used
to fit the 3D reconstruction models, while the val data are used to tune hyperparameters. The trained models are evaluated on test data to produce reconstructed
velocity fields and compute evaluation metrics. (b) LVADNet3D architecture, illustrated for the reconstruction of velocity component Vf

x as a representative
instance. The sparse velocity Vs

x and radial distance field R are concatenated and passed as input to the network. The inlet velocity vin is injected into the
latent space. The network predicts the full-resolution velocity field V̂f

x , which is supervised using the Huber loss against the ground truth Vf
x .

To provide anatomical context, we incorporate a dense radial
distance field (RDF) R ∈ R128×128×128×1, encoding the
Euclidean distance from each voxel to the geometric center
of the ventricle. The sparse velocity input Vs

d is concatenated
with R along the channel dimension, forming an input tensor
of shape 128 × 128 × 128 × 2. We further condition the
reconstruction on the mitral valve inlet velocity vin ∈ R. This
value is broadcast to form a tensor of shape 8×8×8×256 and
concatenated with the latent feature map of the autoencoder
(AED). Conditioning vin at the latent space yielded better
performance than using it at the input level, which was found
to be less effective. The vin guides the decoder to reconstruct
velocity fields consistent with the global inflow pattern. Our
objective is to learn a reconstruction function:

fθ : (Vs
d,R, vin) → V̂f

d (1)

such that the prediction V̂f
d ∈ R128×128×128×1 accurately

reconstructs the velocity field V f
d in 3D. The function fθ is

implemented as a deep AED and trained separately for each
directional component to minimize the reconstruction loss.
Fig. 2(a) presents the end-to-end workflow of our framework,
and Fig. 2(b) illustrates an instance of training the AED on
the V f

x component.

B. LVADNet3D Architecture

LVADNet3D comprises three components: an encoder, a
latent space representation, and a decoder (Fig. 2(b)).

1) Encoder: The encoder has L = 5 hierarchical layers
processing the input tensor (Vs

d,R) ∈ R128×128×128×2. Each
layer E(l) applies two 3D convolutions followed by a down-
sampling operation.

a) Convolution Blocks: Let each block consist of a
convolution with weights W (l,b) and bias b(l,b), instance
normalization (norm), and PReLU activation (σ):

B(l,b)(x) = σ(norm(W (l,b) ∗ x+ b(l,b))), b ∈ {1, 2}. (2)

The first block maps the input to 16 channels:

B(1,1) : R1283×2 → R1283×16, (3)

The subsequent convolution enables the model to refine and
combine low-level features within the same dimensional space,
allowing for richer nonlinear interactions before increasing
channel capacity in deeper layers. From l = 2 onward, the
first block maintains channels Cl, and the second doubles
them to 2Cl. This progression allows the network to gradually
compress the input into a compact latent representation, with
each layer first refining the features and then expanding the
channel capacity to capture increasingly abstract patterns.

b) Downsampling: Layers l = 1, 2 use max pooling,
while layers l > 2 use strided convolutions. We use max
pooling in the early layers to reduce spatial resolution while
preserving fine-grained anatomical features [19]. In contrast,
we apply strided convolutions in deeper layers to combine
downsampling with learnable feature extraction, enabling the



network to encode increasingly abstract representations into a
compact latent space.

2) Latent Space Representation: The encoder output xL ∈
R8×8×8×256 is refined by two convolutional blocks while
maintating the channels to produce yL. The inlet velocity
vin ∈ R is then broadcast and concatenated with yL, yielding:

z = concat(yL, vin) ∈ R8×8×8×512. (4)

A 1× 1× 1 convolution is applied to fuse the concatenated
features and reduce the channel dimension back to 256,
forming the final latent representation.

3) Decoder: The decoder reconstructs the full-resolution
velocity component from the latent representation using trans-
pose convolutions and skip connections. Each layer upsamples
and concatenates with its encoder counterpart:

x
(l)
concat = concat

(
σ(norm(W (l,Transpose) ∗ x(l−1))), x

(l)
encoder

)
.

(5)
The concatenated output is passed through two convolutional
blocks to refine the feature maps. In contrast to the encoder,
the decoder reduces the channel dimension from 2Cl to Cl

in the first block and preserves it in the second. Finally, a
3D convolution outputs the reconstructed velocity component:
V̂f

d ∈ R128×128×128×1.

C. Loss Function

The training was supervised using the Huber loss with
δ = 0.5, which combines the robustness of Mean Absolute
Error (MAE) with the smoothness of Mean Squared Error
(MSE) [20]. For a prediction error a = V̂f

d − V f
d , the Huber

loss is defined as:

Lδ(a) =

{
1
2a

2 if |a| ≤ δ

δ(|a| − 1
2δ) otherwise

(6)

D. UNet3D vs LVADNet3D Architectures

We implemented a four-layer UNet3D autoencoder architec-
ture with skip connections, following [17]. At the bottleneck,
the inlet velocity vin is concatenated with the encoded features
and passed through a convolutional block, similar to the
conditioning approach we used in LVADNet3D. Compared
to the UNet3D baseline [17], we introduce two key archi-
tectural modifications in LVADNet3D to better accommodate
the structure of hemodynamic data. First, we utilize a deeper
hierarchy with five encoder-decoder stages to capture finer
spatial patterns and model the anatomical complexity of in-
traventricular flow. The increased depth expands the receptive
field, enabling the network to better integrate sparse velocity
input with anatomical priors (RDF) to reconstruct a coherent
3D velocity field. Second, we adopt a hybrid downsampling
strategy: max pooling in early layers preserves local detail,
while strided convolutions in deeper layers enable learnable
spatial compression, improving abstraction with lower infor-
mation loss.

IV. EXPERIMENTAL RESULTS

We evaluate LVADNet3D model against the baseline
UNet3D architecture across multiple axes of performance.
Specifically, we present: (1) component-wise reconstruction
results for the individual velocity components Vf

x,V
f
y ,V

f
z ;

and (2) an ablation study analyzing the effect of different input
configurations. All models were implemented in PyTorch and
trained on RTX 4080 GPU. We used the Adam optimizer [21]
with an initial learning rate of 10−3, and applied a cosine
learning rate decay scheduler over 100 training epochs.

A. Performance Metrics

To evaluate reconstruction quality, we report standard error
metrics, Mean Squared Error (MSE), Root Mean Squared
Error (RMSE), and Mean Absolute Error (MAE). Additionally
we report Peak Signal-to-Noise Ratio (PSNR), which quanti-
fies voxel-wise fidelity between reconstructed and ground-truth
velocity fields, providing a scale-sensitive measure of how well
localized flow patterns are preserved.

We also compute the velocity magnitude, defined as:

Velocity Magnitude =
√
v2x + v2y + v2z (7)

The velocity magnitude captures overall flow strength and
provides meaningful information to clinicians for assessing
wall shear stress, turbulence, and flow patterns. We first
reconstruct the individual velocity components (V̂f

x, V̂
f
y , V̂

f
z ),

and then derive the predicted velocity magnitude at each
voxel using Equation 7. This is compared voxel-wise to the
ground truth magnitude computed from (Vf

x,V
f
y ,V

f
z ), and

the resulting differences are used to calculate the metrics MSE,
MAE, RMSE, and PSNR reported in Table III.

Fig. 3. 2D slices of the reconstructed V̂f
d components using (Vs

d +R, vin)
as input, where d ∈ {x, y, z}, comparing UNet3D, LVADNet3D, and
LVADNet3D without skip connections (w/o SC) to the ground truth (Vf

d .).
Each velocity component is visualized along its principal axis plane to best
capture directional flow patterns. Color maps indicate velocity magnitude,
with yellow denoting high flow, green moderate, and blue low. LVADNet3D
provides the most accurate reconstructions across all components. For Vf

x , it
best captures a localized high-flow region missed by LVADNet3D w/o SC and
only partially reconstructed by UNet3D. For Vf

y , where flow magnitudes are
lower, all models perform similarly, though LVADNet3D w/o SC performs
poorly. In the complex Vf

z field, UNet3D and LVADNet3D produce sharp
reconstructions, while the w/o SC variant overfits to the high-flow regions and
fails to reconstruct low-flow zones.



TABLE I
COMPARISON OF UNET3D AND LVADNET3D ON THE THREE DIRECTIONAL VELOCITY COMPONENTS (Vf

x ,V
f
y ,V

f
z ). ERROR METRICS ARE REPORTED

IN SCIENTIFIC NOTATION AS INDICATED IN THE COLUMN HEADERS, WITH ABSOLUTE IMPROVEMENTS SHOWN IN PARENTHESES.

Component Model MSE (×10−3) ↓ MAE (×10−2) ↓ RMSE (×10−2) ↓ PSNR (dB) ↑

Vf
x

UNet3D 5.36 3.96 7.32 22.71
LVADNet3D 1.90 (–3.46) 2.58 (–1.38) 4.35 (–2.97) 27.22 (+4.51)

Vf
y

UNet3D 4.36 3.02 6.60 23.61
LVADNet3D 3.24 (–1.12) 3.32 5.69 (–0.91) 24.89 (+1.28)

Vf
z

UNet3D 17.89 3.92 13.37 17.48
LVADNet3D 13.07 (–4.82) 3.66 (–0.26) 11.43 (–1.94) 18.84 (+1.36)

TABLE II
ABLATION STUDY ON THE EFFECT OF SKIP CONNECTIONS (SC) IN LVADNET3D ACROSS (Vf

x ,V
f
y ,V

f
z ).

Component SC MSE (×10−2) ↓ MAE (×10−2) ↓ RMSE (×10−1) ↓ PSNR (dB) ↑

Vf
x

✗ 5.03 11.40 2.24 12.98
✓ 0.19 (–4.84) 2.58 (–8.82) 0.44 (–1.80) 27.22 (+14.24)

Vf
y

✗ 0.63 3.65 0.79 22.01
✓ 0.32 (–0.31) 3.32 (–0.33) 0.57 (–0.22) 24.89 (+2.88)

Vf
z

✗ 9.92 13.30 3.15 10.03
✓ 1.31 (–8.61) 3.66 (–9.64) 1.14 (–2.01) 18.84 (+8.81)

TABLE III
COMPARISON OF UNET3D AND LVADNET3D ACROSS DIFFERENT INPUT CONFIGURATIONS USING SPARSE VELOCITY INPUT (Vs

d), RADIAL DISTANCE
FIELD (R), AND INLET VELOCITY (vIN). ALL METRICS IN THIS TABLE ARE COMPUTED ON VELOCITY MAGNITUDE AS DEFINED IN EQUATION 7.

Model Vs
d R vin MSE (×10−1) ↓ MAE (×10−1) ↓ RMSE (×10−1) ↓ PSNR (dB) ↑

UNet3D ✓ ✗ ✗ 7.40 2.97 8.60 17.30
LVADNet3D ✓ ✗ ✗ 4.54 (–2.86) 2.93 (–0.04) 6.74 (–1.86) 19.43 (+2.13)
UNet3D ✓ ✓ ✗ 3.89 2.84 6.24 20.09
LVADNet3D ✓ ✓ ✗ 3.70 (–0.19) 3.30 6.08 (–0.16) 20.32 (+0.23)
UNet3D ✓ ✓ ✓ 3.39 2.56 5.83 20.69
LVADNet3D ✓ ✓ ✓ 1.47 (–1.92) 2.02 (-0.54) 3.84 (–1.99) 22.87 (+2.18)

B. Component-Wise Reconstruction Performance

As shown in Table I, LVADNet3D consistently outperforms
UNet3D across MSE, MAE, RMSE, and PSNR, demonstrating
better reconstruction of the 3D velocity field.

For instance, on the Vf
x component, LVADNet3D achieves

an MSE of 1.90 (×10−3), significantly lower than the UNet3D
baseline of 5.36, corresponding to a reduction of –3.46.
Likewise, MAE lowers from 3.96 to 2.58 (×10−2), and
RMSE decreases from 7.32 to 4.35 (×10−2). PSNR increases
by +4.51 dB, reaching 27.22 dB, indicating substantially
improved voxel-level fidelity in the reconstructed flow. Per-
formance across the Vf

y and Vf
z components follows a sim-

ilar trend, demonstrating LVADNet3D’s ability to generalize
across anatomical orientations and directional flow patterns.
Notably, reconstruction errors are higher and PSNR lower for
the Vf

z component for both UNet3D and LVADNet3D models,
due to greater turbulence, vortex formation, and recirculation
zones present in the Vf

z direction. A qualitative comparison
of predicted velocity fields across models is shown in Fig. 3.

We further conduct an ablation study to assess the impact
of skip connections, summarized in Table II. All three velocity
components exhibit a performance drop when skip connections
are removed from LVADNet3D, with Vf

x and Vf
z experiencing

the most severe degradation. Specifically, Vf
x shows a substan-

tial PSNR drop of over 14 dB, while Vf
z exhibits the largest

increase in MSE and MAE. Although Vf
y also degrades, the

impact is comparatively milder. We observed a similar trend
when skip connections were removed from UNet3D.

C. Ablation Study on Input Configurations

We conduct an ablation study to evaluate the effect of differ-
ent input configurations on velocity magnitude reconstruction.
Table III presents results for three setups: (1) sparse velocity
input only (Vs

d), (2) Vs
d with radial distance field (R), and

(3) Vs
d and R combined with mitral valve inlet velocity (vin)

injected into the latent space.
a) Effect of R: Incorporating R improves performance

across both models. For UNet3D, MSE reduces from 7.40
to 3.89, and PSNR improves from 17.30 dB to 20.09 dB.
Similarly, LVADNet3D’s RMSE drops from 6.74 to 6.08,
demonstrating that R effectively acts as a spatial prior by
encoding anatomical geometry and aiding flow localization.

b) Impact of vin: Adding vin further improves perfor-
mance, especially in LVADNet3D. Its MSE reduces to 1.47,
RMSE to 3.84, and PSNR rises to 22.87 dB, highlighting
the benefit of conditioning the latent space on flow boundary
conditions. Fig. 4 shows the effect of RDF and inlet velocity
on reconstruction of the Vf

x component across models.
c) Model Comparison: Across all input configurations,

LVADNet3D consistently outperforms UNet3D in MSE,
RMSE, and PSNR. Even with only sparse input Vs

d, it achieves
an MSE of 4.54 compared to UNet3D’s 7.40 (a reduction of
–2.86), and a PSNR gain of +2.13 dB. While LVADNet3D
exhibits a slightly higher MAE than UNet3D when using
Vs

d + R as input—likely due to its increased sensitivity
to localized velocity variations—it achieves the best overall
performance when all inputs (Vs

d +R, vin) are provided.



Fig. 4. 2D slices of the reconstructed V̂f
x component for different input

settings (Vs
x), (V

s
x+R), and (Vs

x+R, vin) using LVADNet3D and UNet3D,
compared against ground truth Vf

x . Velocity magnitudes color-code: yellow
(high), green (moderate), and blue (low). Models using only Vs

x mostly
reconstruct moderate-flow regions, failing to capture high- and low-velocity
zones. Adding R improves structure and flow contrast, especially in low-
velocity regions. Injecting inlet velocity vin in the latent space of the models
further enhances reconstructions, yielding sharper and more localized high-
flow regions. LVADNet3D consistently outperforms UNet3D, which especially
struggles with high-gradient regions due to its limited spatial context and
shallower representation.

V. CONCLUSION AND FUTURE WORK

We introduced a synthetic LVAD dataset generated using
CFD simulations and proposed LVADNet3D for reconstructing
3D hemodynamic velocity fields. Compared to the UNet3D
baseline, LVADNet3D incorporates key architectural improve-
ments, including hybrid downsampling and a deeper encoder-
decoder structure with expanded channel capacity for richer
spatial representations. We further demonstrate that incorpo-
rating radial distance fields and inlet velocity alongside sparse
velocity inputs enhances reconstruction fidelity by providing
anatomical and physiological context. LVADNet3D consis-
tently outperforms UNet3D across all velocity components,
achieving lower reconstruction errors and higher PSNR.

However, in this work, the models were trained and eval-
uated on synthetic CFD data, which may not fully capture
the variability and noise characteristics of real-world patient-
specific intraventricular flow patterns. In future work, we may
validate our approach using clinical velocity data and also
assess its generalization to other anatomical regions beyond
the left ventricle.
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