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Local-Canonicalization Equivariant Graph Neural Networks for
Sample-Efficient and Generalizable Swarm Robot Control
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Abstract— Multi-agent reinforcement learning (MARL) has
emerged as a powerful paradigm for coordinating swarms
of agents in complex decision-making, yet major challenges
remain. In competitive settings such as pursuer-evader tasks,
simultaneous adaptation can destabilize training; non-Kinetic
countermeasures often fail under adverse conditions; and
policies trained in one configuration rarely generalize to en-
vironments with a different number of agents. To address
these issues, we propose the Local-Canonicalization Equivariant
Graph Neural Networks (LEGO) framework, which inte-
grates seamlessly with popular MARL algorithms such as
MAPPO. LEGO employs graph neural networks to capture
permutation equivariance and generalization to different agent
numbers, canonicalization to enforce F(n)-equivariance, and
heterogeneous representations to encode role-specific inductive
biases. Experiments on cooperative and competitive swarm
benchmarks show that LEGO outperforms strong baselines
and improves generalization. In real-world experiments, LEGO
demonstrates robustness to varying team sizes and agent failure.

I. INTRODUCTION

The deployment of autonomous robot swarms promises
to revolutionize domains ranging from environmental mon-
itoring and disaster response to automated logistics and
agriculture [1]. The collective intelligence of these systems,
emerging from the localized interactions of many simple
agents, allows for scalable and robust solutions to complex
problems. Multi-agent reinforcement learning (MARL) [1-
3] has emerged as the dominant paradigm for automatically
discovering the decentralized control policies that govern
these coordinated behaviors. However, despite significant al-
gorithmic progress, several fundamental challenges continue
to impede the transition of MARL-trained policies from
simulation to real-world deployment.

A primary obstacle is the notorious curse of dimension-
ality, which in the multi-agent context is often termed the
"curse of many agents" [1, 4]. Standard policy represen-
tations, such as multi-layer perceptrons (MLPs), struggle
to scale as the number of agents grows, leading to an
exponential increase in the joint state-action space. A direct
consequence [5-7] of this is a critical failure in generaliza-
tion: a policy trained with a specific number of agents, N,
typically fails to function when deployed in a system with a
different number of agents, M. This necessitates retraining
for every possible swarm configuration, which is practically
infeasible.

Furthermore, MARL algorithms are often remarkably sam-
ple inefficient. A key reason for this is their failure to
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Fig. 1: An example of equivariance in the MPE Tag environment
where pursuers chase evaders while passing though obstacles.
(Middle to left) As the agents (circles) are permuted by swapping
their indices (s € S(2)), the optimal actions (arrows) are permuted
in the same way. (Middle to right) As the agent positions are rotated
90° (g € SO(2)), the optimal actions are also rotated.

exploit the inherent geometric symmetries present in many

robotics tasks [8, 9]. The optimal control strategy for a

swarm, such as navigating to a target or surrounding an

adversary, is fundamentally independent of the system’s
absolute position and orientation in the world. However, most
learning architectures [10] are not designed to recognize this
symmetry. As illustrated in Fig. 1, they are forced to learn
the same underlying behavior from scratch for every possible
rotation and translation, wasting vast amounts of data and

training time [11].

Finally, many practical applications involve agent het-
erogeneity [12, 13], where agents have distinct roles or
capabilities, such as pursuers and evaders in a security
task. Frameworks that assume agent homogeneity limit the
complexity of learnable strategies and their applicability to
such real-world scenarios.

In this work, we present the Local-Canonicalization
Equivariant Graph Neural Networks (LEGO) framework,
a principled approach that addresses these challenges by
incorporating strong, relevant inductive biases directly into
the policy architecture. LEGO is founded on a design phi-
losophy that decouples the system’s inherent symmetries:
permutation symmetry is handled by the network’s graph
structure, while Euclidean symmetry is addressed through a
canonicalization of the input data. This modular approach
allows LEGO to be integrated with powerful, off-the-shelf
MARL algorithms [14] and GNN architectures [15, 16].

The contributions of this paper are as follows:

e A novel and modular framework, LEGO, that syner-
gistically integrates local canonicalization for geometric
E(n)-equivariance, Graph Neural Networks (GNNs) for
permutation equivariance, and heterogeneous graphs for
role-based policies.

« Empirical demonstration that LEGO, when integrated with
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MAPPO [14], achieves superior sample efficiency and
performance than strong baselines in both cooperative and
competitive MARL tasks.

« Rigorous validation of generalization tasks, namely zero-
shot scalability to unseen numbers of agents and out-of-
distribution generalization to novel geometric configura-
tions.

o Real hardware demonstration on Crazyflie drones, high-
lighting the framework’s potential for real-world robotics.

II. RELATED WORKS

Scalability of MARL algorithms is a long-standing
challenge. Early independent learning approaches [17, 18],
which treat other agents as part of the environment, suf-
fer from non-stationarity and lack convergence guarantees.
The paradigm of Centralized Training with Decentralized
Execution (CTDE) [19, 20] mitigates this by exploiting
global information during training while ensuring decen-
tralized execution. Value-based methods such as VDN [21]
and QMIX [22], as well as actor-critic algorithms like
MADDPG [23] and MAPPO [14], have proven effective
in cooperative domains. However, policies often fail to
generalize when the number of agents changes. Transfer
learning methods [7, 24] attempt to reuse knowledge across
tasks, but typically assume strong task similarity and require
fine-tuning. In contrast, our approach is designed to achieve
zero-shot transfer across different agent counts, leveraging
its graph-based architecture.

Graph Neural Networks (GNNs) have emerged as a
powerful tool for diverse tasks [25-30]. Their permutation
equivariance [31, 32] allows scaling to arbitrary team sizes,
while message passing serves as a learned communica-
tion mechanism. GNNs have been successfully integrated
into various MARL frameworks [33-35], demonstrating
improved performance and coordination in complex tasks.
However, standard GNNs are only equivariant to node per-
mutations, not to Euclidean transformations of the nodes’
spatial configurations, and often assume agent homogeneity.
To address the latter, works like ROMA [12] and HARL [13]
have introduced heterogeneous graph architectures to model
distinct agent roles, a principle we incorporate into our
framework. As a result, networks must learn invariances such
as spatial rotations from data, limiting generalization.

Equivariance in Reinforcement Learning. The field of
geometric deep learning [36] emphasizes encoding problem
symmetries as inductive biases to improve sample efficiency
and generalization [37, 38]. In reinforcement learning, this
principle is realized through the design of equivariant poli-
cies [8, 9, 39-41], where transformed inputs yield cor-
respondingly transformed actions. Two common strategies
exist for achieving equivariance. The first involves design-
ing specialized equivariant architectures [38, 41-47] that
are intrinsically equivariant to group actions in SE(2) or
SE(3). These methods are theoretically elegant, but can
be computationally demanding [41]. The second strategy
is to obtain global-frame invariant observations [48] or
perform canonicalization [9]. In the latter, observations are

transformed into a canonical frame before applying standard
networks, and restores equivariance by mapping outputs
back. Our LEGO framework adopts this approach, using
a local, agent-centric canonicalization. This design enables
modular integration with strong off-the-shelf components
such as Graphormer [16, 49, 50] and MAPPO [14], com-
bining geometric robustness with practical efficiency. While
other works [39, 51] have also introduced permutation and/or
E(n)-equivariant architectures, they have primarily focused
on cooperative settings. In contrast, our work demonstrates
strong performance in competitive tasks, which demand
reliable performance to induce meaningful self-play.

III. PRELIMINARY

Multi-agent reinforcement learning (MARL) studies
scenarios where multiple decision-making agents interact
within a shared environment. Each agent optimizes its own
long-term rewards by interacting with the environment and
the other agents. Formally, a multi-agent system can be
formally modeled as a Markov game [17] for N agents,
defined by the tuple (S, {A;}Y,, P, {R;}}¥ ). Here, S is the
state space, A; is the individual action space for agent i, P :
Sx Ay x---x Ay xS — [0, 1] is the state transition function,
which determines the probability of moving between states
given a joint action. Each agent i is further equipped with
a reward function R; that maps the current state and joint
action to a scalar signal.

The objective of agent i is to learn a policy m;(a; | s)
that maximizes its expected discounted reward: J(m;) =
Er,nn {ZtT:o VR (se,at, . .. ,a{;V)} , where T denotes

the horizon, € (0, 1] is the discount factor, and a ~ 7;(- |
s¢) represents the action of agent j at time ¢.
Equivariance. A function f : X — Y is G-equivariant
with respect to a group G if transforming the input is
equivalent to transforming the function output. In group
theory, a group is an abstract algebraic object describing a
symmetry [36]. It is equipped with an action on a set X by
specifying a map: G x X — X satisfying g1-(g2-x) = g1go
and 1.2 = z for all g;,92 € G,z € X. The equivariance
relationship is denoted as p, f(z) = f(p,x), where p, :
X — X and p, : Y — Y are the representation of group g €
G. Invariance can be viewed as a special case of equivariance
in which the group action p, reduces to the identity map.
Formally, this is expressed as f(pyz) = p,f(x) = f(x).
Encoding equivariance in the structure of neural networks
can improve both generalization and sample efficiency [9].

IV. METHOD

As illustrated in Figure 2, LEGO follows a canonicalize-
encode-decanonicalize pipeline, in which each agent first
maps its neighborhood into a local F'(2)-invariant frame. A
role-aware Graphormer [49] then encodes interactions, and
the actor outputs a local action that is rotated back to the
world frame.
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Fig. 2: An example of using LEGO in MARL. For each agent ¢ (the upper left red agent here), its global observation X is canonicalized
into the local frame C;(X) = {v;, p(g;_ 1X}. Role-based subgraphs (e.g., self, pursuers, evaders, obstacles) are encoded with Graphomer,
pooled by role, and concatenated into X. The policy and value networks then output the local action and value as o' ~ 7(X), V; = f(X),

with the global action recovered by a; = R; ali"c.

A. Problem Formulation

Since gravity breaks the symmetry in three-dimensional
spaces in many real-world scenarios, we model a swarm as
a partially observed Markov game with N agents evolving in
the 2D plane. The global state at time ¢ is X; = {(p}, v})} ¥,
with positions p! € R? and velocities v! € R?. Agent i
receives an observation O! (possibly occluded), selects a
continuous action a! € R? representing the input force,
and receives reward r!. We adopt the CTDE paradigm:
decentralized actors {mg(a;|O;)}}, share parameters @,
while a centralized critic Vy is conditioned on training-time
summaries of the team state.

In raw form, observations are generally global-frame quan-
tities O; = {wvi, pi, vj, p; }#i. This representation is
not robust to Euclidean transformations of the world frame
and does not naturally accommodate varying team sizes. Our
framework addresses both issues by (i) local canonicalization
to remove F/(2) nuisance variation and (ii) role-aware graph

encoders to enforce permutation equivariance and scalability.

B. Agent-Centric Canonicalization

To embed the F/(2) equvariance, we eliminate dependence
on arbitrary global orientations by transforming observation
O into an agent-centric canonical frame. For each agent i, we
construct a local orthonormal basis (z;, y;). The canonical x-
axis is aligned with the agent’s velocity and defined as

— |lvil[# 0,
[|vi]] (1)
[[vi]|= 0,

Ui

€Tr; =
ZLglobal y

where Zgiobal is the x-axis in global frame. To determine the
canonical y-axis, we first compute the center of mass (CoM)

of all agents, ¢ = N Zévzl p;, and define the vector pointing

from agent ¢ to the CoM as d; = ¢ — p;. We then set
y; =sgn(z] Jd;) Jz;, Ry =[z; y] € SO(2), ()

where J € SO(2) is the 90° rotation in 2D space. This
construction ensures that y; forms an orthonormal frame with
x; and that it makes an acute angle with d;. Consequently,
the coordinate handedness changes under a reflection opera-
tion, thereby ensuring agent-centric observations invariant to
global reflections.

The canonicalization procedure can be expressed formally
using the group action pgg(2) of the Special Euclidean group
SE(2). Each agent i is associated with a pose g; = (R;,p;),
where R; is the canonical orientation and p; is the position.
Its inverse is g; ' = (R}, —R/ p;). Given the global state
X = {(pjs /Uj)}évzl, the local observation of agent i is
defined as

Ci(X) = {vis Djli Vifi }jopis

3)
Uz/' = [”ULHaO]a ij’L :R;r(p] _pi)7

Vil = R} R
where v is the canonicalized velocity of agent 4, and p;|; and
v;|; are the canonicalized position and velocity of any other
agent j. Eq. 3 corresponds exactly to applying the group
action of the inverse pose, C;(X) = psp(2)(g; 1) X.

By construction, if the global scene undergoes any rigid
transformation (R,t) € E(2), the local observation satisfies
Cdpr) (R, t)X) = C;i(X). Hence, the canonicalized repre-
sentation is invariant to global translation and rotation.

C. Role-Based Heterogeneous Graph

We model the multi-agent system as a graph G = (V| E),
where nodes v € V index agents with node features X
encoding their states (e.g., velocity and position in the swarm
task), and edges E capture interaction connectivity.



Conventional GNNs such as GCNs [52] and GATs [53]
treat all nodes uniformly and cannot distinguish agents with
distinct roles. To accommodate tasks with distinct agent
roles R (e.g., pursuers, evaders, obstacles), we partition
agents into disjoint subsets {V ("}, with 3 [V |= N.
To emphasize role-specific communication, we form dense
intra-role subgraphs {G(") = (V") E(")}, .. This decom-
position preserves permutation symmetries Sy (| within
each role while allowing the model to learn role-specific
communication.

D. Relational Modeling with Graphormer

We employ a Graphormer-style encoder [49] to model the
interaction between agents, which is a powerful Transformer-
based architecture designed for graph-structured data. On
each role-based subgraph G("), we apply a multi-head self-
attention [54] update to node features. For head & at layer ¢
attention logits between nodes u and v is computed as:

) — (Wéhmﬁ)(wﬁhxﬁ)T’ @
en

where x¢, x¢ are features of nodes u,v € V;, Wé’h,Wléh
are learned projection matrices, and dj is the dimension of

the head. The update is

H
et =2l o <@ Z softmaxv(al(ﬁh))W‘e,’hxﬁ) , 5)

h=1veEN,

where o is a position-wise feedforward network, €0 denotes
an element-wise concatenation, H is the total number of
heads, NV, denotes the neighboring set of node u, and Wé’h
is a learned projection matrix. After L layers of encoding, we
apply a permutation-invariant pooling operation to the node
features within each subgraph G(") to obtain a role-specific
summary vector szm = pool({zL : v € V("N}) for agent
1. The pooled features from all role-based subgraphs are
then concatenated to form the global encoded representation
S; = [s(r)],.eR for agent ¢. This yields a representation whose
size depends on the number of roles, not the number of
agents, enabling zero-shot scaling.

E. Equivariant Policy Learning

The actor network for agent ¢ consumes the concatenated
feature vector s; and outputs a continuous action vector
al°® ~ m.(s;) in its local canonical frame, where 7, (-)
denotes the policy network for agent ¢ of role r € R.

To execute this action in the global environment, it must be
transformed back from the agent’s local frame. This final step
ensures that the overall policy, from global state to global
action, is F(2)-equivariant. The global action a; is recovered
by applying the agent’s orientation matrix R;:

a; = Riaioc. (6)

Our complete training pipeline is summarized in Algo-
rithm 1. Because canonicalization removes F(2) nuisance
variation before encoding and produces the same local action
al°®, the policy is E(2)-equivariant by construction. Within

Algorithm 1 LEGO-MAPPO

Require: Actor 7y, critic Vy, role Graphormers, horizon 7.
1: for each episode do

N

2 Reset env; get Xo = {(p?,v{)}V,.

3 fort=0...7—1do

4 # Canonicalize

5: for each agent i =1,..., N do

6: Build R! and compute C;(X;). (Eq. 3)

7 # Encode

8 for each role » € R do

9: Partition global graph G into subgraphs G(").
10: Run L GNN layers = {z"'}. (Eq. 5)

11: Pool = s\".

12: s = [s,(f) lrer-

13: # Act & step

14: for each agent ¢ do

15: Sample a,>" ~ my(s;).

16: al = Rt al®".

17: Execute actions {a; ¢}, get rewards {r; ;},

18: # CTDE update
19: Update 7y, V; using MAPPO [14] with collected
trajectories

20: return g, V.

each role, it is permutation-equivariant due to the encoder
and pooling.

V. EXPERIMENTS

In this section, we design a set of experiments to validate
the following key claims: 1) Incorporating Euclidean and per-
mutation equivariance improves training sample efficiency,
thereby enhancing overall learning performance; 2) The
proposed LEGO framework is versatile, applicable to a wide
range of multi-agent tasks, from cooperative to competitive
settings; 3) Equivariance with Graph Neural Network struc-
ture indeed improves generalization performance and enables
curriculum learning; 4) Our framework is robust in real-
world experiments and can handle cases where some agents
become malfunctioning.

We direct readers to our supplemental video for more
details and a clearer understanding of the simulation results
and real-world demonstrations presented in this section.

A. Experimental Setup and Baselines

Across all our experiments, we adopt Multi-Agent Proxi-
mal Policy Optimization (MAPPO) [14] as our optimization
framework, which we term LEGO-MAPPQO. To provide
a thorough comparison and ablate the components of our
method, we evaluate against three key baselines:

o MAPPO [14]: The standard MAPPO baseline, where both
the actor and critic are implemented as MLPs and trained
directly on raw observations without canonicalization.

o MAPPO-local: A variant of MAPPO in which each
agent’s observations are canonicalized into an agent-
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Fig. 3: Comparing learning performance on MPE Spread and Tag-occlusion tasks. (A) Average episode rewards in the MPE Spread task
with 3 agents and 3 landmarks. (B) Average episode rewards in the MPE Spread task with 6 agents and 6 landmarks. (C) Average episode
rewards in the Tag-occlusion task with 2 evaders, 3 pursuers, and 2 obstacles. (D) Average episode rewards in the cross-validation task.

centric coordinate frame described in section I'V-B, thereby
introducing F(n)-equivariance.

MAPPO-GNN: A variant of MAPPO where the actor
and critic are modeled with a multi-layer GCN followed
by a pooling operation, thereby introducing permutation
equivariance.

B. Training Performance

Cooperative tasks. We choose the MPE Spread [23, 55]
as our cooperative task. This environment consists of N
agents and N landmarks. Generally, the agents must learn
to cover all unmovable landmarks while avoiding collisions.
The global reward is defined as the sum of the minimum
distances between each landmark and its closest agent, en-
couraging agents to spread out efficiently. In addition, agents
receive a local penalty of —1 for each collision with another
agent, discouraging reckless movement and promoting coor-
dination. To better test equivariance, we choose continuous
actions over the default discrete actions here.

We evaluate LEGO-MAPPO against all three baselines un-
der two configurations: (i) 3 agents with 3 landmarks and (ii)
6 agents with 6 landmarks. We test across 10 seeds and report
the average episode reward curves for these experiments in
Fig. 3(A) and Fig. 3(B). We observe that LEGO-MAPPO
exhibits faster convergence and achieves higher rewards
compared to the baselines. Specifically, in the simpler case
with only three agents, LEGO-MAPPO, MAPPO-local, and
MAPPO all learn effective policies that guide agents to
cover the landmarks. MAPPO-local outperforms MAPPO by
incorporating F(n)-equivariance. However, LEGO-MAPPO
achieves even higher rewards by driving agents to reach
the landmarks more quickly. Moreover, when landmarks
are placed very close to each other (closer than the agent
size), LEGO-MAPPO learns to cover them from eccentric
positions, avoiding collisions, while other methods don’t. In
the more complex setting with 6 agents, LEGO-MAPPO can
still cover all the landmarks in most cases, whereas the other
methods often fail to cover them at all.

Competitive tasks. We customize the Tag-occlusion sce-
nario as our competitive task. This environment is based on
the MPE Tag setting [56], where 2 evaders are chased by 3
slower pursuers. Each agent can only observe teammates and
opponents that are not occluded by 2 unmovable obstacles,
simulating non-kinetic countermeasures.

The reward curve across 10 seeds under the competitive

(A) LEGO-MAPPO (Step 1e6) (B) LEGO-MAPPO (Step 5e6) (C) MAPPO (Step 5e6)

Fig. 4: Trajectories controlled by policies trained with LEGO-
MAPPO and MAPPO at different training stages. (A) LEGO-
MAPPO after 1x 10° interactions. (B) LEGO-MAPPO after 5 x 10°
interactions. (C) MAPPO after 5 x 10° interactions.

setting is presented in Fig. 3(C), where the LEGO algo-
rithm exhibits a characteristic trajectory: the reward increases
rapidly during the initial training phase and subsequently
declines to a lower level. Further evaluation of the learned
policies at different training stages, shown in Fig. 4, where
we plot the initial configuration and the trajectories of agents.
It reveals distinct behavioral patterns that explain the ob-
served trend in the learning curve. At the beginning (1 x 106
steps), agents are penalized for leaving the map, which
encourages them to adopt a naive strategy of gathering near
the center. In this phase, pursuers cluster together to form a
screen that traps the evaders, leading to a rapid increase in
LEGO-MAPPO’s reward curve. As training progresses, the
evaders gradually learn to exploit obstacles to evade pursuit,
since obstacles not only block movement but also obstruct
vision. Consequently, by the later stages of training (5 x 10°
steps), evaders maneuver around obstacles, causing a decline
in the reward curve. Eventually, the two teams reach an
equilibrium in which the reward stabilizes and no longer
vanishes.

In contrast, other methods yield rewards that fluctuate
around zero without meaningful behaviors, as illustrated
by the MAPPO trajectories in Fig. 4. The simultaneous
adaptation of both evaders and pursuers destabilizes training
and hinders the emergence of effective strategies.

Cross-validation. Tracking reward is an insufficient eval-
uation metric in competitive multi-agent settings, as it can
be ambiguous in indicating whether agents are improving
evenly or have stagnated. To address this issue, we introduce
an additional evaluation method, termed cross-validation,
to quantify the performance gap between LEGO-MAPPO
and MAPPO. Specifically, we train the policy of either the
evader or the pursuer with LEGO-MAPPO while keeping
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Fig. 5: Example trajectories in the cross-validation setting.
(A) MAPPO-controlled evaders are chased by LEGO-MAPPO-
controlled pursuers. (B) A LEGO-MAPPO-controlled evader is
chased by MAPPO-controlled pursuers.

the opponent trained with MAPPO, thereby isolating and
assessing the contribution of LEGO-MAPPO. The reward
curve of the cross-validation experiment is reported in
Fig. 3(D), evaluated over 10 seeds. We observe MAPPO-
controlled agents converge to a naive policy with highly
similar behaviors (an example is given in Fig. 5(A)), where
both evaders move together and are easily captured by
pursuers. In contrast, LEGO-MAPPO leverages equivariance
for higher sample efficiency, enabling agents to learn more
diverse and complex strategies (Fig. 5(B)), where one evader
escapes while another hides behind obstacles. This results in
a substantial performance gap between the two methods.

C. Generalization

Zero-shot scalability. Since our LEGO framework adopts
a Graph Neural Network architecture, it naturally scales to
varying numbers of input nodes. As a result, a policy trained
with a specific number of agents can be directly applied
to systems with different agent counts. To demonstrate this
generalization capability and show that it indeed improves
performance, we train the policy in the MPE Spread envi-
ronment with 4 agents and 4 landmarks, and then evaluate
it on systems with 2, 3, 5, and 6 agents. For comparison,
we include MAPPO-GNN, which is likewise scalable to
varying numbers of agents, along with the standard MAPPO
baseline. The average evaluation rewards across 10 seeds
are reported in Tab. I. We observe that the policy trained
with LEGO-MAPPO generalizes effectively across different
environments, achieving superior performance even without
being specifically trained for those settings.

Curriculum Learning. The strong performance of the
zero-shot scaled policy raises an interesting question: can
we leverage simpler tasks to bootstrap learning for more
complex ones? This motivates a curriculum learning ap-
proach [57, 58], where we use the policy trained on a
smaller swarm as a warm start for training on a larger,
more difficult configuration. The scalability of LEGO enables
us to adopt this strategy in the swarm control task. We
train 10 policies using different random seeds, and evaluate
each trained policy over 10 additional random seeds. The
evaluated average rewards are reported in Tab. II, where

TABLE I: Average evaluation reward result. { denotes models that
are specifically trained for the corresponding setting.

Method | LEGO-MAPPO | MAPPO-GNN MAPPO
2 agents -10.6+£2.9 -38.0£15.7 9.24+4.17

3 agents -23.8+7.4 953+30.0 | -43.4=F12.1F
4 agents | -44.0+£19.97 -134.6£39.5T | -135.04+35.4
5 agents | -79.8+18.5 -199.9+24.9 | -216.3+43.17
6 agents | -114.6+17.0 241.2464.1 | -378.0+67.97

TABLE II: Average evaluation reward result on curriculum exper-
iment.

Method 6 agents 7 agents 8 agents
MAPPO -381.2471.3 | -430.7£81.2 | -508.34+54.2
LEGO-MAPPO -196.5+39.5 | -265.5+£31.7 | -360.3+81.6
LEGO-MAPPO-scl | -113.44+16.3 | -170.84£29.4 | -239.7+30.1
LEGO-MAPPO-curr | -99.6+9.2 | -145.24+20.4 | -150.7+16.5

-scl denotes directly scaling the policy trained on the 4-
agent system to the target systems, and -curr denotes pre-
training on the 4-agent system for 1 x 10° steps followed
by training on the target systems for 4 x 105 steps. The
curriculum learning setting achieves the best performance
across all methods.

Out-of-distribution task. We evaluate symmetry-based
out-of-distribution generalization by training on MPE Spread
with left-sided agent configurations (e.g., 3 agents initialized
on the left side of the map) and testing on right-side and
uniform configurations, which are related to the training set
by an F(2) symmetry, illustrating in Fig. 6. We compare
LEGO-MAPPO against MAPPO-local, which also preserves
geometric equivariance, as well as the standard MAPPO
baseline. The results are summarized in Tab. IIIL.

Both LEGO-MAPPO and MAPPO-local keep their per-
formance on par in the out-of-distribution settings, as they
inherit FE/(2)-equivariance from canonicalization. LEGO-
MAPPO, however, attains higher rewards by additionally
incorporating permutation equivariance, which enables the
discovery of more optimal policies under the same number of
samples. In contrast, the standard MAPPO performs poorly
in out-of-distribution scenarios, limiting its generalization
capability.

e IR

o/ \o "o

Left-side Initialization  Right-side Initialization  Uniform Initialization

Fig. 6: The illustration of the out-of-distribution task, where the
agents (blue circle) need to cover the landmarks (black circle)
without collision.

TABLE III: Out-of-distribution reward result.

Method Training iniFialization .Testi.ng initializa.tion
left-side right-side uniform
LEGO-MAPPO -21.4+6.1 -20.2+5.3 | -22.03+6.7
MAPPO-local -39.3+£17.6 -403+11.4 | -42.1+£21.4
MAPPO -50.7£12.1 -72.7£20.0 | -70.9+18.4
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Fig. 7: The real-world experimental setup for the 7ag-occlusion
task, featuring two Crazyflie drones as pursuers (red) and one as
an evader (blue), navigating around two physical obstacles.

D. Real World Demonstration

Experimental Setup. In the real world, we demonstrate
our LEGO approach in the Tag-occlusion environment con-
sisting of two pursuers, one evader, and two obstacles, as
illustrated in Fig. 7. Both the pursuers and the evader are
realized with Crazyflie 2.1+ nano drones. The position of
each drone is tracked using its built-in IMU with Kalman
filtering [59], which is used to construct the global state X.
We first train our policy in simulation and then deploy it on
the real-world platform.

In simulation, once the pursuers capture the evader, both
agents can continue moving without consequence. In the
real world, however, such a capture would result in an
unavoidable collision, potentially damaging the drones and
causing the experiment to fail. To prevent this, the pursuers
and evader are assigned to maneuver at different altitudes. To
prevent downwash effects, one drone is briefly paused when
it approaches another too closely. Furthermore, to reduce the
risk of collisions with obstacles, we use obstacles with a
diameter of 0.1 m, which is slightly smaller than the size
used during policy training.

Robustness. To demonstrate that zero-shot scalability
improves robustness in real-world settings, we design a
scenario with a total horizon of 7' = 100 in which one
of the pursuers lands off at the time-step ¢ = 30, (i.e.,
breaks down during the chasing). As shown in Fig. 8§,
where x marks the position at which one pursuer breaks
down, while the remaining pursuer continues to chase the
evader, highlighting that our method maintains functionality
even under agent failure. Specifically, although the "broken"
pursuer is inactive, it serves as a roadblock that prevents the
evader from approaching its vicinity, while the remaining
pursuer switches its strategy from blocking the evader’s path
to directly chasing it.

VI. CONCLUSION

In this work, we introduced Local-Canonicalization Equiv-
ariant Graph Neural Networks (LEGO), a framework that in-
tegrates Euclidean and permutation equivariance into MARL.
By combining canonicalization to enforce E(n)-equivariance

Trial 1 Trial 2 Trial 3

° = o x
\ / A
0 \focgd)

) =

e

A

Fig. 8: Trajectories from three real-world trials demonstrating
robustness. X indicates the point where one pursuer intentionally
breaks down, after which the remaining pursuer successfully adapts
its strategy to continue chasing the evader.

with heterogeneous role-based graph representations, LEGO
enables scalable, sample-efficient, and generalizable swarm
control policies. Our experiments across cooperative and
competitive benchmarks demonstrate that LEGO signifi-
cantly improves training efficiency, exhibits robust general-
ization across varying agent numbers, and achieves out-of-
distribution generalization. As future work, we plan to extend
this pipeline to 3D swarm control. A central challenge in this
setting is the determination of a canonical coordinate system,
following the formulation in [60].
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