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ABSTRACT

This paper revisits the DBSCAN problem under differential privacy (DP). Existing DP-DBSCAN
algorithms aim at publishing the cluster labels of the input points. However, we show that both
empirically and theoretically, this approach cannot offer any utility in the published results. We
therefore propose an alternative definition of DP-DBSCAN based on the notion of spans. We argue
that publishing the spans actually better serves the purposes of visualization and classification of
DBSCAN. Then we present a linear-time DP-DBSCAN algorithm achieving the sandwich quality
guarantee in any constant dimensions, as well as matching lower bounds on the approximation ratio.
A key building block in our algorithm is a linear-time algorithm for constructing a histogram under
pure-DP, which is of independent interest. Finally, we conducted experiments on both synthetic and
real-world datasets to verify the practical performance of our DP-DBSCAN algorithm.

1 Introduction

1.1 DBSCAN

As one of the most popular clustering algorithms, DBSCAN (Density-Based Spatial Clustering of Applications with
Noise) [[17] has been receiving continuous attention [6} 7} 20l 47, 39]] over the past 30 years. Unlike centroid-based
clustering algorithms such as k-means [37]], which tend to identify clusters in spherical shapes, DBSCAN can detect
clusters of arbitrary shapes. Additionally, DBSCAN offers several advantages, such as not requiring the number of
clusters to be specified in advance and its robustness to outliers.

Without loss of generality, we consider the d-dimensional unit cube £ := [0, 1]¢ as the feature space, equipped with
Euclidean distance dist(-, -). Two parameters decide the DBSCAN clustering result: a real number[ﬂ a € (0,1) and an
integer MinPts > 1. For any location | € L, its a-neighborhood is defined as B(l, o) := {I' € £ : dist([,1") < a},
the d-dimensional ball centered at [ with radius a. Let P = (p1,...,p,) € L™ be the input point set. A pointp € P
is called a core point, if its a-neighborhood contains at least MinPts points of P, otherwise a noise point. Two core
points p and ¢ are «-reachable if dist(p, ¢) < «; they are a-connected if they are directly or transitively «-reachable.
Then an («, MinPts)-cluster C' is a nonempty maximal subset of the core points that are mutually c-connected, and
the DBSCAN output, denoted C(«, MinPts), consists of all the («, MinPts)-clusters. Note that the noise points do not
belong to any cluster.

1.2 Approximate DBSCAN

In order to reduce the computational cost, Gan and Tao [20] have introduced approximate DBSCAN based on the
sandwich quality guarantee. For our purpose which will become clear shortly, we generalize their definition by
introducing a second approximation parameter 7 (their definition is the special case 7 = 0):

Definition 1.1 (Sandwich Quality Guarantee). For p > 1 and 0 < 7 < MinPts, a set of clusters C are called
(p, T)-approximate clusters, if the following conditions are satisfied:

1. For each cluster Cy € C(«, MinPts), there exists an approximate cluster C e C such that C, C C.

'"We use o instead of the usual symbol &, which will be used to denote the privacy parameter.
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2. For each approximate cluster Ce (f, there exists a cluster Cy € C(pa, MinPts — T) such that C C (Cs.

The approximation parameter p is critical in the computational complexity of DBSCAN: For any constant p > 1 and
constant d, they present an O(n)-time algorithm that returns (p, 0)-approximate clusters for any P, while giving an
Q(n*/3) lower bound for p = 1,7 = 0 (i.e., accurate clusters) for any d > 3 [20]. They also empirically demonstrate
that approximate clusters are very close to the true clusters on most realistic datasets.

1.3 DBSCAN under Differential Privacy

As with other learning algorithms, clustering results can contain sensitive information that may expose personal data,
posing significant privacy risks. Unsurprisingly, DBSCAN has been studied under differential privacy (DP) [13]], the
de facto standard for personal data privacy. Since publishing any of the input points in P cannot possibly satisfy DP,
so existing work [42],[38] 43| choose to output only the cluster labels, i.e., the DP-DBSCAN output is a vector
(c1,...,cy) such that p; and p; are in the same cluster iff ¢; = ¢; > 0, while ¢; = 0 indicates that p; is a noise point.
However, we tested the existing DP-DBSCAN algorithms and find that they offer little utility. In all our test datasets,
all these algorithms classified all points into a single cluster, which is clearly not informative. Our first result in this
paper is a negative result, showing that this lack of utility is not due to the algorithm design, but the output format.
Specifically, we prove that, if required to output the cluster labels of the input points, then no DP algorithm can achieve
any finite p and any 7 < MinPts with constant probability, i.e., no non-trivial sandwich quality guarantee is achievable.
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Figure 1: Span of clusters.

To get around this negative result, we propose an alternative output format for DP-DBSCAN: For a cluster C', we define
its span as Span(C') := UpecB(p, @), and we aim at outputting the spans of the clusters; please see some illustrations
in Figure[I] Compared with the cluster labels, the spans do not reveal how the input points themselves are clustered,
which is impossible by our negative result. However, they serve the more useful functions of DBSCAN: visualization
and classification. The visualization result is illustrated in Figure [T} more plots are provided in Section[§] To classify a
new point in the feature space, one can simply check which span the given point falls into, or declare it as a noise point
if it does not fall into any span. Note that the spans may overlap a little bit, but the overlapping region must have width
less than «, and points falling into the overlapping region can be classified into either cluster. Essentially, these spans
serve as a classification model, similar to the k centroids in k-means clustering.

More importantly, we are able to design DP algorithms that output approximate spans that satisfy the sandwich quality
guarantee:

Definition 1.2 (Sandwich Quality Guarantee for Spans). For p > 0 and 0 < 7 < MinPts, a collection of spans
S ={51,...,Sm} are called (p, T)-approximate spans, if the following conditions are satisfied:

1. For each cluster Cy € C(o, MinPts), there exists a span S € S such that Cy C S.

2. Foreach span S € S, there exists a cluster Cy € C(pa, MinPts — T), such that S C Span(Cs).

1.4 Our Contributions

Specifically, we make the following contributions in this paper with respect to DP-DBSCAN:

(1) A new definition of approximate DP-DBSCAN (Section We prove that, using the existing definition of
DP-DBSCAN, it is impossible to achieve any meaningful utility guarantee. We then propose a span-based new definition,



which not only allows us to achieve the sandwich quality guarantee, but also serves visualization and classification
purposes of clustering.

(2) Approximation lower bounds (Sectiond) For the best achievable span-based sandwich quality guarantee, we
first prove two lower bounds: p > 3 and 7 = Q(é log i) Both lower bounds hold for any DP-DBSCAN algorithm
even with unlimited computing power, which implies that the privacy constraint incurs a higher level of hardness for
DBSCAN than the running time requirement (recall that in the non-private setting, one can achieve p = 1,7 = 0 with
an O(n?)-time algorithm, and p > 1,7 = 0 with an O(n)-time algorithm).

(3) Approximate DP-DBSCAN (Section We design an O(n)-time DP-DBSCAN mechanism that achieves any
constant p > 3 and 7 = O(% log é) This approaches the lower bound on p within an arbitrarily small constant, while
matching the lower bound on 7 up to a constant factor.

(4) Linear-time pure-DP histogram (Section[6) A key building block of our DP-DBSCAN algorithm is a differen-
tially private histogram, which is itself a fundamental problem in DP. A naive method simply adds a Laplace noise
to the frequency of each element in the universe X, regardless they appear in the given dataset or not. This results in
O(]X|) time, which does not work for a large X. Cormode et al. [13]] designed an O(n)-time histogram algorithm
under pure-DP, but their proof did not show that the bins in the histogram are independent. We give a complete proof on
both the privacy and utility of their pure-DP histogram.

(5) Practical optimizations and experimental study (Section|7{8) In addition to providing the theoretical guarantees
above, we have also made some practical optimizations to our DP-DBSCAN algorithm. Finally, we conducted extensive
experiments on synthetic and real-world datasets to verify its practical performance.

1.5 Other Related Work

Besides DBSCAN, some other clustering problems have also been studied under DP, particularly k-means [50} 13} 27} 49|
22,1101 140,130, [12]. In DP-Kmeans, a mechanism publishes k privatized centroids that can be used for classifying new
points through a nearest-neighbor query over the centroids. The objective in designing DP-Kmeans mechanisms is to
minimize the sum of squared distance between each point and its nearest centroid, i.e., the within-cluster sum of squares
(WCSS) function. Both DBSCAN and k-means (and their private versions) are unsupervised learning methods that work
on unlabeled data. On the other hand, supervised learning methods like regression [2], support vector machine [48]] and
deep learning [1]] have been studied under differential privacy, which all require labeled data.

There is also a line of research [5 136} 53} 18, [19] known as "Privacy-Preserving Clustering," which leverages secure
multiparty computation (MPC) techniques to ensure privacy. This approach is orthogonal to our work [25]: differential
privacy provides an information-theoretic privacy guarantee, but inherently introduces some error. In contrast, MPC
protocols offer high accuracy but come with significant computational overhead, which scales with the number of
participating parties.

2 Preliminaries

We call two datasets P, P’ € P neighbors, denoted P ~ P, if they differ by a single point.

Definition 2.1 (Differential Privacy [15]). A mechanism M : P — O is (&,0)-DP, if for all pairs of neighboring
datasets P ~ P’ and any subset of outputs O C O it holds that

PrM(P) € O] < ¢ - PrUM(P') € O] +6.
When 6 = 0, the mechanism is called pure-DP or e-DP.

Theorem 2.2 (Group Privacy [15]). We say P and P’ are k-hop neighbors, if there is a sequence of datasets
P Pi,...,P,_1,P oflength k where P ~ Py ~ - -- ~ P'. Given an e-DP mechanism M and any subset of outputs
O C O, we have

Pr[M(P) € O] < e* - Pr[M(P’) € O].
Theorem 2.3 (Post-processing [13]). Let M be an (g, 0)-DP mechanism. For any randomized function f, f o M is
also (¢,0)-DP.

Two flavors of differential privacy have been considered in the literature [34]]. In unbounded DP, neighboring instances
differ by adding or removing one point, and in bounded DP, neighboring instances have the same size while differ by
the value of exactly one point. It is easy to see that any pair of bounded DP neighbors are also 2-hop neighbors under
unbounded DP. By group privacy, any e-unbounded DP mechanism also satisfies (2¢)-bounded DP, or more formally:



Theorem 2.4. [f there is an e-unbounded DP mechanism that has error Err(e), then there is an e-bounded DP
mechanism that has error Erx(5). By contraposition, if there is no e-bounded DP mechanism that has error Err(¢),
then there is no e-unbounded DP mechanism that has error Err(2¢).

In this paper, we adopt unbounded DP unless otherwise specified.

Next we introduce some standard DP mechanisms.
Definition 2.5 (¢;-sensitivity [I3]). Given a function f : P — REF, its {i-sensitivity is defined as A =
maxpnp || f(P) = f(P)]1-

Theorem 2.6 (Laplace Mechanism [13]). Given a function f : P — R that has (1 -sensitivity A, the mechanism
M(P) = f(P)+ (Z1, Za, ..., Zy) preserves e-DP, where Z; are i.i.d. random variables drawn from Lap(A/e) with

Pr[Z =z] = ie‘E‘Tz,z eR

Theorem 2.7 (Geometric Mechanism [23]). Given a function f : P — Z* that has {1 -sensitivity A, the mechanism
M(P) = f(P) +(Z1,Zs, ..., Zy) preserves c-DP, where Z; are i.i.d. random variables drawn from Geom(e*/?)

ee/A 1 _elzl

withPr[Z = 2] = S&ox—=e” 5 ,z €L

A histogram query f(P) = (x1, %2, ...,z x|) counts the number of points z; in the dataset for each i € X". The /;
sensitivity of f is A = 1 (under unbounded DP, or A = 2 under bounded DP), thus the noise-adding mechanisms
can naturally be applied. We will use it as the building block of our mechanism. In fact, our algorithm can work with
any DP histogram that has an error guarantee [54, 51} 14} 135]]. For simplicity, we first focus on the standard Laplace
histogram for presentation, and discuss the extensions in Section [6]and 7]

Theorem 2.8 (Laplace histogram). Let X’ be a universe and x; be the count of points in dataset P at i € X. An e-DP
Laplace histogram releases T; = x; + Lap(%)for alli € X. Forany 0 < By < 1, we have with probability 1 — B, its
{ error is bounded by

1 X
Pr {maxi‘i — x| > lnH} <Bo.
ieX e Bo

We will denote this error bound by v = O (% log %) When multiple independent Laplace or Geometric noises are
summed, their error can be bounded using concentration inequalities.

Theorem 2.9 (Laplace Concentration [8]). Let Z1,..., 2, ~ Lap(é) be independent Laplace random variables, then

forany 0 < By < 1,
242 2 2
ZZi >\[max{,//iln7ln} <fBp.
im1 € Bo Bo

Theorem 2.10 (Geometric Concentration [9]). Let Zi,...,Z,, ~ Geom(e®) be independent Geometric random
variables, then for any 0 < By < 1,

Pr

Pr iz- A mm | <p
i=1 171 Bo| =
IfinadditionnZeE-ln%, then
= 4/ef 2
Pr Zzi >€E_1,/,<;1nﬁolgﬂo.

=1
3 Approximate DBSCAN under DP

In this section, we prove that the existing definition of DP-DBSCAN cannot achieve any meaningful utility guarantee,
and propose the definition of spans. Since any non-trivial DP mechanism must be randomized, for a mechanism that
outputs cluster labels, we say it is (p, 7; 8)-accurate if it produces (p, 7)-approximate clusters in Definition|1.1|with
probability at least 1 — 5. Smaller p, 7 and [ gives better approximations. In non-private setting, 7 = 3 = 0 can
be achieved for any constant p > 1 in linear time [20]]. But for DP-DBSCAN, we show that it is impossible for an
algorithm to have a good utility with this definition. We prove all the lower bounds in this paper under bounded DP. By
Theorem [2.4] they also hold under unbounded DP up to a factor of 2 in ¢.



Lemma 3.1. Let M be any c-bounded DP mechanism that is (p,T; §)-accurate for (o, MinPts)-DBSCAN, then

n

8> # Correspondingly, any e-unbounded DP mechanism that is (p, T; 8)-accurate must have 8 > wrez=- This
holds for any 0 < T < MinPts and approximation ratio p > 0.

Proof. We construct a 1D example. Let P be a dataset where all points are located at the origin, then DBSCAN should
output a single cluster C (o, MinPts) = { P} for any o > 0 and MinPts > 1. We fix @ = p~! and an arbitrary MinPts <
n. As M is (p, 7; B)-accurate on P, the approximate cluster must be exactly { P}, thus Pr[M(P) = {P}] > 1 - 6.
With high probability, all the points are assigned the same cluster id.

Consider a (bounded) neighbor P/, obtained by moving a single point ¢ from p; = 0 to p; = 1. There are still
n—1 > MinPts points at the origin and they belong to the same cluster. We have P/ — {p} C C' for some C' € M(P}).

In addition, the second condition indicates p} ¢ C because otherwise we have dist(0,p}) = 1 < pa, which is a
contradiction. Let O; be all the outputs of M on P/ satisfying that 1) all points other than ¢ share the same non-
zero label, and 2) point ¢ has a different label (which may be either a different cluster or a noise). We then have
PrM(P)) € O;] > 1-p.

Note that O;’s are disjoint for i = 1,. .., n, and by e-DP, we have

8= Pr[M(P) # {P}]

> 3 PM(P) € 0]

>e Y Pr[M(P)) € Oj]
=1

> e n(l—p)
Solve for 3, we have 8 > —*—. Plug in Theorem we get the negative result for unbounded DP. O

Observe that for constant ¢, the failure probability 5 ~ 1, and there is no meaningful utility guarantee. Further, since
the theorem holds for an arbitrarily large p, the hardness remains even when a large approximation ratio can be allowed,
meaning no algorithm following the existing DP-DBSCAN definition can guarantee good utility for all instances. The
main difficulty lies in the close connection between clustering results and the private points. In view of this, we propose
a new way of describing a cluster C called the span of C, defined as Span(C) = UpecB(p,a) = {l € L : Tp €
C,d(p,1) < a}. Instead of points p € P, a span is formed by locations | € £, making it less sensitive to individual
points, but as informative as the original clusters.

We argue that the definition of spans of clusters are well-justified with practical applications. In fact, noise points
within the span of a cluster (or several clusters) are called boarder points in [20]. They can be considered dense
in a relaxed setting: for any p’ € Span(C), there is a core point p € C such that dist(p’,p) < «, and therefore
IB(p',2a) N P| > |B(p, @) N P| > MinPts. In practice, it is common for implementations of DBSCAN to include
visualizations more than scatter points, e.g. convex hulls [24]. Our definition of spans can achieve the same functionality
in a more fine-grained way since DBSCAN supports finding non-convex clusters (e.g. Figure[Id). Further, spans can
offer a geometric interpretation of the shapes and locations of clusters, which cannot be done by existing DP-DBSCAN
mechanisms that outputs cluster labels while hiding point locations.

Remark. Our definition of spans of clusters can be viewed as a DBSCAN analogy to the centers under k-means
clustering, or equivalently, the Voronoi diagram formed by these centers. Note that DP Kmeans protects privacy by
outputting the centers only, without revealing individual labels. A person can compare his/her data with all the centers
to find the nearest center as his/her cluster. This is essentially querying the Voronoi diagram formed by the privatized
centers. The spans of clusters offer exactly the same functionality for DBSCAN.

Similarly, for span-based mechanisms, we say it is (p, 7; 8)-accurate if it produces (p, 7)-approximate spans in
Definition[I.2] with probability at least 1 — 3. Compared with Definition [I.1] from [20], the first condition is unchanged.

The second condition is naturally relaxed from CCCtobC Span(Cy), which bounds how large the approximate
spans can be.

4 Lower Bounds

In this section, we show that even when we consider span-based mechanisms, both approximation factors p and 7 are
still necessary. We first show that the approximation on MinPts is 7 = Q(% log p%) using a packing argument.



Theorem 4.1. For p > 1, any e-bounded or unbounded DP mechanism M that is (p, 7;0.1)-accurate for (o, MinPts)-
clustering must have T = Q(2 log p%)

Proof. We introduce a notation for simplicity in the proof. Let S be any output of M. We say S covers location [,
denoted S [, if [ is covered by at least one approximate span in S. Namely, S F [ if and only if 35 € S, € S.
Correspondingly, S ¥ [if VS € S§,1 ¢ S.

We construct an example in 1D, with DBSCAN parameters o and MinPts = 7 4 2. Consider K locations in [0, 1],
which we label by I, = 2pa - k for k = 1,..., K where K = LQ%QJ Note that the distance between any pair

of locations is dist(ly,l;) > pa for k # j. We will consider K point sets Py, ..., Px. Each dataset P contains
n =7 + K + 1 points, with 7 + 2 points located at [, and a single point at each other [;, j # k. Then for any j # k,
P; and P, are (7 + 1)-hop (bounded) neighbors. By group privacy (Lemma , this means for any set of outputs O,
Pr[M(P;) € O] < elmt1)e -PriM(P;) € O].

We then classify all possible outputs of M into sets O;. In particular, we denote S € Oy, if the output S covers location
l;; but not any other location [; for j # k. That is,
Or={S:SFl andVj #k,SFIi}.

We argue that if M is (p, 7;0.1)-accurate, then with high probability, running M on P, will produce some S that
belongs to Oy, which gives Pr[M(P;;) € O] > 0.9. To see this, first observe that there is a unique (o, 7 + 2)-cluster
on P, containing all the points at location /.. Even with relaxed parameters (pc, 2), there is still the same unique
cluster, since any point not at /;, have only a density of 1 < 2 in its neighborhood. Then by the first guarantee in
Definition[I.2] there exists S € S containing points at [;;, meaning S - I;,. By the second guarantee, any S € S must
satisfy S C Span(Cy) = B(lg, pa). But we have dist(Ix, ;) > po for any j # k, it follows that [; ¢ S forany S € S,
thatis S ¥ [; for any j # k. Combine both, we have S € O, which happens with probability at least 0.9.

Finally note that the sets Oy,’s are disjoint. So we conclude
0.1 > PI“[M(Pl) ¢ 01]

K
> > PrIM(Py) € O]
k=2

K
> Z e~ (T+De PrM(Py;) € O]
k=2

>0.9- <1 _ 2) .(;(TH)E7
2pa

which gives 7 = Q(% log p%) By Theorem we have the same asymptotic result for unbounded DP. O

We next show that even after relaxing to MinPts — 7, the relaxation from « to pa is still necessary. In particular, p > 3
forany 7 <mn/2 — 1.

Theorem 4.2. Fore < 1l and T < n/2— 1, any e-bounded or unbounded DP mechanism M that is (p, T;0.1)-accurate
must have p > 3.

Proof. With out loss of generality assume 7 is even. We only need to construct an example where 7 = n/2 — 1, since
more accurate 7 makes the problem harder for p. We construct an example in 1D, with parameters o and MinPts = 7+ 1.
Assume such an M exists for some p < 3, we consider 4 locations [, = r - k for k = 1,2, 3,4 where r = pa/3 < a.
We consider two datasets P and P’ in Figure defined as P = (ay,...,ar,b,¢c,dy,...,d;), where a; = Iy, b = I,
c=lzandd;, =lyfori =1,...,7;and P’ = (ai,...,a,,d1,...,d;) is a 2-hop (bounded) neighbor of P where
the locations for b and c are different. It is easy to see that all the points in P are core points in («, 7 + 1)-clustering.
Moreover, they all belong to the same cluster since dist(l,l2) = dist(l2,l3) = dist(l3,14) = r < . Let O be the set
of outputs that put these 4 locations into the same span, namely
0= {S : 35 € S such that {ll,lg,lg,l4} - S} .
We have Pr[M(P) € O] > 0.9 when M is (p, 7; 0.1)-accurate.

Since M is e-DP, we have Pr[M(P’) € O] > 0.9 - e=2¢ > 0.1 due to group privacy. By the accuracy on P’, this
means some output in O must also satisfy Deﬁnition In particular, there exists a cluster Cy € C(pc, 1) such that
{l1,12,15,14} € S C Span(Cs). However, note that on P’, the output of DBSCAN is C(pa, 1) = {{l1},{l4}} as
dist(l1,14) = 3r = pa. When p < 3, it is impossible for the open balls Span({/;}) = B(l1, pa) or Span({l4}) =
B(l4, pa) to cover all the 4 locations. We therefore conclude p > 3 by contradiction. O
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Figure 2: Proof for Theorem

S DP-DBSCAN on Noisy Histogram

In this section, we provide a (3 + 7, 7; §)-accurate mechanism M that is e-DP, where 7 is a small constant and

T=0 (1—1—”) flogi
€ af

For constant d and (3, we have 7 = O(é log i), so that both approximation factors p and 7 match our lower bound of
(3,Q2(1log1);0.1) in Section up to constant factors.

Inspired by [20], we first divide the space into a grid of cells with width w =’ - a/ Vd, where 0 < 7/ < 11is a small
constant that controls the size of the cells. Any pair of points in the same cell has mutual distance less than «, so they
must belong to the same cluster if they are core points. Therefore, we can perform clustering on the cells to avoid
releasing information of a specific user. We call a cell core cell if it contains at least one core point, otherwise it is a
noise cell which may be empty or containing noise points.

Our algorithm works by first finding a superset of the core cells, followed by merging cells that belong to the same
cluster. We present the full algorithm in Algorithm I|and illustrate each step in the following subsections.

Algorithm 1 DP Approximate DBSCAN
Input: Private dataset P, DBSCAN parameters («, MinPts), constant 0 < ' < 1, privacy budget ¢, failure probability

g
Output Approx1mate spans S = {S1,59,...}
w1 -a/Vd

Divide £ into a grid of cells X = { X7, ..., X| x|} of width w
Release a DP histogram for the noisy count z; for X; € X

Find a superset of core cells Xope 1= {X : fJE(X ) > MinPts}
Merge cells in X4y to form approximate spans &

AR

5.1 DP Histogram on Cells

d
Let the cells be X = {X1, Xa,..., X|x|}, where | X| = w™¢ = (7‘]@) . We first run a DP histogram algorithm to

release the number of points z; := | X; N P| in every cell X; € X. By Theorem 2.8] the maximum error of any ; is
O(L1og Xy = O(410g 2
v=0(ilog'5) = O(%log 35-).

Note that by post-processing, the privacy guarantee of our mechanism is obvious. This also implies that any DP
histogram with an accuracy guarantee - can be used. Further, our post-processing steps are all deterministic, and the
success of our algorithm only depends on the histogram being accurate. Therefore we will use 5y = [ in the remaining
of this section.



5.2 Superset of Core Cells

In this subsection, we find a superset of the core cells to ensure all the real clusters are reported, so that the first condition
in Definition[[.2]is satisfied.

Figure 3: a-neighborhood of a 2D cell (y = 1).

Let X be any cell. Observe that when 7’ is constant, the union of a-neighborhoods of its points U,e x B(p, ) only
intersects a constant number of cells. A 2D example from [20] is shown in Figure where when 7' = 1, the 2D circles
from points in X can only intersect 21 cells, including X itself. We call these cells the a-neighborhood of X, denoted

d
NB(X). There are at most k = |[NB(X)| < (%‘#)d = (1 + 2‘/3> = O(1) neighbor cells for constant d and 7’

77/
Let UB(X) be the sum of counts in the a-neighborhood of cell X, it follows that for any p € X,
UB(X):= Y |XinP|>B(pa)nP. (1)
X;€ENB(X)

By reporting all cells X such that UB(X) > MinPts, we are guaranteed to find all the core cells, with some possible
false positives. Now with the noisy histogram, we cannot obtain UB(X) in exact. Instead, our algorithm uses a noisy

upper bound GE(X ) defined as

UB(X)=| > &|+r, @
X,eENB(X)

where Z; is the noisy count of cell X; and I'(k, ) is a data-independent upward-scaling factor that ensures I/JE(X ) >

d
UB(X). For now, simply take I' = ky = O (1 + 27‘]//3) . g log adﬂ) so that conditioned on a histogram with error

bound by ~, the sum of « noises will be bounded by I'. We conclude the guarantee for the core cells in the following
theorem.

Lemma 5.1. Let Xoore = {X : UB(X) > MinPts}, and let 7 = 2I' = O (1 +

va\?
: ,d) -41og d). Conditioned on
n € ap
the DP histogram being accurate, which happens with probability 1 — [, we have
1. For any core cell X that contains an (o, MinPts)-clustering core point p € X, we have X € X ppe.
2. When MinPts > T, for any X € X,ore, there exists a core point p in ((2 + 3n')a, MinPts — 7)-clustering, such
that X lies within the ball X C B(p, (1 + 21 )a).

Proof. The accuracy of DP histogram gives x; — v < Z; < x; + v simultaneously for all cells. Conditioned on this, we
only need to note that for any cell X > p containing a core point, we have

UB(X) > UB(X) > |B(p,) N P| > MinPts ,
and the first property is proved.
For the second, note that for any X € Xy,
MinPts < UB(X) < UB(X) +2I' = UB(X) + 7.
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Figure 4: Proof for (2 4+ 3n’)-approximation.

Thus, the counted cells in NB(X) contains at least MinPts — 7 > 0 points. We fix an arbitrary point in the neighboring
cells p € X, where X, € NB(X), and argue that dist(p, ¢) < (2 + 3n’)a for any other ¢ € X, where X, € NB(X),
to show that p is a core-point in ((2 + 37")«, MinPts — 7)-clustering.

As shown in Figure @] since X, € NB(X), there must exist a pair of locations [ € X and I, € Xp, so that
dist(l,1,) < c. Similarly, there exists I’ € X and [, € X, so that dist(l, ;) < . Finally, note that any two locations

in the same cell have distance at most w+/d = 1. We then have

dist(p, q) < dist(p,1,) + dist(lp, ) + dist(1,1") + dist(I', 1;) + dist(l4, q)
< (2437 ).

As this holds for any ¢ out of cells NB(X) and there are MinPts — 7 points within (including p), we conclude
that p is a core point in ((2 + 3n’)a, MinPts — 7)-clustering. Further, for any {” € X, we have dist(p,l"”) <
dist(p, l,) + dist (1, 1) + dist(l,1"”) < (1 + 21')a. So we have X C B(p, (1 + 21)a). O

5.3 Merge Cells into Clusters

Given the core cells found above, we merge them to form approximate spans S = {51, Sa, ... }, each being a set of
locations formed by a union of cells. To guarantee that two core points of the same cluster belong to the same span, our
merging policy is to merge a pair of cells if their minimum distance is less than a, namely we merge X € X, and
X' € Xeope if dist(X, X') := minjex rex- dist(l,1’) < «. This brings the main theorem of our paper.

Theorem 5.2 (Asymptotic Bound). For 0 < n < 4, there is an e-DP mechanism for («, MinPts)-DBSCAN clustering
d
that is (3 + n, T; B)-accurate, where 7 = O ((1 + 877&) . glog adﬁ> when MinPts > T.

Proof. We prove a (3 + 41/, 7; B)-approximation, so that taking n = 47’ gives the result claimed.

For the first condition, consider any (o, MinPts)-cluster C;. In Lemma we have shown that our algorithm
reports all the core cells. By definition, for any pair of core points p,q € C1, there is a sequence of core points
P1,-..,pk € C where py = p, pr = ¢ and dist(p;, pi+1) < a. As aresult, their corresponding cells X7, ..., Xj
satisfies dist(X;, X;11) < «, and will be merged into .S so that C; C S.

For the second condition, although the cells are all from spans of ((2 + 3n’)«, MinPts — 7)-clusters, our lower bound
indicates it is impossible to have a (2 + 37/, 7)-approximation. Instead, we argue that whenever we merge cells, they
are from the span of the same ((3 + 47’)«, MinPts — 7) cluster.

Consider when we merge X and X', and the distance is minimized at dist(,!’) < « where ! € X and !’ € X'. By
Theorem[5.1} X C B(p, (1427)a), where pis a ((2+3n)c, MinPts—)-core point. Similarly, X’ C B(p’, (1+2n/)«)
for core point p’. We then have dist(p, p’) < dist(p, 1) + dist(l,1") + dist(I’, p’) < (3 + 4n')a. So p and p’ are core-
points from the same ((3 + 47)a, MinPts — 7) cluster. O

6 A Linear-Time Pure-DP Histogram

The space and time of our mechanism depend on the complexity of the noisy histogram we use. After the histogram
is built, identifying the core cells requires only a linear scan over the non-zero entries in the histogram, and merging
neighboring cells requires comparing each non-zero entry with its x = O(1) neighbors. A naive implementation of the
Laplace histogram in Theoremby adding independent noise to each cell will consume O(|X|) = O(w~?) time and
space, which can be much larger than n, the data size.



As mentioned, our algorithm accepts any DP histogram with an explicit error guarantee «y (or I'). For approximate-DP,
the stability-based histogram [4] can be built 10(71) time using O(n) space. Under pure-DP, [13]] designed a high-pass
filter algorithm to only output the frequencies above a threshold in the DP histogram. The algorithm in [13]] adopts
Geometric noises; we use a version that uses the Laplace distribution, which enjoys a tighter concentration bound.
Algorithm 2] takes as input the universe X', a frequency map F’ that contains the frequency x; > 0 for each element in
the dataset, the privacy budget ¢, and a threshold 6 that decides which noisy frequencies will be truncated. In line[2]
to[5} Laplace noise is added to each non-zero frequency, and the noisy Z; is included into the output if it is at least 6.
Next, the distribution for the remaining M entries of X — F' is simulated by first sampling a set of entries that will have
positive 2, and then drawing their noisy counts from the upper tail of the Laplace distribution.

Algorithm 2 Linear Time DP Histogram

Input: Universe X, frequency map F = {i — x;}, privacy budget &, threshold 6
Output: Noisy histogram H = {j — h;}
cH<« 0
: for each (i, z;) € F do

I; + x; + Lap(2)

if Z; > 0 then

H+ HU{i— &}

M+ |X —F|,p+ 3e=<
Sample m ~ Bin(M, p)
Sample m elements without replacement J C X — F'
9: for each j € J do
10:  Sample &; > § with Pr[; = 2] = - Pr[Lap(Z) = 2|
11: H«+— HU{j— %}
12: Output H

PR DA

In [[13]], it was only shown that the distribution of each Z; is equivalent to that in a standard histogram, without showing
that they are independent, which is needed to show that the entire histogram satisfies DP. Below we provide a complete
proof on both privacy and utility.

Theorem 6.1. For any 6 > 0, Algorithmis e-DP. For any 0 > é In |ni|, it runs in O(n) time with high probability

(inn). For any 0 < By < 1, we have with probability 1 — By, the {», error of the output histogram H is bounded by

Prmax;cx |h; — x;] > 0 4+ 7] < Bo, where v = O(L log %l) is the error for Laplace histogram.

Proof. Without loss of generality, let X = {1,...,|X|} where x1,..., 2z are all 0’s and xp741,..., 22 > 0
in F. We show that the distribution of H = (hy,...,h|y|) is equivalent to that of Y = (y1,...,yx|) Where
yi = &; - 1[Z; > 0] is obtained by removing noisy counts less than 6 from the Laplace histogram in Theorem Note
thai

Pr[z; + Lap(1) < 0], z=0,
Prly; = z | #;] = { Prlz; + Lap(2) = 2], 2>40,
0, otherwise .
For the zero-entries, 41, . ..,y are i.i.d., abbreviated as
Pr[Lap(l) <0]=1-p, 2=0,
Prly = 2] = Pr[Lap(%) =z], z2>0, 3)
0, otherwise ,

where p = %6’59 for Laplace distribution. By independence, the joint probability distribution of Y is given by

M |X]
PrY = (z1,...,2x))] = H Prly = 2] - ]___[ Prly; = 2i [ 2] . “
j=1 i=M+1

20(-) suppresses powers of 1/¢, log 1/8, logn and log | X|.
3As is standard in DP analysis, we use Pr[] to denote the probability density function of continuous distributions.
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Now consider H, note that when x; > 0, h; is generated using the exact same procedure as ;. For z; = 0, conditioned
on the simple random sample (SRS) J C {1,... M}, each h; is distributed according to either h; = 0 (for j & J) or
according to

0, z<@0, .
131'[]1:,2]:{11)I)I‘[Lap(i)zz]7 2297 (fijeJ)

Now fix an arbitrary output z = (21,...,2x|), 2z € {0} U[0,00). Let J, C {1,... M} be the indices of non-zero
values in the first M entries of z and |J,| = m,, it is easy to see that the algorithm produces z only if m, and J, are
sampled. By conditional probability,

Pr[H = z]
= Pr[Bin(M, p) = m,] - Pr[SRS(M,m;) = J, | m]
M |X|
H r[h; = 2 | J2] H Prly; = zi | 4]
j=1 i=M41
M) m M—-—m 1 M—m
= p™=(1—p) v -
(mz (m.)
1 |x|
. p"nz H Pr| Lap( ) = zj] - H Prly; = z; | a4
JEJ. i=M+1
1 | X
= (1 _p)]w*mz H Pr[Lap(g) = ZJ] H Prly; = 2 | @]
je€J. i=M+1
On the other hand, plug Equation (3] into Equation (@) for the same z,
1 | X
PrlY =z2]=(1- )M mz-l_[PrLap H Prly; = z;i|zi].
j€J2 i=M+1

Therefore Pr[H = z] = Pr[Y = z] for all z, proving they are identically distributed.

Privacy. Privacy follows from the simple fact that Y is obtained by post-processing the results of a Laplace histogram
which satisfies -DP, and that H is identically distributed as Y.

Accuracy. Consider any frequency x;, let Z; be the noisy frequency in a Laplace histogram, we have max; |Z; —x;| < 7y
with probability 1 — 3. Conditioned on this, we make additional error only when Z; < 6 and was truncated to h; = 0.

When this happens, z; < #; +~ < 6 -+, which holds simultaneously for all x;. Forany § < v = * -In I I , the error is
O( log IX‘) with probability 1 — 3.

Space and Time. We prove for n < |X'|/2, otherwise it is trivial. Since there are at most n non-zero z;’s, linetota.ke

O(n) time and space. For zero-entries x1, ...,z let 6 = 1 In ‘X‘ , we have p = W and E[Bin(M, p)] = Mp < §.

Note that |X|/2 < M < |X], apply Chernoff bound, we have
Pr[Bin(M,p) > n] < e~ <ot

With high probability (in n) only m < n values are sampled. Note that this high-probability result holds for any

0> % In |”:|, since increasing 6 will reduce p, thus reducing the probability above. Therefore the algorithm uses O(n)
space with high probability.

We are left with proving the running time. Line[7|samples a binomial random variable m ~ Bin(M, p). This can be
implemented using the BINV algorithm [31]], which recursively builds the inverse transformation function, and has
running time O(m) for output m. Conditioned on m < n, this can be done in O(n) time with high probability. In
practice, this is combined with the BTPE algorithm [31] to achieve O(1) expected time complexity [T1]]. Line samples
m elements without replacement from X — F', which can be done in O(n + m) time [4]. To sample each Z; from
a clipped Laplace distribution, we can apply inverse transform sampling [21]]: For Z’ ~ Uniform[0, 1), CDFE1 (Z"
follows Z since
Pr[CDF,'(Z') < 2] = Pr[Z’ < CDFy(2)] = CDFz(2) = Pr[Z < 2].
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The CDF of #; is given by Pr[2; < 2] =1 — 2—1176_“, z > 0, thus we can generate &; by &; = L In m, when Z'
distributes by Uniform|0, 1). This can be done in O(1) time.

The value of 6 provides a space-accuracy trade-off: smaller 6 favors accuracy while larger 6 favors space and time. [

Corollary 6.2. There is an e-DP mechanism for histogram that with high probability runs in O(n) time using O(n)
space, and has simultaneous error O(% log | X|).

To compare the pure-DP histogram with the approximate-DP stability-based histogram [4]], both algorithms run in linear
time. The £, error guarantee is O(2 log |X|) for our algorithm, and O(2 log }) for stability-based histogram [4], both
with constant probability. The pure-DP histogram offers a qualitative better privacy guarantee, and is at least as accurate
as the approximate-DP version when |X'| = (1/8§)°(),

Finally, note that both [[13] and our analysis adopt the Real-RAM model, which assumes constant-time arithmetic

operations on infinite-precision floats. In contrast, [4] adopts the Word-RAM model on finite computers. Under the
latter model, sampling Bin(M, p) is inefficient since the smallest probability p* requires (M) = Q(] X|) bits to

represent. The best known algorithm takes O(nQ) time to build a pure-DP histogram, and it is open whether a linear
time pure-DP histogram algorithm exists under the Word-RAM model.

Corollary 6.3. For constant d and n, there is an O(n) time algorithm that achieves Theorem 5.2

7 Optimizations

In previous sections, we established matching asymptotic bounds for DBSCAN under DP. Next, we introduce practical
optimizations that are important for the empirical performance.

7.1 Tighter Upper Bound

— d
Recall that our algorithm builds upon the noisy upper bound UB(X), obtained from taking the sum of x = (1 + 8—\7{3)
noisy counts » X;eNB(X) Li and a data-independent scale factor I' = k. In fact, we only need to use a high probability
upper bound UB of UB for the results to hold. This means the " function can be tightened.

For a naive Laplace histogram, we apply Theorem 2.9 with a union bound over all the cells X € X to obtain

2V/2 21| . 2|X]
I'Lap = — max kKln——,In— » |
€ B B
which improves the bound by a constant factor of /. For the linear time histogram in Section@ recall the error of each
entry is bounded by ¢ + . With Laplace concentration, the error bound for the independent sum is I' = k60 + I'rap,
which gives the exact guarantee of our mechanism.

Theorem 7.1 (Exact Bound). For 0 < n < 4, there is a linear time -DP mechanism for (o, MinPts)-DBSCAN
clustering that is (3 + n, T; 8)-accurate, where

T:2—ﬁ~max O,III@ +@-max HIHM,IHM ,
£ n 5 B g

d d
where k = (1+ 8—?) and |X| = (%) .

Note that when dealing with frequencies in integers, an alternative is to use Geometric noise in Theorem 2.7, whose
error bound is given in Theorem [2.10] For our problem where & is small, the Laplace bound is more tight when ¢ is
small. For example, when ¢ = 1, 3 = 1/3, k = 21 and | X| = 1000, Theorem [2.10]is forced to use the first bound to
get Dgeom = 252, whereas the Laplace bound is only I'1,,, = 38.2. This similarly applies to approximate (e, §)-DP,
where Gaussian noises could replace Laplace noise. With Gaussian concentration, it error bound is

2 1.25  2|X
lgauss = —4/kIn —In ——.
el _\[r—5—In 3
For reasonable 6 < 0.1, we have In(1.25/4) > 2, and the bound is worse than the pure-DP version using Laplace
mechanism. Note that the error function I' of a DP histogram directly translates to the additive error 7 in the
approximation ratio of DP-DBSCAN.
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7.2 Choice of Parameters

Choosing the parameters (namely o and MinPts) is an essential task even for the original DBSCAN algorithm. It
is known that while DBSCAN is sensitive to the radius «, the MinPts parameter does not have a large effect on
the clustering quality [47]. For our DP-DBSCAN mechanism, we will be using the original v with a scaled up
MinPts’ = MinPts + 7, compared to the parameters (o, MinPts) in the non-private setting. That is, our algorithm
will find all (o, MinPts + 7)-clusters, while guaranteeing the resulting spans are from clusters of size (3 + 1, MinPts)-
approximation. This is both to guarantee that MinPts’ > 7, and to offset the effect that UB(X) itself without noise is
an upper bound that tends to over-estimate the density of points in X already.

8 Experiments

In this section, we present both visual and quantitative results to demonstrate the effectiveness of our algorithm.

8.1 Experiment Setup

Table 1: Summary of Datasets Evaluated (o wrt. data scale).

Dataset n Clusters  (a, MinPts)
Circles [45] 2,000 2 (0.2, 10)
Synthetic Moons [43] 2,000 2 (0.2,7)
Blobs [43] 2,000 3 (0.2,7)
Cluto-t4 [32] 8,000 6 (9.0,11)
Benchmark  Cluto-t5 [32] 8,000 6 (9.0, 20)
Cluto-t7 [33]] 10,000 of (12.0, 20)
Crash [44] 1,860,785 - (100m, 300)
Real Cabs-tiny [46] 845,685 - (50m, 1000)
Cabs [46] 10,995,626 - (20m, 500)
HAR70+ [52] 103,860 7 (0.01, 5)

Tcontains noise

Datasets. We conducted experiments on both synthetic and real-world datasets. Table |l| summaries the details of
the datasets we evaluated, including the number of clusters for synthetic datasets, and the DBSCAN parameters with
respect to the original data.

The Circles, Moons, and Blobs datasets are synthetic datasets generated by scikit-learn [45]], commonly used to
evaluate clustering algorithms. The Cluto (a.k.a. Chameleon) benchmark [32}[33]] contains non-convex clusters and
noises, making it particularly challenging for centroid-based clustering algorithms.

For real-world data, we use two geographic datasets to demonstrate that our DP-DBSCAN algorithm can be applied to
visualize private data. The Crash dataset [44] contains motor vehicle collision data in New York City from 2012 to
2024. After cleaning the data by filtering valid event locations within New York City (between 40° N 73° W and 41°
N 75° W), we retained 1.8 million records out of the original 2.1 million. We also used the Cabs dataset [46], which
consists of trajectory data for taxi cabs in San Francisco, collected from around 500 taxis over 30 days. We filtered
cab locations between 37.4° N 122.1° W and 37.9° N 122.7° W, resulting in 11 million records. Since the dataset is
large enough to cause the original DBSCAN out-of-memory, we also use a subset of the data Cabs-tiny, containing the
starting and ending points of each passenger-occupied trajectory in a smaller region. This gives 800k records.

For both geographic real-world datasets, we projected the longitude and latitude coordinates to kilometers when
calculating Euclidean distances. Each degree of latitude corresponds to approximately 111.2 km, and each degree of
longitude is approximately 85.2 km at around 40°N. We then ran DBSCAN with the distance parameter « in meters.

Finally, to evaluate the performance of DP-DBSCSAN for classification tasks, we use a Human Activity Recognition
(HAR) dataset [52] obtained from UCI Machine Learning Repository [14]. The dataset contains accelerometer
recordings for 18 aged participants, where each record consists of 3D acceleration of both the back and the thigh sensor.
The target is to recognize the corresponding activity, e.g. walking, standing, sitting. We use the 3D acceleration of back
sensor in our experiments. For each person, there are roughly 100k records.
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Metrics. For datasets with true labels, we evaluate the clustering accuracy using two commonly adopted measures: the
Adjusted Rand Index (ARI) [28] and Adjusted Mutual Information (AMI) [41]]. Both metrics range from [—0.5,1.0],
where a score close to 0 indicates random labeling, and a score of 1 signifies perfect agreement with the ground truth.

Mechanisms. We implemented our proposed DP-DBSCAN mechanism in Python and compared it with: 1) the original
DBSCAN and k-means mechanism implemented in scikit-learn [43]], and 2) the DP-Kmeans mechanism from IBM’s
Diffprivlib [26]. We also implemented existing methods [42] that privatize the pairwise distance matrix.
Since they have ARI and AMI = 0 on all the datasets, we omit them in the comparison below.

Unless otherwise specified, we run Kmeans-based algorithms with the exact number of clusters if it is known, or &k = 3
if not; and run DBSCAN-based algorithms with the parameters specified in Table [T} For DP-DBSCAN, we make
our algorithm adopt for the linear-time histogram in Section [f|when n < |X|/2, and the O(|X|) time naive Laplace
histogram if the opposite is true. We compare the difference in their running time in Section

The code and datasets for all the experiments can be found at https://github.com/QiuTedYuan/DpDBSCAN. To
ensure reproducibility, we initialized the random seed to O for all experiments in the figures, and the reported scores are
the average of three trials with random seeds 0, 1, and 2. All experiments were conducted on a desktop equipped with
an Intel(R) Core(TM) i7-13700KF 3.4 GHz CPU and 64GB of memory.

8.2 Visualization of DP-DBSCAN

(a) DBSCAN (b) Noisy histogram (c) Neighbor sums (d) Approx. spans (e) Extracted labels
Figure 5: Visualization of DP-DBSCAN on Moons Dataset.

We first illustrate how our mechanism works on the Moons dataset in Figure[5] Given the dataset, we construct cells with
width w = % = 0.14, and release the noisy histogram under € = 1 in Figure [Sb| where cell transparency represents

frequency. Cells with positive/negative counts are shown in red/green. Next, we compute the sum of noisy counts for
each cell and its neighboring cells, as seen in Figure[5c| As indicated in Figure 3] each noisy sum consists of the counts
from k = 21 neighboring grids in this case, including the grid itself. Finally, by identifying core grids and merging
adjacent ones, Algorithm [T] produces the differentially private approximation to the DBSCAN cluster spans, as depicted
in Figure[5d]

To analyze the quality of the clusters, we calculate the labels assigned to each point in Figure[5¢} which are not a private
output of the mechanism but for evaluation only. It can be observed that while most points receive correct labels, points
at the boarders are classified as noises in DP-DBSCAN, whereas they are core points in the original DBSCAN. This is
reasonable under differential privacy: the boarder points are highly sensitive with respect to the addition or removal of a
single point, whereas interior points are still highly likely to remain core, even if some of its neighbors gets removed in
a neighboring dataset. Quantitatively, Our mechanism achieves AMI = 0.97 and ARI = 0.94.

-~

: ¢
(a) Crash/O(n) (b) Crash/O(| X)) (c) Cabs-tiny/O(n) (d) Cabs-tiny/O(|X|) (e) Cabs/O(n)

Figure 6: Comparison of DP-DBSCAN clusters on geographic datasets.
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We also visualize the clustering results of DP-DBSCAN on real-world datasets in Figure [6] where ¢ = 1. The point
labels are omitted due to the high number of points and lack of ground truth. For the Crash dataset, 284 clusters are
detected by our algorithm in Figure[6a] with the largest cluster spanning Manhattan, Brooklyn, and the Bronx. The
performance is similar compared to the O(|X|) time implementation in Figure which assigned 271 clusters. This
justifies the accuracy of our linear-time histogram. Their running time will be evaluated in Section[8.5] For the Cabs-tiny
dataset, we observe similar performance in Figure[6c/and[6d] where both implementations of our DP-DBSCAN output
38 clusters, highlighting the high frequency of taxi pick-ups in the northeastern part of San Francisco. However,
since we use a small radius & = 20m on the raw dataset, the naive implementation fails to work. The linear time
implementation can still be run efficiently to produce Figure[6e} which identified a route to the SFO airport.

8.3 Comparison of Accuracy

We provide a detailed comparison of accuracy on the Cluto datasets plotted in Figure[7} Figure [7ato[7c|show the (non-
private) clusters produced by DBSCAN, run with parameters specified in Table[I] The original DBSCAN successfully
finds all clusters in the datasets. Figure[7d|to[7f]show the approximate cluster spans from our differentially private
DP-DBSCAN mechanism, run with ¢ = 1 and the same (o, MinPts') that have been discussed in Section On
Cluto-t4 and Cluto-t35, all the 6 clusters are successfully found by our mechanism. On Cluto-t7 however, DP-DBSCAN
reports 5 instead of 9 clusters since some clusters are not well-separated and are merged into one. This is an expected
performance under DP, as two close clusters can easily be merged on a neighboring dataset, with the addition of a single
point in between.

To compare, We run DP-Kmeans with the best & that equals to the exact number of clusters on each dataset, under the
same ¢ = 1. The k centers and their clusters defined by the Voronoi diagram are shown in Figure[7g|to[7i] It should
be clear that approximate cluster spans produced by DP-DBSCAN are better descriptions that capture the shapes of
clusters on these complex datasets, especially for Cluto-t4 and t7. In addition, DBSCAN can be used for identifying
noises, which cannot be done by k-means. Further, due to the limit of Kmeans in finding clusters of arbitrary shapes,
the quality of clusters can hardly be improved by other centroid-based clustering methods under DP (e.g. [10]), since
the same problems exists for the original Kmeans where ¢ = oo.

Table 2: Comparison of ARI and AMI scores.

e=1 £ =00
Dataset DP-DBSCAN DP-Kmeans DBSCAN Kmeans

Circles 0.94 0.00 0.98 0.00

Moons 0.99 0.51 1.00 0.47

ARI Blobs 0.81 0.79 0.55 0.89
Cluto-t4 0.64 0.47 0.95 0.50
Cluto-t5 0.93 0.69 0.96 0.78
Cluto-t7 0.52 0.32 0.76 0.33
HAR70+ 0.40 0.19 0.57 0.23

Circles 0.92 0.00 0.96 0.00

Moons 0.99 0.41 1.00 0.37

AMI Blobs 0.83 0.79 0.66 0.87
Cluto-t4 0.74 0.59 0.92 0.61
Cluto-t5 0.92 0.77 0.95 0.82
Cluto-t7 0.63 0.54 0.82 0.56
HAR70+ 0.45 0.43 0.54 0.48

To give a score of clustering quality, we extract the point labels for both DP-DBSCAN and DP-Kmeans in Figure[7j|to
[7ol Recall that for both mechanisms, the point labels are not outputs and do not have a privacy guarantee. It is just for
evaluating the clustering quality in our experiment. Table [2] summaries the ARI and AMI scores for the Cluto dataset
among other datasets, averaged over 3 trials for the DP mechanisms. We observe that DP-DBSCAN outperforms
DP-Kmeans on all the datasets, mainly because the original DBSCAN outperforms Kmeans on most evaluated datasets.
Kmeans performs well on Blobs, which is arguably most suitable for centroid-based methods. Our mechanism is even
more accurate than non-DP DBSCAN on the Blobs dataset under the given parameters, as it successfully identified all
three blobs while the original DBSCAN merged two of the Blobs into one.
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(a) DBSCAN (Cluto-t4)
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(f) DP-DBSCAN (Cluto-t7)

fﬂ ? i
(h) DP-Kmeans (Cluto-t5) (i) DP-Kmeans (Cluto-t7)

(1) DP-DBSCAN labels (Cluto-t7)

(m) DP-Kmeans labels (Cluto-t4)

(n) DP-Kmeans labels (Cluto-t5)

(o) DP-Kmeans labels (Cluto-t7)

Figure 7: Comparison of accuracy on Cluto datasets.

16



8.4 Varying Parameters

In this section, we evaluate the effect of different parameters on accuracy of our mechanism. We use the default
(o, MinPts) with € = 1 and ) = 4 unless otherwise specified.

0.8 0.8
206 /ﬁ/'_‘/\./\ =06
= =
£ <
z z
<04 <04
—a— DP-DBSCAN ARI —— DP-DBSCAN ARI
0.2 DP-DBSCAN AMI 0.2 DP-DBSCAN AMI
—e— DBSCAN ARI —e— DBSCAN ARI
—<— DBSCAN AMI —<— DBSCAN AMI
0.0 0.0

8.6 8.8 9.0 9.2 9.4 7 8 9 10 11 12 13 14 15
alpha MinPts

Figure 8: Accuracy on Cluto-t4, varying (o, MinPts).

8.4.1 Dependency on DBSCAN parameters (o, MinPts)

Figure [§|compares the accuracy of DP-DBSCAN against the original DBSCAN on Cluto-t4, varying « and MinPts.
Similar to the original DBSCAN, the performance of DP-DBSCAN is robust over a wide range of parameters. While
it is possible that DBSCAN and DP-DBSCAN can be optimized at different o and MinPts, we find that the optimal
parameters for DBSCAN will also be good parameter choices for DP-DBSCAN.

Also note that while changing « affects the grid structure, using different MinPts only affects the post-processing steps
of our mechanism without any further privacy costs. Therefore, our mechanism is capable of producing clusters for all
values of MinPts with the « fixed. This can help in an exploratory data analysis, for example, allowing the analyst to
decide adaptively the next « to try given clusters at different density levels.

) —+— DP-DBSCAN ARI  ——
—+— DP-DBSCAN AMI o
0.8 0.8
06 ~06
z z
z z
<04 <04
0.2 0.2
—+— DP-DBSCAN ARI
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3.0 35 4.0 4.5 5.0 3.0 35 4.0 4.5 5.0
eta eta
(a) Cluto-t4 (b) Cluto-t5

Figure 9: Accuracy on Cluto-t4 and t5, varying n. Larger 7 means larger cells, which increases p but decreases 7.

8.4.2 Dependency on approximation ratio (p, 7)

Recall that both p and 7 are related to the parameter 7, which can be controlled by the cell width w = 4”—\73. With larger

1 we have larger cells, which increases the approximation ratio p to the radius, but decreases the additive error 7 since
each cell has less neighbors. In Figure[9] we use different cell width to test the performance trade-off between p and 7.

While the best choice may depend on the dataset, it can be observed that when 1 = 4, the grid width of w = o/ Vd
tend to be optimal. This is because: 1) for smaller 7, the error I" grows with k = (1 + Snﬁ)d, which may dominate the

actual counts in a cluster; 2) for > 4, core points within the same grid may be from different clusters, which will be
indistinguishable and bring error.

8.4.3 Dependency on privacy budget ¢

Figure [I0] compares the accuracy of DP-DBSCAN and DP-KMeans with respect to ¢. It is clear that DP-DPSCAN
has better accuracy than DP-Kmeans as long as € > 1, but we also observe that the accuracy of DP-DBSCAN drops
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Figure 10: Accuracy on Cluto-t4 and t5, varying €.

significantly on Cluto-t4 when € goes towards 0, while DP-Kmeans seems to maintain the same level of accuracy. This
is because for our mechanism, decreasing € from 1.0 to 0.5 effectively increases 7 by a factor of 2, which dwarfs the
real value of MinPts, corresponding to the true counts of points in the neighborhood. As a result, all points are classified
as noises when € = 0.5. On the other hand, since we provide the correct number of clusters to DP-Kmeans, it can
always assign the right number of distinct labels, achieving some utility. In fact, even if we set e = 1/n? which breaks
the utility of even a counting query, DP-Kmeans still show an accuracy of ARI = 0.34 and AMI = 0.50 when the
clusters are almost completely data-independent.

The valid range of € depends on the dataset, since it contributes to an additive noise. Naturally, for datasets where a
large MinPts is still valid for producing meaningful clusters, having a small € does not cause our mechanism to lose
utility.

8.5 Running Time

Table 3: Comparison of Running Time.

Dataset O]()|§-|]))BSC5\(1;IL) DP-Kmeans DBSCAN Kmeans
Circles 103 ms 12.8 ms 10.1 ms 5.13 ms 19.7 ms
Moons 699 ms 149 ms 9.78 ms 5.62 ms 19.4 ms
Blobs 77.1ms 124 ms 7.72 ms 8.27 ms 13.6 ms
Cluto-t4 349 ms 18.7 ms 33.6 ms 18.6 ms 91.8 ms
Cluto-t5 213ms 573 ms 33.7 ms 22.3 ms 87.7 ms
Cluto-t7 335 ms  25.6 ms 34.3 ms 26.2 ms 88.4 ms
Crash 26.6 s 5.49s 2.57s 13.6 s 349 ms
Cabs - 279s 15.6s -f 1.43 s
Cabs-tiny 5495 2.19s 1.14 s 9.86s 183 ms
HAR70+ - 23.6s 334 ms 729 ms 120 ms

Tout of memory

Table (3| summaries the running time of DP-DBSCAN with both the naive Laplace histogram and the linear time
histogram, compared with DP-Kmeans (implemented by IBM) and DBSCAN/Kmeans (implemented in scikit-learn).
For 2D datasets, the linear time version has similar time cost as existing mechanisms, and the naive implementation is
in general more time-costly. For the 3D HAR70+ dataset, there is a clear increase in running time, since the constant x
depends on d exponentially. But with the help of the linear-time histogram, our algorithm can still be run within half a
minute on this dataset, which has |X'| = 108 cells. We also find a majority of running time spent on collecting and
privatizing the noisy histogram and noisy sums, with the follow-up clustering almost free-of-charge. Constructing such
a histogram may benefit other applications as well.
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