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Figure 1. Multiple generation samples from the vanilla VAR models (1st and 3rd rows) and our DiverseVAR (2nd and 4th rows). While
vanilla VAR models suffer from the diversity collapse, our method generates more diverse outputs while maintaining image–text alignment.
The text prompts used are as follows: “A man in a clown mask eating a donut”, “A cat wearing a Halloween costume”, “Golden Gate Bridge
at sunset, glowing sky, ...”, “A palace under the sunset”, “A cool astronaut floating in space”, and “A cat riding a skateboard down a hill”.

Abstract

Visual Autoregressive (VAR) models have recently garnered
significant attention for their innovative next-scale predic-
tion paradigm, offering notable advantages in both in-
ference efficiency and image quality compared to tradi-
tional multi-step autoregressive (AR) and diffusion mod-
els. However, despite their efficiency, VAR models often
suffer from the diversity collapse i.e., a reduction in out-
put variability, analogous to that observed in few-step dis-
tilled diffusion models. In this paper, we introduce Di-
verseVAR, a simple yet effective approach that restores

the generative diversity of VAR models without requiring
any additional training. Our analysis reveals the piv-
otal component of the feature map as a key factor gov-
erning diversity formation at early scales. By suppress-
ing the pivotal component in the model input and ampli-
fying it in the model output, DiverseVAR effectively unlocks
the inherent generative potential of VAR models while pre-
serving high-fidelity synthesis. Empirical results demon-
strate that our approach substantially enhances genera-
tive diversity with only neglectable performance influences.
https://github.com/wangtong627/DiverseVAR
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1. Introduction
Autoregressive (AR) models [1–4] have emerged as a pow-
erful next-token prediction paradigm [3, 5], achieving com-
petitive results in visual generation but suffering from sub-
stantial generation latency caused by their numerous se-
quential decoding steps. To alleviate the latency, pioneer-
ing studies investigated various representation patterns [6–
8] and parallel decoding [9, 10]. Recently, unlike con-
ventional next-token prediction in AR models, visual au-
toregressive (VAR) models adopt a next-scale prediction
paradigm [11, 12], achieving efficient and high-quality im-
age generation within approximately ten scale steps. How-
ever, although VAR models perform inference with far
fewer steps than traditional AR models, they suffer from
the diversity collapse problem under numerous scenarios
(Fig. 1, 1st, 3rd and 5th rows).

In this work, we address the diversity collapse problem
in VAR models by unlocking their inherent generative di-
versity. Through a detailed analysis of the coarse-to-fine
next-scale prediction process in pretrained VAR models, we
arrive at the following key observations. (a) Structural For-
mation in Early Scales: As shown in Figs. 2 and 3, struc-
tural formation predominantly occurs at early scales, while
later scales mainly refine and stabilize existing structures.
This finding directs our attention toward the early-stage pre-
diction dynamics. (b) Diversity Governed by the Pivotal
Token: As demonstrated in Figs. 4 and 5, the pivotal token
dominates the formation of structure while the auxiliary to-
ken carries both semantic information and image fidelity.

Based on the these insights, we propose DiverseVAR,
a training-free framework that effectively unleashes the in-
herent generative diversity of VAR models. Without any ad-
ditional training, DiverseVAR strategically intervenes dur-
ing the inference process, guided by our analytical find-
ings. Our approach consists of two complementary sam-
pling steps: (a) Soft-Suppression Regularization: We iden-
tify the pivotal component of the model input that gov-
erns diversity formation and apply a soft-suppression strat-
egy to attenuate components contributing to structural re-
dundancy, thereby mitigating diversity collapse. (b) Soft-
Amplification Regularization: To further promote con-
trolled diversity, we enhance the pivotal component of
the model output through a soft-amplification mechanism,
ensuring that the expanded diversity remains consistent
text–image alignments. Together, these two regularizations
enable DiverseVAR to unleash the inherent generative po-
tential of VAR models while preserving high image fidelity
and faithful semantic alignment. Our main contributions are
summarized as follows:
• We conduct a systematic analysis to identify the scale fac-

tors that govern the diversity collapse problem in VAR
models. Our findings reveal that the VAR model diversity
is predominantly influenced by the pivotal component at

early scales.
• Based on our observations, we introduce DiverseVAR,

a simple yet effective training-free method to enable the
emergence of the inherent generative diversity of VAR
models. It primarily incorporates two regularization
terms during VAR inference: soft-suppression regulariza-
tion and soft-amplification regularization.

• Experiments on the COCO, GenEval, and DPG bench-
marks show that our method DiverseVAR unleashes the
VAR model diversity while maintaining the sampled im-
age fidelity, with slight influences on the generation per-
formance according to numerous evaluation metrics.

2. Related Wrok

2.1. Visual Autoregressive Generation
Traditional autoregressive (AR) methods [1, 3, 4] follow
the next-token prediction paradigm, which requires a large
number of iterative steps to generate high-quality images.
Recently, Visual Autoregressive (VAR) modeling [11] has
adopted a next-scale prediction paradigm, enabling progres-
sive generation across different resolutions to produce high-
quality images. In contrast to AR methods that require
massive steps to produce a high-resolution image [1, 3, 4],
VAR can achieve comparable quality within only around ten
steps [11–14]. Despite the promising performance of VAR
models, current VAR models remain exhibit a notable gap:
their generated samples for a given text prompt tend to be
highly similar. Such indicated limited diversity is termed as
diversity collapse problem in this paper.

2.2. Alternative Visual Generation Paradigms
Diffusion models [15, 16] trained on large-scale text-image
datasets [17] are able to generate high-quality and diverse
images, but they face a time-consuming challenge due to
multi-step sampling. To address this challenge, distillation
techniques [18–21] have been applied to diffusion models,
enabling few-step sampling in distilled student models. De-
spite the improved sampling speed, the resulting images
often exhibit diversity collapse [22]. The exploration of
diverse generation has recently attracted increasing atten-
tion in the context of few-step diffusion models. For ex-
ample, Diffusion2GAN [22] aligns its generation trajectory
with that of the teacher diffusion model, effectively reduc-
ing diversity collapse. Loopfree [23] employs a 4-step par-
allel decoder in the UNet architecture combined with Varia-
tional Score Distillation (VSD) [24] to generate images that
exhibit both high diversity and fidelity. Hybrid [25] uses
the base model only for the first step to seed diversity, and
then switches to the distilled model for subsequent gener-
ation. C3 [26] enhances generative diversity by amplify-
ing internal feature representations using automatically se-
lected amplification factors. Despite improving diversity,
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Figure 2. Visualization of samples across all scales (1st row) and their associated DINO features (2nd row).

Figure 3. (Left) Statistics of structure evolution on all scale
steps. (Right) The relative log amplitude of frequency components
across different scales.

the requirement for training remains a bottleneck [22, 23],
the simultaneous use of both teacher and student mod-
els further increases memory consumption [25], and de-
pend on creativity-oriented prompts to stimulate diverse
outputs [26]. By contrast, AR models often demonstrate
strong generative diversity [27]. Recent researches [28, 29]
focus on enhancing the balance between content quality and
diversity, rather than specifically addressing diversity in AR
models. In contrast to conventional AR models, VAR per-
forms next-scale prediction to enable efficient generation,
but suffers from diversity collapse. Nevertheless, prior ef-
forts addressing diversity in diffusion and AR models are
not directly transferable to VAR, and exploration of diver-
sity in VAR remains scarce.

In this work, we conduct a systematic analysis to identify
which scales govern diversity in VAR models. Building on
these observations, we further characterize the properties of
these scales that are closely associated with diversity. Fi-
nally, leveraging these properties, we propose a diversity
enhancement technique for VAR inference that preserves
both semantic consistency and visual fidelity.

3. Method
VAR revisits the conventional next-token prediction
paradigm in AR image generation and introduces a coarse-
to-fine next-scale prediction framework (Sec. 3.1), which
substantially accelerates sampling while generating high-
quality images, yet suffers from diversity collapse. In this
section, we explore how the mechanisms underlying the
coarse-to-fine generation process affect diversity (Sec. 3.2).
Building on these insights, we propose our method Diverse-
VAR that fosters the emergence of diversity, enabling VAR

models to achieve higher generative diversity while main-
taining generation fidelity (Sec. 3.3).

3.1. Preliminaries

Visual Autoregressive (VAR) modeling [11] reformulates
the conventional autoregressive (AR) framework [1–4] to
the visual domain by transitioning from next-token to next-
scale prediction. Under this paradigm, each autoregres-
sive step produces a token map corresponding to a specific
resolution scale, instead of predicting tokens one by one.
Given an image I ∈ RH×W×3, a continuous image feature
map F ∈ Rh×w×d is obtained through a visual tokenizer.
VAR then quantizes this feature map into K multi-scale to-
ken maps R = (R1,R2, . . . ,RK), where each token map
corresponds to a predefined spatial resolution (hk, wk) for
k = 1, . . . ,K. Here, (hK , wK) denotes the final scale,
which is identical to the spatial size (h,w) of the feature
map F . This sequence of residuals progressively approxi-
mates the continuous feature map F as:

F k =

k∑
i=1

up(Ri, (h,w)), (1)

where up(·) denotes the upsampling operation. The trans-
former autoregressively predicts the next-scale R condi-
tioned on the previously generated residuals, with the over-
all likelihood formulated as:

p(R1, . . . ,RK) =

K∏
k=1

p(Rk | R1, . . . ,Rk−1). (2)

The transformer block in VAR takes the text embeddings
at the first scale as input to predict R1. In the subsequent
k-th scale, the feature map from the previous (k-1)-th scale
is downsampled to match the spatial resolution of the input
at the k-th scale:

F̃ k−1 = down(F k−1, (hk, wk)), (3)

where down(·) denotes the downsampling operation, and
the transformer block receives the downsampled feature
F̃ k−1 as input to predict Rk.

3
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Figure 4. Visualization of samples when zeroing out the pivotal (1st row) or auxiliary (2nd row) tokens across all scales except the 1st scale
(1st–12th columns), along with the vanilla generation results (last column).

Figure 5. Structural (Left) and semantic (Right) evaluation when
pivotal and auxiliary tokens are zeroed out.

3.2. Motivation

In this subsection, we present the motivation for our pro-
posed method, based on two key observations1 derived from
vanilla text-to-image generative models [12]. First, the
structural formation in vanilla next-scale models occurs at
early scales, motivating us to explore the mechanisms that
influence model diversity during these early scales (Figs. 2
and 3). Second, model diversity is primarily influenced by
the pivotal token at early scales, presenting an opportunity
to further promote the emergence of diversity while preserv-
ing generation fidelity (Figs. 4 and 5).

Observation 1: Structural Formation in Early Scales.
We experimentally observe that the structural formation
emerges at early scales, whereas later scales exhibit already
stabilized structures (Figs. 2 and 3). More specifically,
given a pretrained VAR model, it progressively produces in-
termediate predictions Rk and constructs the corresponding
feature maps F k (Eq. (1)) as the scale gradually increases
(Fig. 2 (1st row)).

Motivated by [31–33], we adopt DINO features [34] as a
representation of the structural characteristics of the feature
maps (Fig. 2 (2nd row)). As illustrated in Fig. 2 (2nd row),
the structural formation of the image persists up to a specific
scale (i.e., 12), after which the structure stabilizes. Here,
we further utilize DINO structure distance [31, 32] to mea-
sure whether the feature maps exhibit a well-formed overall
structure comparable to that of the final scale (Fig. 3). As
illustrated in Fig. 3 (Left), the curve quickly fall below 0.2
at early scales (i.e., 12), indicating ongoing structural for-

1The observations are drawn by statistical experiments on generated
images, using 100 random text prompts from the COCO dataset [30].

mation. The curve then converge at the remaining scales,
implying that the structure has already stabilized. We also
employ LPIPS [35] and DISTS [36] to evaluate structural
formation. Fig. 3 (Left) shows that the curves of both LPIPS
and DISTS exhibit a similar trend to that of the DINO struc-
ture distance. Furthermore, we perform frequency-domain
analysis of the DINO features to evaluate the progression of
structural formation (Fig. 3 (Right)). The frequency compo-
nents decrease sharply at the early scales and gradually con-
verge at the later scales, indicating that they become more
stable and consistent as the scale increases. In conclusion,
the early scales can be exploited to modify the structure,
thereby promoting the emergence of diversity.

Observation 2: Diversity Governed by Pivotal Token. The
above observation and analysis indicate that structural for-
mation primarily occurs at early scales. This finding moti-
vates us to further examine the components that influence
this formation. Thus, we investigate the internal composi-
tion of the feature map F̃ k−1 at scale k (Eq. (3)) by dividing
it into pivotal and auxiliary components. Specifically, we
follow [37] and define the pivotal score sk,i = ∥F̃ k−1,i −
F̄ k−1∥2 using the L2 norm, where F̄ k−1 represents the
mean feature map obtained by averaging F̃ k−1 across scale
dimensions, and F̃ k−1,i denotes each token along the scale
dimension. Based on their pivotal scores, all tokens in the
feature map are ranked and then categorized into pivotal and
auxiliary tokens, with the partition determined by the el-
bow point computed using the Maximum Distance to Chord
(MDC) method [38] (See Suppl. for details). We simply
regard the pivotal and auxiliary tokens as the pivotal and
auxiliary components, and refer to this straightforward par-
tition approach as Naive Component Partition (NCP).

We observe that the pivotal token primarily contribute
structural formation, whereas the auxiliary token carry both
semantic information and image fidelity. For example,
when provided with the text prompt “A bird perched on a
tree branch in the rain”, VAR generates an image consistent
with the given description (Fig. 4 (last column)). When ze-
roing out the pivotal token at one of the early scales (e.g.,
scale 4 within scales 2–8), the generated image exhibits no-
ticeable structural changes, while its semantic meaning re-
mains consistent (Fig. 4 (1st row, 1st-4th columns). In con-
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Figure 6. The dominant singular values correspond to the pivotal
component influence generative diversity

trast, zeroing out the auxiliary token at one of these early
scales severely degrades both semantic information and im-
age fidelity (Fig. 4 (2nd row, 1st-4th columns). Further-
more, we employ DISTS [36] and SigLIP [39] to quanti-
tatively evaluate the modified images in comparison with
the vanilla VAR outputs. As shown in Fig. 5, DISTS and
SigLIP display consistent trends at early scales: zeroing
out pivotal token (solid lines) results in slight degradation,
while zeroing out auxiliary token (dashed lines) results in
a drastic deterioration in both metrics. For example, when
zeroing out the pivotal token, the variances of DISTS and
SigLIP are below 0.3 and 0.1, respectively, whereas the cor-
responding values for the auxiliary token exceed 0.5 and
0.4. Finally, when zeroing out either the pivotal or aux-
iliary token at one of the later scales (e.g., scales 16-64),
both the structural and semantic characteristics remain con-
sistent with those of the vanilla generation (Fig. 4 (6th-12th
columns) and Fig. 5). These results indicate that the model’s
generative diversity is predominantly governed by the piv-
otal token at early scales.

However, using the Naive Component Partition (NCP)
to identify the pivotal component and apply its suppression
(i.e., zeroing out) can promote the emergence of genera-
tive diversity, yet this naive approach may also induce un-
expected variations (Fig. 4, 1st row, 2nd and 3rd columns).

3.3. Diverse Visual Generation for VAR
Based on all the above observations, we propose Diverse-
VAR for VAR to trigger the emergence of generative di-
versity while preserving generation fidelity in the VAR in-
ference (Fig. 8 and Algorithm 1 (See Suppl.)). As shown
in Fig. 8 (Left), the vanilla VAR inference processes the in-
termediate feature F̃ k−1 through a VAR block to produce
the output feature F o

k as well as its predicted logits, which
is subsequently quantized into Rk (The predicted logits, the
quantization step, and Rk are omitted in Fig. 8 for brevity).
Our method operates at the block level (e.g., 8 blocks in the
Infinity backbone).
Diversity emergence via Pivotal Component. For the
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Vanilla SSR+SAR (Ours)SSR

Figure 7. (Top) The generated images often fail to reflect the num-
ber described in the text prompt when using only SSR. For ex-
ample, given the prompt “A hot air balloon floating above the
clouds”, SSR fails to generate the correct quantity of the hot
air balloon (2nd row). (Bottom) The logits distribution under
different samplings of vanilla model (Left), SSR (Middle), and
SSR+SAR (Right).

pivotal component, it is difficult to disentangle it within
the pivotal token, as the self-attention mechanism in
Transformer-based VAR models inherently entangles infor-
mation across tokens [12, 40] in the feature map F̃ k−1.
Inspired by [41], we assume that the dominant singular
values of the feature map F̃ k−1 correspond to the funda-
mental information, i.e., the pivotal component. To avoid
directly using the pivotal token as the pivotal component,
we instead regard the dominant singular values as deter-
mining the pivotal component. Specifically, given the fea-
ture map F̃ k−1 ∈ RSk×D at the k-th (early) scale 2, we
decompose it using Singular Value Decomposition (SVD):
F̃ k−1 = UΣVT , where Σ = diag(σ1, · · · , σn), the sin-
gular values σ1 ≥ · · · ≥ σn, n = min(Sk, D). Then, our
objective is to suppress the pivotal component, thereby trig-
gering the emergence of generative diversity. To suppress
the pivotal component of the feature map F̃ k−1, we intro-
duce the Soft-Suppression Regularization (SSR) for each
singular value, which is formulated as:

σ̂ = αe−βσ × σ. (4)

Here, e represents the exponential function, while α and β
are parameters constrained to be positive. For brevity, the
subscript of σ is omitted. The feature map is then recon-
structed as F̂ k−1 = UΣ̂VT , with Σ̂ = diag(σ̂1, . . . , σ̂n)

2i.e., Sk = hk × wk , D = 2048 in the Infinity model [12]
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Figure 8. The overall framework of DiverseVAR. We explore the diversity emergence of VAR models at the early scales, while retaining
the original VAR inference process at the later scales.

denoting the updated singular values. The feature map
F̂ k−1 is passed through a block to generate the output F̂

o

k.
In a special case, we reset the top-K singular values to

0 (here, K=2). Interestingly, as shown in Fig. 6 (2nd row),
removing the dominant components leads to improved gen-
erative diversity but reduces image fidelity. This supports
our assumption that the dominant singular values of the fea-
ture map correspond to the pivotal component that influence
generative diversity (Fig. 6 (2nd row)), and also shows that
our method suppresses the pivotal component more effec-
tively than directly zeroing it out (Fig. 6 (3rd row)).

Guided Diversity Formation. Soft-Suppression Regular-
ization facilitates diversity emergence via the pivotal com-
ponent. However, while enhancing diversity, it weakens the
alignment with the text semantics, especially in cases in-
volving numerical descriptions (Fig. 7 (Top (2nd row))).

Motivated by [28], we analyze the distribution of the pre-
dicted logits for the output feature F o

k to understand the
underlying cause of this phenomenon. We observe that
the logits distributions under different samplings are sim-
ilar in the vanilla VAR (Fig. 7 (Bottom (Left))), while Soft-
Suppression Regularization leads to more dispersed log-
its distributions across different samplings (Fig. 7 (Bottom
(Middle))). Specifically, the logits distributions observed
in the vanilla VAR reveal that the probability peaks of dif-
ferent samplings nearly coincide (Fig. 7 (Bottom (Left))),
leading to highly similar samples and a lack of diversity
in the generated images. In contrast, incorporating Soft-
Suppression Regularization yields more dispersed logits
distributions (Fig. 7 (Bottom (Middle))), with peaks vary-
ing significantly in both position and magnitude, thereby
promoting the emergence of diversity in the generated im-
ages. However, we observe that independent and very high
probability peaks can distort the representation of numerical
attributes, leading to suboptimal image-text alignment.

Here, we aim to further improve image-text alignment,
especially reducing inaccuracies in numerical attributes,
while maintaining generative diversity. Based on the above

analysis, we introduce an augmentation for the output fea-
ture F̂

o

k to further guide the formation of diversity. Specif-
ically, we perform singular value decomposition (SVD) on
F̂

o

k, yielding singular values σ̂1 ≥ · · · ≥ σ̂n. We then aug-
ment each singular value according to the following rule,
referred to as Soft-Amplification Regularization (SAR):

σ̃ = α̂eβ̂σ̂ × σ̂, (5)

where α̂ and β̂ are positive parameters controlling the scal-
ing strength. The recovered feature F o

k = UΣ̃VT , where
Σ̃ = diag(σ̃1, · · · , σ̃n). The Soft-Augmentation Regular-
ization, by encouraging more dispersed logit distributions
and avoiding the formation of isolated peaks across differ-
ent samplings, can further guide the formation of diversity
(Fig. 7 (Top (3rd row) and Bottom (Right))).

4. Experiment

4.1. Experimental Setup

Evaluation Datasets and Metrics. We evaluate Di-
verseVAR on the text-to-image VAR models Infinity-2B
and Infinity-8B [12], generating images at a resolution of
1024×1024. Following the setup of the vanilla Infinity-2B
and Infinity-8B models [12], we evaluate DiverseVAR on
two widely used benchmarks [12, 42, 43]: GenEval [44]
and DPG [45]. We further evaluate the generative diver-
sity of our method in comparison with the vanilla model on
the zero-shot text-to-image benchmarks COCO 2014 and
COCO 2017 [30]. On the COCO 2014 benchmark, we
adopt the conventional evaluation protocol [15, 46–48], us-
ing the 30K text prompts selecte by GigaGAN [49] to gener-
ate 30K corresponding images. On the COCO 2017 bench-
mark, we generate 5K images from the 5K provided text
prompts. Following prior works [26, 50], we evaluate the
generative diversity of the synthesized images using Fréchet
Inception Distance (FID) [51], Recall [52], and Coverage
(Cov.) [53]. To assess the text-image alignment, we em-
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Dataset COCO2014-30K COCO2017-5K

Method Recall↑Cov.↑ FID↓ CLIP↑ Recall↑Cov.↑ FID↓ CLIP↑
Infinity-2B 0.316 0.651 28.48 0.313 0.408 0.832 39.01 0.313

+Ours 0.385 0.690 22.96 0.313 0.480 0.860 33.39 0.313
Infinity-8B 0.451 0.740 18.79 0.319 0.563 0.892 29.47 0.319

+Ours 0.497 0.748 14.26 0.315 0.585 0.892 25.01 0.316

Table 1. Quantitative comparison between the vanilla model and
our DiverseVAR on COCO2014 (30K prompts) and COCO2017
(5K prompts), evaluated using FID, Recall, and Coverage (Cov.)
for generative diversity, and CLIPScore (CLIP) for text–image
alignment.

ploy CLIPScore (CLIP) [54], where ViT-B/32 is used as the
backbone for feature extraction.

Implementation Details. Following our observations that
diversity formation primarily occurs at early scales, we ap-
ply our method at scales {4, 6} to unleash diversity, while
retaining the vanilla inference process in the remaining
scales {1, 2, 8, 12, 16, 20, 24, 32, 40, 48, 64} to maintain fi-
delity. Our operation is applied at the block level, spanning
all 8 blocks of the Infinity backbone. We set the parame-
ters as α = 1.0 and β = 0.01 in Eq. (4), and α̂ = 1.0
and β̂ = 0.001 in Eq. (5). All experiments are performed
on a single NVIDIA A100 GPU equipped with 40 GB of
memory. See Suppl. for details.

4.2. Main Results

Diversity Comparison. To demonstrate the generative di-
versity of our DiverseVAR, we report quantitative evalua-
tions using Recall, Coverage, and FID. Generally, Recall
and Coverage are commonly used to assess the diversity
of generated samples by comparing the support of real and
generated data distributions [50, 53]. As reported in Tab. 1,
our method achieves higher Recall, Coverage, and FID than
the vanilla Infinity on both benchmarks, while maintaining
comparable CLIP scores. Fig. 1 shows generations from
the vanilla Infinity and our method, qualitatively demon-
strating that our approach produces more diverse outputs.
Furthermore, to evaluate the diversity under multiple sam-
plings, we use booth AFHQ [55] and CelebA-HQ [56]. We
use three prompts corresponding to the three categories of
AFHQ and two prompts corresponding to CelebA-HQ, each
generating approximately 5,000 images. During evaluation,
the training sets of both AFHQ and CelebA-HQ are used as
the ground truth. As reported in Tab. 2, compared with the
vanilla Infinity-2B and Infinity-8B, our method achieves su-
perior scores in terms of Recall, Coverage, and FID on both
datasets, except for Recall on the Infinity-8B model. Fig. 9
illustrates that our generated results (3rd row) more closely
resemble the real images from AFHQ (1st row). See Suppl.
for details.

Overall Comparison. We evaluate the performance of our

Dataset AFHQ CelebA-HQ

Method Recall↑Cov.↑ FID↓ CLIP↑ Recall↑Cov.↑ FID↓ CLIP↑
Infinity-2B 0.0 0.007 91.85 0.276 0.003 0.007 81.16 0.259

+Ours 0.012 0.020 78.88 0.278 0.017 0.128 62.07 0.257
Infinity-8B 0.0 0.001 126.47 0.271 0.0 0.0 149.95 0.241

+Ours 0.0 0.005 109.73 0.270 0.0 0.013 139.73 0.235

Table 2. Quantitative comparison between the vanilla model and
our DiverseVAR under multiple sampling runs on AFHQ and
CelebA-HQ.

AF
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s
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Figure 9. The vanilla model tends to produce results with similar
styles under the same prompt, leading to limited diversity, while
our results are more consistent with those from AFHQ.

method against the vanilla VAR model [12], diffusion-based
models [16, 58, 60], and AR models [3, 14, 57, 61]. Tab. 3
summarizes the comparison results on the GenEval [44] and
DPG [45] benchmarks. As shown in Tab. 3, our method sur-
passes most competing approaches except, except DALL-E
3 on the DPG benchmark, while maintaining performance
on par with the vanilla VAR model. Specifically, both
our method and Infinity achieve over 0.7 on GenEval and
around 83.0 on DPG, outperforming most competing meth-
ods except DALL-E 3, which demonstrates strong overall
performance and consistency with the vanilla Infinity.

These results indicate that our method generates images
with significantly higher diversity while maintaining text-
image alignment and visual fidelity compared to the vanilla
Infinity model. See Suppl. for additional results.

4.3. Additional Analysis

Ablation Study. Based on our analysis and observation,
DiverseVAR applies Soft-Suppression Regularization (i.e.,
SSR) to the input feature F̃ k−1, and Soft-Augmentation
Regularization (i.e., SAR) to the output feature F o

k (i.e.,
5 in both Tabs. 4 and 5). We perform an ablation study on
these components, exploring alternative designs and com-
paring performance. The ablated designs include: 1 SSR†:
The SAR is removed, and only the SSR is applied to the
input feature F̃ k−1. 2 SAR†+SSR‡: Apply the SAR to the
input feature F̃ k−1, and the SSR to the output feature F o

k.
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Dataset

Steps↓ Params↓
GenEval DPG

Method
Metrics Two Obj. Position Color Attri. Overall ↑ Global Relation Overall ↑

SDXL [16] 40 2.6B 0.74 0.15 0.23 0.55 83.27 86.76 74.65
LlamaGen [3] 1024 0.8B 0.34 0.07 0.04 0.32 – – 65.16
Show-o [57] 1024 1.3B 0.80 0.31 0.50 0.68 – – 67.48

PixArt-Sigma [58] 20 0.6B 0.62 0.14 0.27 0.55 86.89 86.59 80.54
SD3-medium [59] 28 2.0B 0.74 0.34 0.36 0.62 - - -

DALL-E 3 [60] - – – – – 0.67 90.97 90.58 83.50
Emu3 [61] 8.5B 0.81 0.49 0.45 0.66 – – 81.60
HART [14] 14 0.7B 0.62 0.13 0.18 0.51 – – 80.89

Infinity-2B [12] 13 2.0B 0.84 0.45 0.55 0.73 84.80 93.04 82.97
+ Ours 13 2.0B 0.85 0.41 0.53 0.70 85.11 92.26 83.02

Infinity-8B [12] 13 8.0B 0.90 0.61 0.68 0.79 85.10 94.50 86.60
+ Ours 13 8.0B 0.89 0.59 0.66 0.76 84.80 94.93 86.78

Table 3. Quantitative comparisons of perceptual quality on GenEval and DPG benchmarks.

Dataset GenEval DPG

Method Two Obj.Pos.Color Attri.OA↑GlobalRelation OA↑

1 SSR† 0.81 0.39 0.53 0.68 83.89 92.45 83.01
2 SAR†+SSR‡ 0.84 0.40 0.53 0.69 84.19 92.57 82.79
3 SSR†+SAR† 0.83 0.41 0.51 0.68 82.67 92.80 82.77
4 SAR†+SSR† 0.81 0.41 0.51 0.68 82.97 91.37 82.72
5 SSR†+SAR‡

(Ours) 0.85 0.41 0.53 0.70 85.11 92.26 83.02

Table 4. Ablation study of each component in DiverseVAR, eval-
uating perceptual quality on the GenEval and DPG benchmarks.
Components include SSR and SAR.

Dataset COCO2014-30K COCO2017-5K

Method Recall↑Cov.↑ FID↓ CLIP↑ Recall↑Cov.↑ FID↓ CLIP↑

1 SSR† 0.375 0.689 23.77 0.313 0.440 0.858 34.65 0.313
2 SAR†+SSR‡ 0.352 0.686 24.98 0.313 0.456 0.857 35.36 0.313
3 SSR†+SAR† 0.380 0.694 23.18 0.313 0.461 0.861 33.88 0.313
4 SAR†+SSR† 0.374 0.688 23.14 0.313 0.471 0.871 33.85 0.313
5 SSR†+SAR‡

(Ours) 0.385 0.690 22.96 0.313 0.480 0.860 33.39 0.313

Table 5. Ablation study of each component in DiverseVAR, eval-
uating perceptual quality on the COCO2014 (30K prompts) and
COCO2017 (5K prompts) benchmarks. Components include SSR
and SAR.

3 SSR†+SAR†: First, apply SSR and then SAR to the in-
put feature F̃ k−1. 4 SAR†+SSR†: First, apply SAR and
then SSR to the input feature F̃ k−1. Here, † indicates that
the operation is applied to the input feature F̃ k−1, while ‡

indicates that the operation is applied to the output feature
F o

k. Performance results and comparisons are presented
in Tabs. 4 and 5. We observe that our method (i.e., 5 ) out-
performs other ablated designs (i.e., 1 - 4 ) in both percep-
tual quality and diversity, except for the Relation on DPG
and the Coverage metric on COCO2017. See Suppl. for
additional ablation.
Additional Results. The Infinity [12] model originally
supports image generation with varying aspect ratios, and
our method, DiverseVAR, preserves this property. As
shown in Fig. 10, when combined with DiverseVAR, it con-

Vanilla VAR Our DiverseVAR

Figure 10. Qualitative comparison between the vanilla model and
our method. Our DiverseVAR facilitates generation with diverse
aspect ratios. See Suppl. for the text prompts used.

tinues to facilitate efficient image generation, demonstrating
that our proposed method can be easily extended to generate
images with diverse aspect ratios.

5. Conclusion
In this work, we explore the factors that influence diversity
in text-to-image VAR models and find that the pivotal com-
ponent plays a critical role in shaping diversity formation
at early scales. Building on this insight, we introduce Di-
verseVAR, a simple yet effective framework that unleashes
the intrinsic generative diversity of VAR models while pre-
serving image fidelity, through input-level suppression and
output-level augmentation of the pivotal component. We
conduct extensive experiments and demonstrate that our ap-
proach effectively improves generative diversity while pre-
serving image quality and text–image alignment.
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Diversity Has Always Been There in Your Visual Autoregressive Models

Supplementary Material

A. Overview
This supplementary material provides additional implemen-
tation details, algorithmic descriptions, and extended exper-
iments to support the main paper. Specifically, it includes:
• Implementation Details (Sec. B): Detailed configuration

of datasets, metrics, and baseline implementations used in
our experiments.

• Algorithm Detail of DiverseVAR (Sec. C): Complete
pseudocode and procedural explanation of our proposed
method for reproducibility.

• Additional Analysis (Sec. D): Ablation studies on differ-
ent design choices, in-depth analysis of scale and block
configurations, and additional qualitative comparisons
demonstrating image generation quality and diversity.

B. Implementation Details
B.1. Configure

Datasets. We utilize the AFHQ [55] and CelebA-HQ [56]
datasets to evaluate diversity under multiple sampling sce-
narios, as they contain diverse animal and human face im-
ages, respectively. We employ text prompts in the following
formats: “A face of a <cat/dog/wild animal>” and “A face
of a <man/woman>”.
Metrics. We leverage the code from the popular GitHub
repository “StudioGAN” [62–64]3 to compute two metrics:
Recall [65] and Coverage [53]. For FID [51] and CLIP
Score [54], we employ the official evaluation code from
GigaGAN [47]4 We use the official evaluation code for
GenEval [44]5 (also provided in the official Infinity code)
and DPG [45]6

Baseline Implementations. We use the official implemen-
tation of Infinity-2B and Infinity-8B [12]7. For Infinity-2B,
we use all the hyperparameters at their default settings. For
Infinity-8B, due to computational resource limitations, us-
ing A100 40GB GPUs leads to out-of-memory (OOM) er-
rors. Therefore, we conduct both qualitative and quantita-
tive evaluations on the generation results at scale 48.

B.2. The Pivotal and Auxiliary Token
In our Observation 2, we employ the defined pivotal score
and the Maximum Distance to Chord (MDC) to identify the

3https : / / github . com / POSTECH - CVLab / PyTorch -
StudioGAN

4https://github.com/lucidrains/gigagan-pytorch
5https://github.com/djghosh13/geneval
6https://github.com/TencentQQGYLab/ELLA
7https://github.com/FoundationVision/Infinity

pivotal and auxiliary token. Specifically, we follow [37]
and define the pivotal score sk,i = ∥F̃ k−1,i − F̄ k−1∥2
using the L2 norm, where F̄ k−1 represents the mean fea-
ture map obtained by averaging F̃ k−1 across scale dimen-
sions, and F̃ k−1,i denotes each token along the scale di-
mension. Then, to determine the boundary between piv-
otal and auxiliary tokens, we follow the MDC method [38].
Given the sorted sequence {sk,in}Ln=1 in descending order,
we construct a chord connecting the endpoints (1, sk,i1) and
(L, sk,iL), where L = Sk is the scale dimension. The per-
pendicular distance of each intermediate point (in, sk,in) to
this chord is computed as

din =

∣∣(sk,iL − sk,i1) · in − (L− 1) · sk,in + L · sk,i1 − sk,iL
∣∣√

(sk,iL − sk,i1)
2 + (L− 1)2

.

(6)
The index i∗n = argmaxin din corresponding to the

maximum distance is defined as the elbow point, which sep-
arates the tokens into

Tpivotal = {1, . . . , i∗n}, Tauxiliary = {i∗n + 1, . . . , L}. (7)

Tokens before the elbow point exhibit higher deviation from
the mean feature and are thus considered pivotal, while
those after are treated as auxiliary.

B.3. Text Prompts
We list the text prompts used for image generation in this
paper below.
Fig. 1 : “A man in a clown mask eating a donut”, “A cat
wearing a Halloween costume”, “Golden Gate Bridge at
sunset, glowing sky, dramatic perspective, vivid colors”,
“A palace under the sunset”, “A cool astronaut floating in
space”, and “A cat riding a skateboard down a hill”.
Fig. 2 : “a green train is coming down the tracks”.
Fig. 4 : “A bird perched on a tree branch in the rain”.
Fig. 6 : “A bear fishing with a stick by a calm river”.
Fig. 7 : “A hot air balloon floating above the clouds”.
Fig. 9 : “The face of a cat”.
Fig. 10 : “A dog running through water surrounded by flow-
ers” and “A cozy house surrounded by autumn trees”.
Fig. S1 : “A very cute cat near a bunch of birds”, “A cat
standing on a hill”, “A photo of a cute rabbit holding a cup
of coffee in a café”, “A cinematic shot of a little pig priest
wearing sunglasses”, “A dog covered in vines”, and “Cute
grey cat, digital oil painting by Monet”.
Fig. S2 : “Editorial photoshoot of an old woman, high fash-
ion 2000s fashion”, “An astronaut riding a horse on the
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moon, oil painting by Van Gogh”, “Full body shot, a French
woman, photography, French streets”, “A boy and a girl fall
in love”, “An abstract portrait of a pensive face, rendered in
cool shades of blues, purples, and grays”, and “Cute boy,
hair looking up to the stars, snow, beautiful lighting, paint-
ing style by Abe Toshiyuki”.

Fig. S3 : “A table with a light on over it”, “A library filled
with warm yellow light”, “A villa standing on a hill”, “A
train crossing a bridge over a canyon”, “A bridge stretching
over a calm river”, and “A temple surrounded by flowers”.

C. Algorithm detail of DiverseVAR

Algorithm 1 : DiverseVAR
Input : Scales {S1, S2, · · · , SK}. Scales for DiverseVAR con-

sists of m scales {l1, · · · , lm}. Scales for the vanilla pro-
cess {S1, S2, · · · , SK} \ {l1, · · · , lm}. The VAR model
ϕ, the image decoder D, and the quantizerQ.

Output: The final diverse output I.

F 0 = 0 ;
F̃ 0 = ⟨SOS⟩ ∈ R1×1×d ; // The start token [12]
for k = 1, · · · ,K do

if Sk ∈ {S1, S2, · · · , SK} \ {l1, · · · , lm} then
F o

k = ϕ(F̃ k−1) ; // Fig. 8 (Left)
end
else

F̂ k−1 ← F̃ k−1 ; // SSR: Eq. (4)

F̂
o

k = ϕ(F̂ k−1) ; // Fig. 8 (Right)

F o
k ← F̂

o

k ; // SAR: Eq. (5)

end
Rk = Q(F o

k) ;
F k = F k−1 + up(Rk, (hK , wK)) ; // Eq. (1)

F̃ k = down(F k, (hk, wk)) ; // Eq. (3)

end
I = D(FK)
Return The final generated image I

D. Additional Analysis

D.1. Ablation Study of Scales
Based on our observation and analysis, early scales have
a significant impact on the structural formation. Specifi-
cally, we apply our method to the VAR at scales 2 and 4
(i.e., li ∈ {4, 6}). To quantitatively investigate the im-
pact of scales on image generation quality and diversity, we
conducted experiments on GenEval and DPG to compare
generation quality, and on COCO 2014 and COCO 2017 to
evaluate generation diversity. As shown in Tab. S1 (1st–4th
rows), applying DiverseVAR with a single early scale leads
to consistent improvements in Recall, Coverage, and FID
over the vanilla on COCO 2014 and COCO 2017, demon-
strating enhanced diversity. Meanwhile, the performance

on GenEval and DPG shows only marginal degradation, in-
dicating that image generation quality is well preserved. To
further stimulate model diversity, we apply DiverseVAR to
multiple early scales and their various combinations. As
illustrated in Tab. S1 (5th–10th rows), increasing the num-
ber of applied scales leads to higher diversity but causes
a rapid degradation in generation quality. Notably, apply-
ing DiverseVAR to four early scales (i.e., li ∈ {2, 4, 6, 8})
yields the highest diversity metrics but the lowest generation
quality, with GenEval decreasing by more than 0.1. There-
fore, to achieve a good trade-off between generation quality
and diversity, we apply DiverseVAR at scales 4 and 6 (i.e.,
li ∈ {4, 6}), which are used as the default settings.

D.2. Ablation Study of Blocks
Our method operates at the block level, i.e., on 8
blocks bi within the Infinity backbone, where i ∈
{0, 1, 2, 3, 4, 5, 6, 7}. Specifically, DiverseVAR is applied
across all 8 blocks. To further assess the contribution
of different blocks, we perform comparative experiments
by selectively applying DiverseVAR to specific subsets
of blocks. As illustrated in Tab. S2 (3rd–7th rows), ap-
plying DiverseVAR to only partial subsets of blocks re-
sults in a significant degradation in either image gener-
ation quality or diversity compared to applying it to all
blocks. For example, applying DiverseVAR to blocks bi
with i ∈ {0, 1, 2, 3, 4, 5, 6} yields the best diversity per-
formance — achieving superior Recall, Coverage, and FID
on COCO 2014 and COCO 2017 — but results in a severe
degradation of image quality (Tab. S2 (3rd row)). While
applying DiverseVAR to blocks bi with i ∈ {4, 5, 6, 7}
maintains the generation quality, the resulting diversity met-
rics remain suboptimal (Tab. S2 (6th row)). Therefore, to
achieve a good trade-off between generation quality and di-
versity, we apply DiverseVAR at all 8 blocks, which are
used as the default settings.

For a more comprehensive comparison, we further ap-
ply the method at the model level. As illustrated in Tab. S2
(last row), this configuration maintains the generation qual-
ity (evaluated on GenEval and DPG), with GenEval remain-
ing at 0.73, but yields almost no improvement in diversity
(evaluated on COCO 2014 and COCO 2017).

D.3. Ablation Study on logits

We observe that the logits distributions under different sam-
plings are similar in the vanilla VAR, causing diversity col-
lapse. Our proposed method mitigates this issue by intro-
ducing variation into the distributions, thereby encouraging
diverse generations while maintaining faithful text–image
alignment and high visual quality. To further examine
whether DiverseVAR is more effective at the block level
than at the logits level, we performed comparative experi-
ments by applying it to the logits (Tab. S3 (2nd-3rd rows)).
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Dataset GenEval DPG COCO2014-30K COCO2017-5K

Scales
Metrics Two Obj. Position Color Attri. Overall ↑ Global Relation Overall ↑ Recall↑ Cov.↑ FID↓ CLIP↑ Recall↑ Cov.↑ FID↓ CLIP↑

li = ∅ (Vanilla) 0.84 0.45 0.55 0.73 84.80 93.04 82.97 0.316 0.651 28.48 0.313 0.408 0.832 39.01 0.313

li ∈ {2} 0.85 0.48 0.52 0.733 83.28 92.06 83.018 0.321 0.674 27.26 0.313 0.417 0.843 37.80 0.313
li ∈ {4} 0.83 0.44 0.58 0.716 83.28 92.49 83.256 0.333 0.660 27.11 0.314 0.430 0.833 37.64 0.313
li ∈ {6} 0.85 0.42 0.52 0.711 85.41 92.72 83.254 0.337 0.667 26.64 0.314 0.415 0.844 36.87 0.313
li ∈ {8} 0.84 0.45 0.52 0.725 83.89 92.49 82.891 0.329 0.662 27.35 0.314 0.422 0.838 37.92 0.313

li ∈ {2, 4} 0.83 0.44 0.52 0.712 82.06 92.22 82.859 0.340 0.680 25.43 0.313 0.435 0.851 35.92 0.312
li ∈ {4, 6} (Ours) 0.85 0.41 0.53 0.70 85.11 92.26 83.02 0.385 0.690 22.96 0.313 0.480 0.860 33.39 0.313

li ∈ {6, 8} 0.80 0.40 0.47 0.677 83.89 92.45 82.996 0.366 0.693 23.24 0.313 0.452 0.855 33.84 0.313
li ∈ {2, 4, 6} 0.77 0.40 0.48 0.669 83.58 92.26 82.388 0.432 0.710 20.05 0.312 0.513 0.876 30.79 0.311
li ∈ {4, 6, 8} 0.75 0.34 0.42 0.622 83.58 92.37 81.630 0.499 0.700 15.85 0.310 0.567 0.878 26.35 0.310

li ∈ {2, 4, 6, 8} 0.70 0.35 0.35 0.593 82.37 92.45 80.749 0.544 0.687 14.70 0.306 0.611 0.857 25.67 0.304

Table S1. Ablation study of different scales li on image generation quality (GenEval and DPG) and diversity (COCO 2014 and COCO
2017).

Dataset GenEval DPG COCO2014-30K COCO2017-5K

Blocks
Metrics Two Obj. Position Color Attri. Overall ↑ Global Relation Overall ↑ Recall↑ Cov.↑ FID↓ CLIP↑ Recall↑ Cov.↑ FID↓ CLIP↑

i = ∅ 0.84 0.45 0.55 0.73 84.80 93.04 82.97 0.316 0.651 28.48 0.313 0.408 0.832 39.01 0.313

i ∈ {0, 1, 2, 3, 4, 5, 6, 7}
(Ours) 0.85 0.41 0.53 0.70 85.11 92.26 83.02 0.385 0.690 22.96 0.313 0.480 0.860 33.39 0.313

i ∈ {1, 2, 3, 4, 5, 6, 7} 0.80 0.39 0.50 0.678 85.41 92.57 82.93 0.370 0.691 23.77 0.314 0.456 0.867 34.38 0.313
i ∈ {0, 1, 2, 3, 4, 5, 6} 0.80 0.38 0.45 0.657 83.89 92.72 82.60 0.411 0.699 21.06 0.314 0.485 0.868 31.92 0.313
i ∈ {2, 3, 4, 5, 6, 7} 0.85 0.42 0.56 0.715 83.58 92.49 82.86 0.350 0.676 25.78 0.314 0.432 0.851 36.27 0.314

i ∈ {4, 5, 6, 7} 0.82 0.42 0.56 0.722 84.19 92.26 83.03 0.338 0.659 27.22 0.314 0.427 0.846 37.15 0.314
i ∈ {1, 2, 3} 0.82 0.39 0.47 0.682 84.49 92.45 83.29 0.352 0.677 24.08 0.313 0.439 0.855 34.17 0.312

Model-level 0.85 0.43 0.56 0.73 84.19 92.80 83.03 0.317 0.651 28.29 0.314 0.402 0.828 38.98 0.313

Table S2. Ablation study of different blocks bi on image generation quality (GenEval and DPG) and diversity (COCO 2014 and COCO
2017).

Dataset GenEval DPG COCO2014-30K COCO2017-5K

Method
Metrics Two Obj. Position Color Attri. Overall ↑ Global Relation Overall ↑ Recall↑Cov.↑ FID↓ CLIP↑ Recall↑Cov.↑ FID↓ CLIP↑

Vanilla 0.84 0.45 0.55 0.73 84.80 93.04 82.97 0.316 0.651 28.48 0.313 0.408 0.832 39.01 0.313

SSR in logits 0.86 0.45 0.82 0.72 83.28 91.99 83.41 0.320 0.604 28.95 0.313 0.419 0.838 38.91 0.313
SSR+SAR in logits 0.86 0.45 0.54 0.73 83.89 92.99 83.12 0.331 0.580 29.06 0.313 0.402 0.828 39.22 0.313
SSR+SAR in blocks

(Ours) 0.85 0.41 0.53 0.70 85.11 92.26 83.02 0.385 0.690 22.96 0.313 0.480 0.860 33.39 0.313

Table S3. Ablation study on logits for image generation quality (GenEval and DPG) and diversity (COCO 2014 and COCO 2017).

As shown in Tab. S3, when DiverseVAR is applied to the
logits, the generation quality is well preserved — as indi-
cated by a GenEval score of 0.72 and 0.73 on GenEval —
while the diversity metrics on COCO 2014 and COCO 2017
show only a slight improvement.

E. Additional Results
E.1. Diversity Comparison
As shown in Figs. S1 to S3, we present additional qual-
itative results for diversity comparison. We observe that
the vanilla model tends to produce samples with limited di-
versity across different text prompts, although it generates
high-quality results. In contrast, our method can generate
diverse images from multiple samples under different text
prompts, while maintaining good text–image alignment, in-
dicating its advantage over the baselines.
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Figure S1. Additional diversity comparison. Our results demonstrate superior diversity.
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Figure S2. Additional diversity comparison. Our results demonstrate superior diversity.
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Figure S3. Additional diversity comparison. Our results demonstrate superior diversity.
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