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Abstract

While large-scale visual foundation models (VFMs) exhibit
strong generalization across diverse visual domains, their
potential for single-frame infrared small target (SIRST) de-
tection remains largely unexplored. To fill this gap, we
systematically introduce the frozen representations from
VFMs into the SIRST task for the first time and propose a
Foundation-Driven Efficient Paradigm (FDEP), which can
seamlessly adapt to existing encoder-decoder-based meth-
ods and significantly improve accuracy without additional
inference overhead. Specifically, a Semantic Alignment
Modulation Fusion (SAMF) module is designed to achieve
dynamic alignment and deep fusion of the global semantic
priors from VFMs with task-specific features. Meanwhile,
to avoid the inference time burden introduced by VFMs, we
propose a Collaborative Optimization-based Implicit Self-
Distillation (CO-ISD) strategy, which enables implicit se-
mantic transfer between the main and lightweight branches
through parameter sharing and synchronized backpropaga-
tion. In addition, to unify the fragmented evaluation sys-
tem, we construct a Holistic SIRST Evaluation (HSE) met-
ric that performs multi-threshold integral evaluation at both
pixel-level confidence and target-level robustness, provid-
ing a stable and comprehensive basis for fair model com-
parison. Extensive experiments demonstrate that the SIRST
detection networks equipped with our FDEP framework
achieve state-of-the-art (SOTA) performance on multiple
public datasets.

1. Introduction
Single-frame infrared small target (SIRST) detection is one
of the key technologies in infrared search and tracking sys-
tems [10, 40, 41, 47] and has been widely applied to tar-
get tracking [27, 36, 51], maritime assistance [11, 45, 49],
and early warning [19, 22, 33]. However, current SIRST
detection remains highly challenging due to complex back-
grounds, scarce target features, and severe class imbalance.

Early SIRST studies focused on model-driven meth-

Infrared small target detection networks

(ALCNet, MLCL-Net, DNA-Net, MSDA-Net, …… )

Encoder Decoder
SAMF

EncoderEncoder DecoderDecoder

Infrared small target detection networks

(ALCNet, MLCL-Net, DNA-Net, MSDA-Net, …… )

DINODINO
Foundation-Driven Efficient 

Paradigm (FDEP)

Collaborative optimization-based 

implicit self-distillation

Infrared small target detection networks

(ALCNet, MLCL-Net, DNA-Net, MSDA-Net, …… )

Encoder Decoder
SAMF

Encoder Decoder

Infrared small target detection networks

(ALCNet, MLCL-Net, DNA-Net, MSDA-Net, …… )

DINO
Foundation-Driven Efficient 

Paradigm (FDEP)

Collaborative optimization-based 

implicit self-distillation

Figure 1. Comparison of different SIRST detection paradigms.
Top: Traditional encoder-decoder-based architecture performs
feature encoding and decoding in a sequential manner. Bot-
tom: Our FDEP framework consists of a main branch (pur-
ple arrow) and a lightweight branch (green arrow). The main
branch integrates frozen semantic representations from VFMs.
The lightweight branch maintains the original structure. During
inference, only the lightweight branch is used for efficiency.

ods [1, 3–5, 8, 9, 13, 17, 24–26, 29, 44] that explicitly model
infrared imaging and background priors, but their reliance
on saliency assumptions and hand-designed priors makes
them less robust in complex scenes. With the development
of deep learning, data-driven methods have demonstrated
superior adaptability and robustness by automatically learn-
ing high-dimensional mappings from data [12, 28, 39]. Re-
cently, significant progress has been made in deep learning-
based SIRST detection methods [6, 14, 16, 18, 20, 21, 31,
32, 34, 37, 38, 42, 46, 48, 50, 53]. These methods gen-
erally leverage deep models combined with task-specific
knowledge (such as local contrast [37, 38], shape [46, 50]
etc.) to enhance the detectability of weak targets. How-
ever, existing research has three common limitations: 1.
The global context and semantic modeling are insufficient.
Existing methods focus on architectural modifications and
local clue amplification, but their ability to characterize
global context and high-level semantic relationships is rela-
tively limited, resulting in unstable performance under com-
plex backgrounds. 2. The trade-off between performance
and efficiency is limited. In pursuit of higher accuracy,
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some methods introduce substantial parameters and compu-
tational overhead, which comes at a significant cost in terms
of deployment metrics such as latency, making them unsuit-
able for real-time or resource-constrained scenarios. 3. The
evaluation system is fragmented and insufficient. Existing
single metrics are insufficient to comprehensively charac-
terize detection capabilities, and the current evaluation sys-
tem is highly sensitive to threshold settings.

To address the above challenges, we rethink the SIRST
detection paradigm. As shown in Fig. 1, compared with
the traditional paradigm, this work systematically intro-
ducing frozen representations from visual foundation mod-
els (VFMs) into this task for the first time, and proposes
a Foundation-Driven Efficient Paradigm (FDEP). Specif-
ically, considering the semantic and scale discrepancies
between the high-level representations from VFMs and
the task-specific features of SIRST, we design a Semantic
Alignment and Modulated Fusion (SAMF) module, which
achieves deep fusion between global semantic priors and
task-specific representations through semantic alignment
and dual-path modulation. Meanwhile, to avoid the infer-
ence overhead caused by introducing VFMs and to allevi-
ate the optimization instability and insufficient knowledge
transfer that may occur in explicit distillation under extreme
class imbalance, a cooperative optimization-based implicit
self-distillation (CO-ISD) strategy is proposed. This strat-
egy achieves stable performance gains without additional
inference overhead by sharing encoder-decoder parameters
and synchronously backpropagating within the same op-
timization space, enabling implicit semantic transfer be-
tween the main and lightweight branches during the training
phase. In addition, to overcome the fragmentation and in-
sufficiency of existing evaluation systems, we construct a
Holistic SIRST Evaluation (HSE) metric, which performs
multi-threshold integral assessment at both pixel-level con-
fidence prediction and target-level robust detection perspec-
tives, providing a more stable and comprehensive metric for
fair model comparison and performance analysis. The main
contributions of this paper are summarized as follows:

• We systematically introduce the frozen representations
from VFMs into the SIRST detection task for the first
time and propose a FDEP framework, which can be
seamlessly adapted to existing encoder-decoder-based
networks and significantly enhances detection accuracy
without additional inference overhead.

• To bridge the semantic gap, we propose a SAMF module
that achieves deep fusion of global semantic priors and
task-specific representations through semantic alignment
and dual-path modulation.

• A CO-ISD strategy is proposed to enable semantic im-
plicit transfer through shared encoder-decoder and syn-
chronous backpropagation, thereby achieving effective
performance improvement and lightweight deployment.

• To overcome the limitations of existing evaluation sys-
tems, we construct the HSE metric that performs multi-
threshold integral assessment from both pixel-level and
target-level perspectives.

2. Related Work

Non-deep learning-based SIRST detection. Thes meth-
ods mainly rely on handcrafted features and prior model-
ing, and can be roughly divided into three categories: back-
ground suppression-based methods, human visual system-
based methods, and image structure-based methods. Back-
ground suppression-based methods [1, 4, 17, 25, 26] en-
hance target responses by reducing background energy, but
often suffering from performance degradation in complex
backgrounds. Human visual system-based methods [3, 8,
24, 29] detect targets by simulating visual attention and con-
trast mechanisms. They can effectively suppressing bright
backgrounds but often yielding false alarms in noisy scenes.
Image structure-based methods [5, 9, 13, 44] model detec-
tion as low-rank sparse decomposition using background
self-similarity and target sparsity, but they are computation-
ally expensive and sensitive to complex textures.

Deep learning-based SIRST detection. In contrast
to non-deep learning-based methods, deep learning-based
methods exhibit superior robustness and generalization [15,
52]. Existing deep learning-based SIRST detection methods
can be broadly categorized into three types: structure op-
timization, contrast information modeling, and edge shape
information enhancement. For structural optimization, most
studies build on U-Net variants to improve feature extrac-
tion and semantic modeling, including pure CNN-based
networks [6, 14, 21, 32, 48] and hybrid architectures [31,
34, 42] that combine Transformers for long-range depen-
dency modeling. For contrast information modeling, in-
spired by the traditional idea of local contrast, [7, 37, 38]
are proposed one after another to enhance the salience of
the target and improve the separability of the target and
the background. In addition, to better capture fine-grained
edges and shapes, recent works [16, 18, 20, 46, 50, 53] ex-
plore edge shape information enhancement, effectively im-
proving boundary integrity and target recognition through
gradient constraints, shape priors, and multi-scale orienta-
tion modeling. Although deep learning-based methods have
greatly improved detection performance, they mainly focus
on single network optimization while lacking exploration of
cross-model generalization or a unified detection paradigm.
More importantly, the potential of large-scale VFMs for
SIRST detection remains underexplored. To address this,
we make the first attempt to systematically introduce the
frozen representations from VFMs into this task and pro-
pose a high-performance framework that can be seamlessly
adapted to existing encoder-decoder-based networks.
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Figure 2. Overview of the FDEP Framework.

3. Methods

3.1. FDEP Framework

To further improve the detection performance of existing
methods, we propose a FDEP framework based on VFMs.
As shown in Fig. 2, the proposed framework includes
three branches: the visual foundation model frozen rep-
resentation branch, the main branch, and the lightweight
branch. For the visual foundation model frozen represen-
tation branch, we use the frozen DINO series model [2, 23]
to extract the global semantic prior of the input infrared im-
age, so as to fully activate the universal visual knowledge
learned by the VFMs in large-scale natural images. For the
main branch, we use the encoder layer of the existing SIRST
detection method to extract task-specific high-level seman-
tic features, and use the designed SAMF module to achieve
deep interaction and fusion between task-specific features
and global semantic prior. The main branch features af-
ter SAMF module not only have stronger discriminative
abilities, but also significantly improve robust detection ca-
pabilities in complex backgrounds. For the lightweight
branch, we retain the structure of the original SIRST de-
tection network to ensure efficient inference. During train-
ing optimization, we apply the proposed CO-ISD strategy.
By sharing the encoder-decoder structure and performing
synchronous backpropagation, the main branch dynami-
cally guides the lightweight branch to learn its high-level
semantic representation, thereby achieving implicit knowl-
edge transfer and efficient alignment. In summary, the pro-
posed FDEP framework achieves a unified optimization be-
tween accuracy and efficiency through a three-step collabo-
rative process: frozen feature guidance, semantic alignment
fusion, and collaborative distillation optimization.

3.2. SAMF Module
Although VFMs (such as DINOv2 [23]) can learn powerful
global representations on large-scale natural images, their
feature distributions differ significantly from those of the
SIRST task in the semantic domain. To bridge the semantic
gap between the global semantics from VFMs and the dis-
criminative features of the SIRST detection task, we design
a SAMF module that dynamically aligns and fuses global
semantic priors with task-specific representations at the fea-
ture level. From Fig. 2, this module can be divided into
three steps: semantic alignment, dual-path modulation, and
residual refinement. Taking MSDA-Net equipped with the
FDEP framework as an example, the process is as follows:

For semantic alignment, given features F
(i)
DINO ∈

RCd×Hi×Wi , i ∈ {6, 12, 18, 24} from different depths of
the frozen DINOv2 (ViT-L/14), we first project them onto
a spatial scale consistent with the top-level features F (t) ∈
R64×H×W of the backbone encoder through 1×1 convolu-
tion and bilinear upsampling:

P̃ (i) = Up(Conv1×1(F
(i)
DINO)), (1)

where P̃ (i) ∈ R32×H×W denotes the aligned semantic
prior. Subsequently, two modulation maps are generated
through two independent 1×1 convolutional branches:

M
(i)
mul = Sigmoid(Conv1×1(P̃

(i))), (2)

M
(i)
add = ReLU(BN(Conv1×1(P̃

(i)))), (3)

where Mmul is a multiplicative gating map. Madd is an
additive semantic map.

For dual-path modulation, we divide the backbone fea-
tures F (t) into two equal parts [F (t)

A , F
(t)
B ] along the channel
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dimension. The F (t)
A performs multiplicative modulation to

suppress noise responses, while the F
(t)
B performs additive

modulation to inject semantic information:

B
(i)
mul = Conv3×3(F

(t)
A ⊙M

(i)
mul), (4)

B
(i)
add = Conv1×1(F

(t)
B +M

(i)
add), (5)

where ⊙ denotes element-wise multiplication.
For residual refinement, the dual-path modulation fea-

tures are concatenated along the channel dimension, then
residually superimposed with the original features, and fi-
nally integrated using a 3×3 convolution:

F (t+1) = Conv3×3(([B
(i)
mul, B

(i)
add]) + F (t)), (6)

where F (t+1) denotes the fused feature after the (t + 1)th
SAMF module. The top-level features of the backbone en-
coder will be progressively fused with the features of the
four DINO deep layers (i ∈ {6, 12, 18, 24}) to obtain the
final semantically aligned fused features F 4 ∈ R64×H×W .

Overall, guided by the global semantic priors of frozen
VFMs, the SAMF module aligns and fuses task-specific and
global semantic features through a collaborative three-stage
mechanism, thereby achieving adaptive representation re-
construction from global to local. In addition, by employing
multiple SAMF modules to progressively inject multi-level
semantic priors and perform decoupled fusion within the
feature space, the model gradually transfers the global pri-
ors knowledge to the task-specific detector, yielding seman-
tically consistent, noise-resistant, and target-sensitive repre-
sentations that significantly improve detection performance.

3.3. CO-ISD Strategy
To alleviate the computational overhead introduced by
VFMs, we propose the CO-ISD strategy. From Fig. 2,
this strategy implicitly includes two branches that are co-
optimized during the training phase: a main branch and a
lightweight branch. The main branch learns globally con-
textual and highly discriminative feature representations by
integrating the frozen semantic representations from VFMs,
while the lightweight branch retains the original SIRST net-
work structure to enable efficient inference during deploy-
ment. Notably, the two branches share the same encoder-
decoder structure and parameter set, and calculate their
respective detection losses simultaneously during training.
This strategy achieves implicit modeling of semantic con-
sistency and knowledge transfer through dynamic collabo-
rative optimization.

Specifically, the optimization objectives for the main
branch and the light branch are defined as follows:

Lmain = LEEDM (Ymain, Ygt), (7)
Llight = LEEDM (Ylight, Ygt), (8)

Algorithm 1 Computation of Holistic SIRST Evaluation (HSE)

Input: Predicted masks {Pi}Ni=1; Ground truths {Gi}Ni=1;
Threshold set T = {tj}Mj=1; Matching tolerance τ .

Output: Pixel-level HSE-P, Target-level HSE-T, Holistic HSE
1: Initialize: M , τ , Precision–Recall lists P ← ∅,R← ∅
2: Step HSE-P-1: Flatten all {Pi}Ni=1 and {Gi}Ni=1:

{(pk, gk)}Kk=1 ← Flatten({(Pi, Gi)})
3: Step HSE-P-2: Compute the Precision–Recall curve and in-

tegrate it to obtain the HSE-P according to Eq.(11).
4: Step HSE-T-1: Iterate over thresholds to compute successive

precision and recall pairs:
5: for each threshold t ∈ T do
6: P̂i(t)← I(Pi > t) ▷ Binarization operation
7: (Ĉp(t), Cg)← ConnA(P̂i(t), Gi) ▷ Connected Area
8: M(t)← Match(Ĉp(t), Cg, τ) ▷ Centroid match
9: (Nmatch(t), Np(t), Ng)← |M(t)|, |Ĉp(t)|, |Cg| ▷ Count

10: if Np(t) = 0 then
11: Precision(t)← 0 ▷ Avoid division by zero
12: else
13: Precision(t)← Nmatch(t)/Np(t) ▷ Derive Precision
14: end if
15: Recall(t)← Nmatch(t)/Ng ▷ Derive Recall
16: (P,R)←(P,R)∪{(Precision(t),Recall(t))} ▷ Append
17: end for
18: Step HSE-T-2: Integrate the Precision–Recall pairs (P, R)

across all thresholds to obtain the HSE-T by Eq.(12).
19: Step HSE-FINAL: Fuse pixel-level HSE-P and target-level

HSE-T to obtain the final HSE by Eq.(10).
20: Return: HSE-P, HSE-T, and HSE.

where Ymain and Ylight denotes the outputs of the main
branch and the lightweight branch, Ygt denotes the true
label, and LEEDM denotes the edge-enhanced difficulty-
mining loss [40, 52]. The two branches synchronize back-
propagation by sharing parameters during training, and the
overall optimization objective is:

LCO-ISD = Lmain + α · Llight (9)

where LCO−ISD denotes the total loss. α is set to 1.
Since the main branch incorporates the global semantic

priors from VFMs, its gradient updates carry rich seman-
tic information. Under parameter sharing, the lightweight
branch is optimized synchronously and thus passively in-
herits the representational capability of the main branch
through gradient-level semantic transfer. After training,
only the lightweight branch is retained for inference, which
maintain performance comparable to the main branch with-
out introducing inference overhead. Overall, the CO-
ISD strategy achieves implicit transfer of semantic knowl-
edge and effective enhancement of lightweight model per-
formance through a collaborative optimization mechanism
without introducing any additional inference overhead.
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Table 1. Performance comparison of different methods on the SIRST3 dataset. “+ FDEP w/o CO-ISD” denotes the FDEP framework
without using the CO-ISD strategy. Red denotes the best result, and blue denotes the second best result. P: Parameters.

Conventional Accuracy Metrics HSE Series Accuracy Metrics Computational Cost
Methods Description

IoU ↑ nIoU ↑ Pd ↑ Fa ↓ HSE-P ↑ HSE-T ↑ HSE ↑ P (M) Time (s)
Original 62.76 61.25 94.62 18.78 82.41 82.58 68.05 0.40 0.022

+ FDEP w/o CO-ISD 70.43 69.73 96.48 19.70 90.02 (⇑ 7.61) 86.66 (⇑ 4.08) 78.01 (⇑ 9.96) 0.85 0.082ACM [6]
+ FDEP Framework 68.56 68.01 95.42 13.92 89.17 (⇑ 6.76) 85.02 (⇑ 2.44) 75.81 (⇑ 7.76) 0.85 0.022

Original 68.30 69.55 95.28 34.07 87.56 84.74 74.20 0.43 0.021
+ FDEP w/o CO-ISD 73.17 73.23 97.14 24.95 91.73 (⇑ 4.17) 88.67 (⇑ 3.93) 81.34 (⇑ 7.14) 0.88 0.082ALCNet [7]
+ FDEP Framework 70.57 72.88 95.61 22.05 89.75 (⇑ 2.19) 87.25 (⇑ 2.51) 78.31 (⇑ 4.11) 0.88 0.021

Original 79.83 82.88 96.35 19.02 94.37 91.98 86.80 0.66 0.025
+ FDEP w/o CO-ISD 84.16 85.08 97.54 8.59 96.63 (⇑ 2.26) 93.57 (⇑ 1.59) 90.43 (⇑ 3.63) 1.11 0.087MLCL-Net [37]
+ FDEP Framework 80.24 83.46 95.42 12.25 94.27 (⇓ 0.10) 92.50 (⇑ 0.52) 87.20 (⇑ 0.40) 1.11 0.025

Original 80.94 83.39 96.74 11.22 95.09 91.23 86.75 5.67 0.024
+ FDEP w/o CO-ISD 83.06 84.16 97.21 8.49 96.31 (⇑ 1.22) 92.30 (⇑ 1.07) 88.90 (⇑ 2.15) 9.74 0.086ALCL-Net [38]
+ FDEP Framework 81.83 83.95 96.41 16.09 95.74 (⇑ 0.65) 91.29 (⇑ 0.06) 87.40 (⇑ 0.65) 9.74 0.024

Original 82.59 86.08 96.68 9.29 95.38 93.41 89.10 4.70 0.095
+ FDEP w/o CO-ISD 83.06 86.09 98.14 8.90 96.33 (⇑ 0.95) 94.99 (⇑ 1.58) 91.50 (⇑ 2.40) 8.77 0.160DNA-Net [14]
+ FDEP Framework 82.54 86.06 97.54 11.93 95.46 (⇑ 0.08) 93.89 (⇑ 0.48) 89.62 (⇑ 0.52) 8.77 0.095

Original 81.69 84.74 97.21 7.78 95.24 92.39 87.99 8.99 0.036
+ FDEP w/o CO-ISD 84.35 85.62 97.54 13.90 96.78 (⇑ 1.54) 94.58 (⇑ 2.19) 91.53 (⇑ 3.54) 13.06 0.100GGL-Net [50]
+ FDEP Framework 83.59 86.29 97.34 11.46 96.48 (⇑ 1.24) 94.00 (⇑ 1.61) 90.69 (⇑ 2.70) 13.06 0.036

Original 81.99 83.73 96.54 12.15 96.00 91.69 88.02 50.54 0.055
+ FDEP w/o CO-ISD 84.34 85.58 97.41 5.35 96.93 (⇑ 0.93) 93.30 (⇑ 1.61) 90.44 (⇑ 2.42) 64.71 0.120UIU-Net [32]
+ FDEP Framework 83.12 85.05 97.08 13.31 96.57 (⇑ 0.57) 93.22 (⇑ 1.53) 90.01 (⇑ 1.99) 64.71 0.055

Original 82.86 85.46 97.01 12.53 96.43 93.04 89.72 4.79 0.035
+ FDEP w/o CO-ISD 84.71 86.57 98.14 11.95 97.25 (⇑ 0.82) 94.32 (⇑ 1.28) 91.73 (⇑ 2.01) 5.24 0.100MSDA-Net [53]
+ FDEP Framework 84.05 86.33 97.54 14.24 96.92 (⇑ 0.49) 94.21 (⇑ 1.17) 91.31 (⇑ 1.59) 5.24 0.035

3.4. HSE Metric
In SIRST task, the current evaluation system suffers from
fragmentation and inherent limitations. Specifically, exist-
ing research relies on a set of discrete metrics (e.g. IoU ,
nIoU , Pd, Fa), which fail to comprehensively reflect the
performance of the probability map generated by the model.
In addition, the ROC-AUC metric used in existing work,
aggregated across all thresholds, is insensitive to false pos-
itives under extreme class imbalance (please see Sec. 4.5).
To address these, we propose a unified and comprehensive
HSE metric as shown in Algorithm 1.

This metric consists of two complementary sub-metrics.
The final score obtained via their product fusion:

HSE = HSE-P ×HSE-T (10)

where HSE-P measures the pixel-level confidence quality,
while HSE-T measures the target-level detection robust-
ness. The product-based fusion can simultaneously con-
sider the local precision and overall detectability.

For HSE-P , given the predicted probability maps
{pi}Ni=1 and their true label {Gi}Ni=1, all samples are flat-
tened and concatenated to compute the Precision-Recall
(PR) curve. The area under the curve is used:

HSE-P =

∫ 1

0

P (R) dR , (11)

where P (R) denotes the Precision as a function of Recall.

Compared to ROC-AUC, HSE-P is more sensitive to
false positive pixels, offering a more reliable measure.

For HSE-T , we first binarize the {pi}Ni=1 under mul-
tiple threshold sets T = {t1, t2, . . . , tM}, and extract the
connected component sets Ĉp(tj) and Ĉg of the predicted
target and the true target. For each true target centroid
cg ∈ Cg , iterate through all unmatched predicted target cen-
troids ĉp ∈ Ĉp(tj). If the Euclidean distance meets the set
threshold, it is determined to be a correct, and the predicted
target is marked as “matched” to prevent duplication. Then,
based on the number of successful matches, predicted tar-
gets, and true targets, Precision and Recall are calculated
at each threshold. Finally, HSE-T is obtained by discretely
integrating the Precision–Recall pairs:

HSE-T =

M∑
j=1

P (tj) [R(tj)−R(tj+1)], (12)

where P (tj) and R(tj) denote the Precision and Recall
computed at threshold tj , respectively. Compared with tra-
ditional metrics such as Pd and Fa, HSE-T more stably
characterizes the model’s detection robustness and general-
ization ability under different decision boundaries through
discrete integration with multiple thresholds.

In summary, the proposed HSE metric upgrades the
evaluation system from point-based assessment to line-
based integration and ultimately to surface-based measure-
ment in probability space, establishing a fair, comprehen-
sive, and stable evaluation for SIRST detection.
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Table 2. Performance comparison of different methods on the NUAA-SIRST, NUDT-SIRST, and IRSTD-1k datasets. “+ FDEP w/o
CO-ISD” denotes the FDEP framework without CO-ISD strategy. Red denotes the best result, and blue denotes the second best result.

NUAA-SIRST (213:214) NUDT-SIRST (663:664) IRSTD-1K (800: 201)
Methods Description

IoU Pd HSE-P HSE-T HSE IoU Pd HSE-P HSE-T HSE IoU Pd HSE-P HSE-T HSE
Original 67.07 91.63 87.25 89.23 77.86 67.31 97.88 86.31 85.22 73.55 63.26 90.24 83.86 86.70 72.71

+ FDEP w/o CO-ISD 70.94 94.68 90.95 90.16 82.01 72.16 98.41 90.85 85.78 77.93 67.71 89.23 88.57 83.76 74.19ACM
+ FDEP Framework 70.34 94.68 89.60 89.39 80.09 69.82 97.67 89.56 85.24 76.34 65.96 89.90 87.44 84.34 73.75

Original 70.64 92.02 90.56 87.09 78.87 72.73 96.19 91.20 88.86 81.04 67.15 90.91 88.82 86.97 77.24
+ FDEP w/o CO-ISD 74.15 95.82 93.15 91.66 85.38 77.01 98.20 93.95 89.42 84.01 68.73 95.29 89.52 88.45 79.18ALCNet
+ FDEP Framework 71.68 93.54 91.51 88.57 81.04 74.15 97.14 92.04 88.97 81.89 68.02 91.25 89.76 88.15 79.12

Original 76.37 96.96 93.80 88.79 83.28 94.47 98.73 99.35 96.73 96.11 66.07 90.24 84.62 85.72 72.53
+ FDEP w/o CO-ISD 80.35 97.72 95.88 93.52 89.66 95.82 99.47 99.48 98.21 97.70 71.68 91.58 91.05 87.36 79.54MLCL-Net
+ FDEP Framework 77.59 95.82 92.98 91.84 85.40 94.93 99.05 99.37 97.30 96.69 66.41 90.91 85.82 85.07 73.01

Original 76.52 95.82 93.44 90.02 84.11 94.25 99.15 99.38 94.25 93.66 67.35 92.26 86.49 86.11 74.48
+ FDEP w/o CO-ISD 79.07 97.34 95.11 92.14 87.63 94.39 98.10 99.01 96.41 95.46 72.24 92.93 91.37 85.74 78.34ALCL-Net
+ FDEP Framework 77.69 95.82 93.10 91.86 85.53 94.44 98.94 99.31 96.54 95.88 69.82 92.26 88.95 83.55 75.15

Original 76.29 96.58 93.56 91.19 85.31 95.17 99.26 99.45 96.88 96.34 68.07 94.28 86.27 86.83 74.91
+ FDEP w/o CO-ISD 80.36 97.72 95.70 93.07 89.07 95.20 99.26 99.47 98.21 97.69 71.53 94.61 90.78 87.49 79.42DNA-Net
+ FDEP Framework 79.26 96.58 95.09 92.14 87.62 95.45 99.37 99.45 98.00 97.47 71.05 93.27 90.80 84.10 76.37

Original 79.46 97.34 94.64 93.44 88.43 94.68 98.94 99.25 97.26 96.53 67.68 89.56 87.06 86.84 75.60
+ FDEP w/o CO-ISD 79.59 98.48 95.70 94.48 90.41 95.49 99.26 99.40 98.00 97.41 68.77 94.28 88.61 89.16 79.00GGL-Net
+ FDEP Framework 80.12 98.10 94.84 94.04 89.19 95.23 99.05 99.36 97.46 96.84 67.42 92.93 86.06 90.24 77.66

Original 78.23 96.58 94.37 91.03 85.91 94.88 99.05 99.44 97.59 97.05 67.64 93.27 86.27 88.73 76.55
+ FDEP w/o CO-ISD 79.34 98.10 95.87 90.11 86.39 95.52 99.05 99.40 97.89 97.30 72.44 94.28 91.95 85.84 78.93UIU-Net
+ FDEP Framework 79.65 97.34 94.97 90.51 85.96 95.55 99.37 99.47 97.90 97.38 68.46 91.58 90.14 87.67 79.03

Original 75.94 96.96 93.25 89.64 83.58 96.03 99.15 99.54 97.10 96.66 71.47 92.26 91.21 85.89 78.34
+ FDEP w/o CO-ISD 79.48 98.10 95.29 92.35 88.00 96.01 99.05 99.43 98.08 97.53 71.96 93.27 91.86 86.07 79.06MSDA-Net
+ FDEP Framework 75.98 95.06 92.84 90.44 83.96 96.50 99.37 99.50 97.91 97.43 71.52 93.60 91.74 86.51 79.37

4. Experiments
4.1. Datasets
We conduct experiments on four public SIRST datasets:
SIRST3 [35, 40], NUAA-SIRST [6], NUDT-SIRST [14]
and IRSTD-1K [46]. They contain 2755, 427, 1327, and
1001 samples respectively. These datasets cover a wide
range of scenarios, from real-world complex scenes to syn-
thetic multi-target environments, providing a comprehen-
sive basis for verifying the robustness and generalization.

4.2. Implementation Details
1) Experiment setting. We use the AdamW [46] opti-

mizer with an initial learning rate of 1.0× 10−3. The batch
size is 16, the epochs is 400, and the GPU is an RTX 4090
24 GB. During training, all input images are normalized and
randomly cropped into 448 × 448 pixels image patches.

2) Evaluation metrics. To facilitate a smooth transi-
tion, in addition to HSE series, we also adopt four com-
monly used metrics: pixel-level metrics (IoU and nIoU )
and target-level metrics (Pd and Fa). Consistent with pre-
vious research [35, 40], we use a threshold-based determi-
nation for Fa. When Fa > 1e−4, the model is invalid.

4.3. Comparison with SOTA Methods
We embed multiple excellent SIRST detection networks [6,
7, 14, 32, 37, 38, 50, 53] into our framework. For fair com-
parison, we retrain all models with the same settings. More
experiments can be found in the Supplementary Materials.

Evaluation on the SIRST3 dataset. From Tab. 1, first,
when the frozen VFMs is introduced (i.e., “+FDEP w/o
CO-ISD”), all networks exhibit consistent improvements,
with IoU , nIoU , Pd, and HSE increasing by 0.47–7.67,
0.01–8.48, 0.33–1.86, and 2.01–9.96, respectively. Second,
compared with “+FDEP w/o CO-ISD”, the introduction
of the CO-ISD strategy further reduces inference time by
40.6% (from 0.160 to 0.095) - 74.4% (from 0.082 to 0.021),
while maintaining comparable detection performance. For
most networks (e.g., MSDA-Net), the difference in HSE
is less than 1.0, indicating that CO-ISD strategy effec-
tively achieves the alignment of the main and lightweight
branch representations. Finally, the FDEP framework con-
sistently enhances performance across diverse models with-
out increasing inference cost, with HSE improving by
0.40–7.76, highlighting its strong transferability and gen-
eralization. As shown in Fig. 3, both “+FDEP w/o CO-
ISD” and “+FDEP Framework” deliver comparable re-
sults, which are better than those of the original networks.

Evaluation on three individual datasets. As shown
in Tab. 2, compared with the original networks, the net-
work equipped with “+ FDEP w/o CO-ISD” and “+ FDEP
Framework” will achieve significant performance improve-
ments on all three datasets. Specifically, compared to
“Original”, “+ FDEP w/o CO-ISD” will improve the
HSE metric by 0.48-6.51, 0.25-4.38, 0.72-7.01 on the
NUAA-SIRST, NUDT-SIRST, and IRSTD-1K datasets, re-
spectively. Similarly, compared to “Original”, “+ FDEP
Framework” will improve the HSE metric by 0.05-2.31,
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Figure 3. Visualization of several excellent methods on the SIRST3 dataset. Red: correct detections; blue: false positives; orange: missed
detections. Every two rows from top to bottom: Image, “Original”, “+ FDEP w/o CO-ISD”, “+ FDEP Framework”, True label.

0.31-2.79, and 0.48-2.48, respectively. Overall, the results
fully validate that the FDEP framework maintains stable
performance under various challenging conditions.

4.4. Ablation Experiment

To fully validate the proposed FDEP framework, we per-
form detailed ablation experiments. More experiments can
be found in the Supplementary Materials.

1) Break-Down Ablation. From Tab. 3, compared with
the “Original”, introducing the frozen DINO features im-
proves the HSE metric by 1.68, indicating that the global
semantic priors provided by VFMs can effectively com-
pensate for the sparsity and limited semantic representa-
tion of target features. At the same time, from “Scheme1-
Scheme2” and “Scheme3-Scheme4”, the proposed SAMF
module further enhances the performance gains brought by
DINO feature integration, yielding an additional average
0.36 HSE gain with negligible inference cost. In addition,
from “Scheme1–Scheme3” and “Scheme2–Scheme4”, in-
corporating the proposed CO-ISD strategy significantly re-
duces inference time by 63.0% (from 0.100 to 0.037) while
maintaining only a negligible decrease in HSE, markedly
enhancing inference efficiency. Furthermore, by comparing
the “Original” and “Scheme4”, SIRST networks equipped
with the FDEP framework achieve an HSE improvement
of 1.59 under the same inference time. In summary, the in-
troduction of frozen DINO features provides strong global

semantic priors, the SAMF module enables efficient multi-
level semantic fusion, and the CO-ISD strategy ensures an
optimal balance between performance and deployability.

2) Investigation of Foundation Model Scale and Inte-
gration Strategy. From Tab. 4, as the scale of the VFMs
increases, the model exhibits a consistent improvement in
the HSE. This indicates that larger-scale VFMs provide
richer global priors for SIRST detection. Meanwhile, com-
pared to not using the SAMF module, using this module can
achieve further performance improvements across all set-
tings. Specifically, the HSE metric improves by 0.31–0.57,
demonstrating that the SAMF module effectively aligns
the semantics from the VFMs with task-specific features,
thereby achieving more efficient semantic fusion.

3) Investigation of CO-ISD Strategy. We conduct de-
tailed experiments on different parameter-sharing schemes
and the explicit distillation loss. From Tab. 5, when only
the encoder are shared, the absence of gradient collabora-
tion in decoding limits the HSE to 88.81. When only the
decoder are shared, the absence of global constraints at the
feature level limits the HSE to 88.64. In contrast, sharing
both encoder and decoder leads to a notable performance
improvement, indicating that end-to-end gradient collabo-
ration within a unified parameter space is crucial for effec-
tive implicit semantic transfer. In addition, the results us-
ing distillation loss show that the introduction of explicit
distillation loss does not bring any additional benefits and
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Table 3. Break-Down ablation experiments on the SIRST3 dataset.

Variants MSDA-Net + FDEP Framework
Scheme

DINO SAMF CO-ISD HSE-P HSE-T HSE Param (M) Time (s)
Original ✗ ✗ ✗ 96.43 93.04 89.72 4.79 0.037
Scheme1 ✓ ✗ ✗ 96.93 94.29 91.40 5.05 0.100
Scheme2 ✓ ✓ ✗ 97.25 94.32 91.73 5.24 0.100
Scheme3 ✓ ✗ ✓ 96.76 93.73 90.92 5.05 0.037
Scheme4 ✓ ✓ ✓ 96.92 94.21 91.31 5.24 0.037

Table 4. Investigation of foundation model scale and integration
strategy on the SIRST3 dataset.

MSDA-Net + FDEP MSDA-Net + FDEP
Scales SAMF

HSE-P HSE-T HSE
SAMF

HSE-P HSE-T HSE
ViT-S/14 ✗ 96.52 93.45 90.20 ✓ 96.66 93.63 90.51
ViT-B/14 ✗ 96.49 93.70 90.41 ✓ 96.91 93.87 90.98
ViT-L/14 ✗ 96.76 93.73 90.92 ✓ 96.92 94.21 91.31

Table 5. Investigation of the CO-ISD strategy on the SIRST3
dataset. E: Encoder, D: Decoder, EDL: Explicit Distillation Loss.

MSDA-Net + FDEP MSDA-Net + FDEP
Share EDL

HSE-P HSE-T HSE
EDL

HSE-P HSE-T HSE
E ✓ 94.71 90.36 85.58 ✗ 96.00 92.50 88.81
D ✓ 94.67 89.13 84.38 ✗ 96.40 91.96 88.64

E+D ✓ 96.59 93.66 90.47 ✗ 96.92 94.21 91.31

Table 6. Investigation of the VFMs directly applied to the SIRST
detection on the SIRST3 dataset. D: Decoder, DF: DINO Frozen.

Conventional Metrics HSE Series Metrics
Scheme DF

IoU nIoU Pd Fa HSE-P HSE-T HSE
DINO + D ✓ 34.15 26.98 55.48 91.11 52.62 41.38 21.77
DINO + D ✗ 33.87 26.87 56.81 80.67 52.03 44.27 23.03

DINO + MSDA(D) ✓ 69.08 69.40 96.40 18.68 90.00 90.96 81.86
DINO + MSDA(D) ✗ 69.98 70.91 96.81 17.30 90.31 91.50 82.64
FDEP w/o CO-ISD ✓ 84.71 86.57 98.14 11.95 97.25 94.32 91.73

even slightly degrades performance. This indicate that ex-
plicit distillation tends to destabilize optimization in the ex-
tremely imbalanced SIRST task, whereas our CO-ISD strat-
egy enables stable and efficient knowledge transfer.

4.5. Discussion
1) The limitations of directly applying VFMs to SIRST

detection. As shown in Tab. 6, when directly transferring
the DINO to the SIRST detection task, its performance
is extremely poor. Specifically, whether DINO is directly
connected to a decoder or used to replace the encoder of
MSDA-Net, its detection performance remains consider-
ably below that of the final FDEP-based method. For in-
stance, the “DINO + D” achieves an HSE of only 21.77,
and even when the DINO parameters are unfrozen, the
HSE increases slightly to 23.03. This demonstrates that
although VFMs exhibit powerful representational capabil-
ity in natural image, their global semantic features are not
directly compatible with the feature distribution of SIRST
task, leading to a notable domain gap. Moreover, compared
with the “DINO + D”, using “DINO + MSDA(D)” yields a
substantial improvement, indicating that task-specific net-

Case I: High-AUC case

High false positives but high AUC

Case II: Low-AUC case

Low false positives but low AUC

Case I: High-AUC case

High false positives but high AUC

Case II: Low-AUC case

Low false positives but low AUC

Figure 4. ROC curves for different cases. Red represents the High-
AUC case. Blue represents the Low-AUC case. The three columns
on the left denote the original image, the true label, and the simu-
lated prediction results, respectively.

work structures are better suited to capturing the subtle
characteristics of infrared small targets. However, even un-
der this configuration, it still fails to fully leverage the po-
tential of VFMs. In contrast, the proposed FDEP framework
achieves adaptive transfer from foundation-level semantics
to task-specific semantics through explicit semantic fusion
and implicit knowledge transfer.

2) The limitations of using ROC curves for SIRST de-
tection evaluation. Conventional ROC curves fail to accu-
rately reflect model performance in SIRST detection due to
the extreme class imbalance inherent to this task. Specifi-
cally, target pixels occupy only a very small percentage of
the image, while background pixels overwhelmingly dom-
inate. Under such conditions, even if a model generates a
large number of false positives, as long as the overall nega-
tive sample prediction is correct, the ROC curve will still
present the illusion of a high AUC. As shown in Fig. 4,
Case I still has an AUC as high as 0.9993 despite a large
number of false positives. In contrast, Case II, despite hav-
ing significantly better overall detection performance, has a
significantly lower AUC (0.9799) than Case I.

5. Conclusion
This work rethinks SIRST detection paradigm and proposes
a FDEP framework, which can seamlessly adapt to existing
encoder-decoder-based networks. Our FDEP framework
introduces frozen semantic representations from VFMs as
global semantic priors and employs a SAMF module to
achieve feature alignment and semantic injection. Mean-
while, a CO-ISD strategy is proposed, which achieves im-
plicit transfer of semantic priors through parameter shar-
ing and synchronous backpropagation. In addition, we con-
struct the HSE metric to address the redundancy and in-
completeness of existing evaluation system. Extensive ex-
periments demonstrate that the SIRST detection networks
equipped with the FDEP framework significantly improve
detection accuracy while maintaining inference efficiency.
We hope this study draws attention to research on deep col-
laboration between VFMs and task-specific networks.
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Rethinking Infrared Small Target Detection: A Foundation-
Driven Efficient Paradigm

Supplementary Material

In this supplementary material, we provide additional
details and results to complement the main paper. In Sec. A,
we present more ablation experiments to thoroughly ex-
plore the performance of the proposed FDEP framework.
In Sec. B, we offer quantitative comparisons with more ex-
isting methods. In Sec. C, we provide additional qualitative
comparisons on three individual datasets. In Sec. D, we
provide further discussion.

A. More Ablation Experiments
In this section, we have added the investigation of DINO
feature-level integration and further investigation of foun-
dation model scale and integration strategy.

1) Investigation of DINO Feature-Level Integration.
We conduct multi-level embedding experiments on the
SIRST3 dataset. From Tab. S1, the performance im-
provement varies significantly across different DINO lay-
ers. Compared with shallow-layer features (e.g., the 1st
layer), deeper features yield more substantial and stable
gains. Specifically, relative to the “Original” in Table 3
of the main paper, introducing only the 1st layer improves
the HSE by 0.38 (from 89.72 to 90.10), while incorporat-
ing the 8th, 16th, and 24th layers leads to improvements
of 1.32 (from 89.72 to 91.04), 1.35 (from 89.72 to 91.07),
and 1.26 (from 89.72 to 90.98), respectively. This indicates
that relying solely on shallow features results in insufficient
semantic extraction and limited capability to capture global
contextual relationships. In contrast, high-level semantic
features from DINO play a crucial role in enhancing target
robustness and suppressing complex backgrounds. Mean-
while, the performance obtained by introducing only the
24th layer is slightly lower than that of the 8th and 16th lay-
ers, indicating that excessively abstract high-level semantics
can also reduce performance gains. In addition, integrat-
ing multi-level features further boosts overall network per-
formance, with the best HSE achieved when fusing layers
“6/12/18/24”. This demonstrates that multi-level semantic
fusion effectively complements information across differ-
ent layers, enabling the model to achieve a more hierarchi-
cal representation that simultaneously captures local details
and global semantics. Notably, adding more layers (e.g.,
“4/9/14/19/24”) may lead to feature-space redundancy and
overlap, providing limited additional benefits.

2) More Investigation of Foundation Model Scale and
Integration Strategy. To further investigate the impact of
different scales of VFMs and their feature integration meth-
ods on the performance, in addition to the exploration in

Table S1. Analysis of introducing different DINO levels on the
SIRST3 dataset. The VFM used is DINOv2 ViT-L/14.

MSDA-Net + FDEP MSDA-Net + FDEP
Levels

HSE-P HSE-T HSE
Levels

HSE-P HSE-T HSE
1 96.17 93.69 90.10 12/24 96.70 94.31 91.21
8 96.91 93.95 91.04 8/16/24 96.91 94.19 91.28

16 96.68 94.20 91.07 6/12/18/24 96.92 94.21 91.31
24 96.92 93.88 90.98 4/9/14/19/24 96.41 94.59 91.19

Table S2. Investigation of foundation model scale and integration
strategy on the SIRST3 dataset. The network used is MSDA-Net.

FDEP w/o CO-ISD FDEP w/o CO-ISD
Scales SAMF

HSE-P HSE-T HSE
SAMF

HSE-P HSE-T HSE
ViT-S/14 ✗ 97.08 93.30 90.58 ✓ 97.21 93.61 91.00
ViT-B/14 ✗ 96.76 94.08 91.03 ✓ 97.34 93.83 91.34
ViT-L/14 ✗ 96.93 94.29 91.40 ✓ 97.25 94.32 91.73

the main paper on the “+ FDEP Framework”, we also con-
duct detailed experimental studies on the high-precision “+
FDEP w/o CO-ISD” framework. The experimental results
are shown in Tab. S2. Consistent with the experiments con-
ducted using “+ FDEP Framework” in the main paper, the
HSE continues to improve as the scale of the VFMs in-
creases. This indicates that larger backbone models possess
stronger semantic abstraction and feature representation ca-
pabilities, thereby providing richer global priors for SIRST
detection. Specifically, compared with “ViT-S/14”, using
“ViT-B/14” improves HSE by 0.45 (from 90.58 to 91.03)
and 0.34 (from 91.00 to 91.34). Using “ViT-L/14” improves
HSE by 0.82 (from 90.58 to 91.40) and 0.73 (from 91.00
to 91.73). In addition, compared with the variants without
the SAMF module, equipping the model with the proposed
SAMF module consistently yields performance gains across
all backbone scales. Specifically, using SAMF improves
HSE by 0.31 (from 91.03 to 91.34) - 0.42 (from 90.58 to
91.00). These results further validate that the SAMF mod-
ule can effectively align the semantic features of the VFMs
with task-specific representations, enabling more efficient
semantic transfer and fusion.

B. Compared with more SOTA Methods

To fully validate the performance of MSDA-Net equipped
with the FDEP framework, we conduct detailed quantitative
comparisons against several recent excellent methods on the
SIRST3 [35, 40], NUAA-SIRST [6], NUDT-SIRST [14],
and IRSTD-1K [46] datasets. In addition, we include three
representative non-deep learning-based methods [5, 25, 29]
to ensure the completeness and rigor of the evaluation.
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Table S3. Performance comparison of different methods on the SIRST3 dataset. “+ FDEP w/o CO-ISD” denotes the FDEP framework
without using the CO-ISD strategy. Red denotes the best result, and blue denotes the second best result. The values in parentheses denote
the difference between each method and the “MSDA-Net + FDEP Framework”.

Conventional Accuracy Metrics HSE Series Accuracy Metrics Computational Cost
Methods Description

IoU ↑ nIoU ↑ Pd ↑ Fa ↓ HSE-P ↑ HSE-T ↑ HSE ↑ Param (M) Time (s)
FKRW [25] Filtering 14.46 23.67 60.66 22.50 20.48 (⇑ 76.44) 40.73 (⇑ 53.48) 8.34 (⇑ 82.97) - 0.189
MPCM [29] Local Contrast 18.54 26.80 71.96 123.76 31.36 (⇑ 65.56) 13.50 (⇑ 80.71) 4.24 (⇑ 87.07) - 0.104
NIPPS [5] Low Rank 18.82 28.59 70.56 15.17 30.46 (⇑ 66.46) 34.05 (⇑ 60.16) 10.37 (⇑ 80.94) - 31.047
ACM [6] CNN-based 62.76 61.25 94.62 18.78 82.41 (⇑ 14.51) 82.58 (⇑ 11.63) 68.05 (⇑ 23.26) 0.40 0.022

ALCNet [7] CNN-based 68.30 69.55 95.28 34.07 87.56 (⇑ 9.36) 84.74 (⇑ 9.47) 74.20 (⇑ 17.11) 0.43 0.021
MLCL-Net [37] CNN-based 79.83 82.88 96.35 19.02 94.37 (⇑ 2.55) 91.98 (⇑ 2.23) 86.80 (⇑ 4.51) 0.66 0.025
ALCL-Net [38] CNN-based 80.94 83.39 96.74 11.22 95.09 (⇑ 1.83) 91.23 (⇑ 2.98) 86.75 (⇑ 4.56) 5.67 0.024
DNA-Net [14] CNN-based 82.59 86.08 96.68 9.29 95.38 (⇑ 1.54) 93.41 (⇑ 0.80) 89.10 (⇑ 2.21) 4.70 0.095
GGL-Net [50] CNN-based 81.69 84.74 97.21 7.78 95.24 (⇑ 1.68) 92.39 (⇑ 1.82) 87.99 (⇑ 3.32) 8.99 0.036
UIU-Net [32] CNN-based 81.99 83.73 96.54 12.15 96.00 (⇑ 0.92) 91.69 (⇑ 2.52) 88.02 (⇑ 3.29) 50.54 0.055
MTU-Net [31] Transformer-based 67.92 66.83 92.36 36.98 84.38 (⇑ 12.54) 80.61 (⇑ 13.60) 68.02 (⇑ 23.29) 12.75 0.028
RPCANet [30] CNN-based 73.68 74.82 92.06 32.24 85.40 (⇑ 11.52) 82.58 (⇑ 11.63) 70.53 (⇑ 20.78) 0.68 1.853

SCTransNet [42] Transformer-based 82.58 86.24 96.61 9.96 94.93 (⇑ 1.99) 92.94 (⇑ 1.27) 88.23 (⇑ 3.08) 11.32 0.048
ILNet [16] CNN-based 82.89 81.02 96.41 6.20 95.96 (⇑ 0.96) 90.23 (⇑ 3.98) 86.59 (⇑ 4.72) 4.04 0.020

SDSNet [43] Transformer-based 81.22 83.60 96.35 13.91 95.81 (⇑ 1.11) 92.84 (⇑ 1.37) 88.96 (⇑ 2.35) 2.55 0.029
CNN-based 82.86 85.46 97.01 12.53 96.43 (⇑ 0.49) 93.04 (⇑ 1.17) 89.72 (⇑ 1.59) 4.79 0.035

+ FDEP w/o CO-ISD 84.71 86.57 98.14 11.95 97.25 (⇓ 0.33) 94.32 (⇓ 0.11) 91.73 (⇓ 0.42) 5.24 0.100MSDA-Net [53]
+ FDEP Framework 84.05 86.33 97.54 14.24 96.92 94.21 91.31 5.24 0.035

Table S4. Performance comparison of different methods on the NUAA-SIRST, NUDT-SIRST, and IRSTD-1k datasets. “+ FDEP w/o
CO-ISD” denotes the FDEP framework without CO-ISD strategy. Red denotes the best result, and blue denotes the second best result.

NUAA-SIRST (213:214) NUDT-SIRST (663:664) IRSTD-1K (800: 201)
Methods Description

IoU Pd HSE-P HSE-T HSE IoU Pd HSE-P HSE-T HSE IoU Pd HSE-P HSE-T HSE
FKRW Filtering 22.84 77.19 35.72 62.73 22.41 14.70 58.10 21.74 37.70 8.20 9.25 54.21 12.49 33.40 4.17
MPCM Local Contrast 42.92 88.59 61.20 62.18 38.05 12.55 64.34 22.42 10.57 2.37 21.36 81.48 35.35 11.36 4.02
NIPPS Low Rank 26.82 80.23 61.40 54.71 33.59 18.66 68.89 54.29 42.13 22.87 14.93 67.34 27.18 46.72 12.70
ACM CNN-based 67.07 91.63 87.25 89.23 77.86 67.31 97.88 86.31 85.22 73.55 63.26 90.24 83.86 86.70 72.71

ALCNet CNN-based 70.64 92.02 90.56 87.09 78.87 72.73 96.19 91.20 88.86 81.04 67.15 90.91 88.82 86.97 77.24
MLCL-Net CNN-based 76.37 96.96 93.80 88.79 83.28 94.47 98.73 99.35 96.73 96.11 66.07 90.24 84.62 85.72 72.53
ALCL-Net CNN-based 76.52 95.82 93.44 90.02 84.11 94.25 99.15 99.38 94.25 93.66 67.35 92.26 86.49 86.11 74.48
DNA-Net CNN-based 76.29 96.58 93.56 91.19 85.31 95.17 99.26 99.45 96.88 96.34 68.07 94.28 86.27 86.83 74.91
GGL-Net CNN-based 79.46 97.34 94.64 93.44 88.43 94.68 98.94 99.25 97.26 96.53 67.68 89.56 87.06 86.84 75.60
UIU-Net CNN-based 78.23 96.58 94.37 91.03 85.91 94.88 99.05 99.44 97.59 97.05 67.64 93.27 86.27 88.73 76.55
MTU-Net Transformer-based 76.14 95.06 89.59 86.07 77.11 84.65 97.66 95.02 93.86 89.18 67.42 87.88 83.89 76.66 64.31
RPCANet CNN-based 57.49 88.97 73.50 68.99 50.71 87.54 95.56 94.11 90.07 84.77 63.54 87.63 78.52 75.55 59.33

SCTransNet Transformer-based 73.66 96.20 92.12 88.73 81.74 93.74 98.84 98.71 96.66 95.41 67.03 92.26 86.23 83.82 72.28
ILNet CNN-based 77.32 95.44 94.86 87.66 83.15 91.74 98.62 98.79 94.76 93.61 68.25 93.60 86.78 85.90 74.54

SDSNet Transformer-based 73.86 95.06 90.96 88.42 80.44 92.97 99.26 99.07 96.18 95.29 70.92 88.89 90.77 84.62 76.82
CNN-based 75.94 96.96 93.25 89.64 83.58 96.03 99.15 99.54 97.10 96.66 71.47 92.26 91.21 85.89 78.34

+ FDEP w/o CO-ISD 79.48 98.10 95.29 92.35 88.00 96.01 99.05 99.43 98.08 97.53 71.96 93.27 91.86 86.07 79.06MSDA-Net
+ FDEP Framework 75.98 95.06 92.84 90.44 83.96 96.50 99.37 99.50 97.91 97.43 71.52 93.60 91.74 86.51 79.37

1) Evaluation on the SIRST3 dataset. The experimental
results are presented in Tab. S3. First, compared with tra-
ditional non-deep learning-based methods, deep learning-
based SIRST detection networks achieve significantly better
performance. Second, compared to other non-MSDA-Net
methods, MSDA-Net equipped with the FDEP framework
achieves state-of-the-art (SOTA) performance. Specifically,
it improves HSE-P by 0.92 (from 96.00 to 96.92) - 76.44
(from 20.48 to 96.92), improves HSE-T by 0.80 (from 93.41

to 94.21) - 80.71 (from 13.50 to 94.21), and improves the
overall HSE by 2.21 (from 89.10 to 91.31) - 87.07 (from
4.24 to 91.31). Third, compared with MSDA-Net using
“+ FDEP Framework”, the variant with “+ FDEP w/o
CO-ISD” achieves higher accuracy, making it more suit-
able for scenarios requiring high precision. Although “+
FDEP Framework” yields slightly lower accuracy, it ac-
celerates inference by 65% (from 0.100 s to 0.035 s) com-
pared with “+ FDEP w/o CO-ISD”. Finally, compared with
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ACM ALCNet MLCL-Net ALCL-Net DNANet GGLNet UIUNet MSDA-NetACM ALCNet MLCL-Net ALCL-Net DNANet GGLNet UIUNet MSDA-Net

Figure S1. Visualization of several excellent methods on the NUAA-SIRST dataset. Red: correct detections; blue: false positives; orange:
missed detections. Every two rows from top to bottom: Image, “Original”, “+ FDEP w/o CO-ISD”, “+ FDEP Framework”, True label.

ACM ALCNet MLCL-Net ALCL-Net DNANet GGLNet UIUNet MSDA-NetACM ALCNet MLCL-Net ALCL-Net DNANet GGLNet UIUNet MSDA-Net

Figure S2. Visualization of several excellent methods on the NUDT-SIRST dataset. Red: correct detections; blue: false positives; orange:
missed detections. Every two rows from top to bottom: Image, “Original”, “+ FDEP w/o CO-ISD”, “+ FDEP Framework”, True label.
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Figure S3. Visualization of several excellent methods on the IRSTD-1K dataset. Red: correct detections; blue: false positives; orange:
missed detections. Every two rows from top to bottom: Image, “Original”, “+ FDEP w/o CO-ISD”, “+ FDEP Framework”, True label.

the original MSDA-Net, “+ FDEP Framework” improves
HSE by 1.59 (from 89.72 to 91.31) without increasing in-
ference cost, fully demonstrating the strong performance of
the FDEP framework.

2) Evaluation on three individual datasets. The exper-
imental results are presented in Tab. S4. From Tab. S4,
MSDA-Net equipped with the FDEP framework achieves
SOTA performance on both NUDT-SIRST and IRSTD-1K
datasets. At the same time, although original MSDA-Net
performs consistently well on NUDT-SIRST and IRSTD-
1K, its performance on NUAA-SIRST is relatively weaker.
However, after being equipped with “+ FDEP w/o CO-
ISD”, MSDA-Net obtains a much more notable perfor-
mance gain on NUAA-SIRST. This is because the origi-
nal MSDA-Net lacks sufficient robustness under extremely
limited training samples, whereas incorporating the seman-
tic features from VFMs can effectively mitigate this issue.
These results further demonstrate that systematically lever-
aging the semantic priors of VFMs is beneficial for improv-
ing SIRST detection performance, especially in challenging
or extreme scenarios, highlighting the importance of inte-
grating VFMs into the SIRST task. In addition, compared
with the original MSDA-Net, both “+ FDEP w/o CO-ISD”
and “+ FDEP Framework” yield significant improvements
in the overall HSE metric, further validating the robustness
of the proposed FDEP framework in few-shot scenarios.

C. More Qualitative Analyses

To more intuitively demonstrate the effectiveness of the
proposed FDEP framework under few-shot scenarios, we
visualize detection results on the three individual datasets:
NUAA-SIRST, NUDT-SIRST, and IRSTD-1K. The results
are shown in Figs. S1 to S3. Compared with the base-
line model without FDEP, both “+ FDEP w/o CO-ISD”
and “+ FDEP Framework” produce more complete tar-
get structures, clearer boundary contours, and significantly
fewer missed and false detections across various scenes.
This clearly indicates that the proposed FDEP framework
can effectively enhance the model’s sensitivity to small tar-
gets and improve its robustness under complex backgrounds
and extreme class-imbalance conditions. At the same time,
for the same SIRST network, the detection performance us-
ing “+ FDEP w/o CO-ISD” and “+ FDEP Framework”
is similar, indicating that the CO-ISD strategy ensures that
the lightweight branch can obtain semantic representations
similar to the main branch while maintaining lightweight
inference, making the detection results stable and reliable.
Notably, compared to using “+ FDEP w/o CO-ISD”, using
“+ FDEP Framework” reduces inference time overhead by
40.6% (from 0.160 to 0.095) to 74.4% (from 0.082 to 0.021)
while maintaining competitive detection accuracy. In sum-
mary, the proposed FDEP framework not only significantly
enhances the model’s capability in small target discrimi-
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nation and background suppression under few-shot condi-
tions, but also delivers stable and consistent improvements
in both visual quality and quantitative metrics, demonstrat-
ing strong potential for practical application.

D. More Discussion
Conventional distillation methods fail in SIRST detec-

tion tasks. According to our experimental observations,
when following a traditional model distillation process, that
is, when pseudo-labels are generated by the model trained
with the “FDEP w/o CO-ISD” version and then used to
perform fully supervised training on the original SIRST de-
tection network, the network will collapse directly in the
early iteration stage. Even under conditions of joint super-
vision by real and pseudo labels, the training process still
collapses. The reason is that SIRST detection has charac-
teristics such as extreme class imbalance, small target size
and extremely low signal-to-noise ratio. The pseudo-labels
generated in the traditional distillation process often have
semantic noise and confidence bias, which will introduce
incorrect gradient signals during backpropagation, leading
to instability or even collapse of the network optimization.
Furthermore, conventional distillation assumes a stable se-
mantic consistency between the teacher and student net-
works. However, in SIRST detection, the teacher model’s
features are dominated by global semantics derived from the
VFMs, while the student network focuses on low-level tex-
tures and local contrast modeling. This semantic discrep-
ancy between the two leads to misaligned feature spaces,
making direct semantic matching infeasible. Such cross-
domain semantic inconsistency causes the explicit distilla-
tion loss to act as an optimization disturbance rather than
a benefit during training. The proposed CO-ISD strategy
fundamentally avoids the instability caused by explicit dis-
tillation. Its implicit semantic transfer not only ensures the
stability of the training process but also achieves a signifi-
cant improvement in lightweight branch performance with-
out additional inference costs.
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