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ABSTRACT
We use the SAMI galaxy survey to study the the kinematic morphology-density relation: the observation that the fraction of
slow rotator galaxies increases towards dense environments. We build a logistic regression model to quantitatively study the
dependence of kinematic morphology (whether a galaxy is a fast rotator or slow rotator) on a wide range of parameters, without
resorting to binning the data. Our model uses a combination of stellar mass, star-formation rate (SFR), 𝑟-band half-light radius
and a binary variable based on whether the galaxy’s observed ellipticity (𝜖) is less than 0.4. We show that, at fixed mass, size,
SFR and 𝜖 , a galaxy’s local environmental surface density (log10 (Σ5/Mpc−2)) gives no further information about whether a
galaxy is a slow rotator, i.e. the observed kinematic-morphology density relation can be entirely explained by the well-known
correlations between environment and other quantities. We show how our model can be applied to different galaxy surveys to
predict the fraction of slow rotators which would be observed and discuss its implications for the formation pathways of slow
rotators.
Key words: galaxies: evolution — galaxies: formation — galaxies: kinematics and dynamics.

1 INTRODUCTION

Large galaxy surveys of the local Universe using Integral Field Spec-
trographs are now commonplace. Arguably, the most important re-
sults to have come from such surveys has been in their application
to galaxy dynamics. Using data from projects such as SAMI (Croom
et al. 2012; Bryant et al. 2015), CALIFA (Sánchez et al. 2012) and
MaNGA (Bundy et al. 2015), and building on previous work such as
ATLAS3D (Cappellari et al. 2011a), SAURON (Bacon et al. 2001)
and others (e.g. Davies et al. 1983), astronomers have revealed a
dichotomy between two classes of galaxies known as “Fast Rotators”
and “Slow Rotators” (e.g. Cappellari 2016).

The majority of galaxies in the local volume are found to be Fast
Rotators (FRs), which make up ≈ 80% of the stellar mass budget of
nearby galaxies (Guo et al. 2020; Fraser-McKelvie & Cortese 2022).

★ E-mail: sam.vaughan@mq.edu.au (SPV)

Their dynamics are dominated by ordered rotation, implying the
presence of rotating stellar discs and axisymmetric intrinsic shapes.
As a function of increasing bulge fraction, the locus of FRs on
the mass-size plane joins neatly to the population of spiral galaxies
(Cappellari et al. 2011a; Kormendy & Bender 2012; Cappellari et al.
2013), hinting at a common evolutionary pathway.

Slow Rotators (SRs), on the other hand, are fundamentally differ-
ent objects (e.g. Penoyre et al. 2017). Their kinematics are clearly
inconsistent with simple stellar discs, instead showing evidence of
kinematically decoupled cores, complex and irregular orbits or no
net rotation at all. Their intrinsic shapes are (weakly) triaxial, and
their observed apparent ellipticities are always rounder than 𝜖 ≈ 0.4
(Cappellari 2016).

Since the discovery of this dichotomy, a number of studies have
investigated the role of galaxy environment on the presence of SRs.
From a theoretical and observational perspective, a trend with envi-
ronment might be expected. According to the ΛCDM cosmological
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paradigm, galaxies reside in dark-matter halos which grow from over-
densities in the primordial matter distribution. It has been shown in
simulations that the properties of these halos depends on environ-
ment, such that a dark matter halo in a void evolves with different
properties to a sub-halo of a galaxy cluster (Avila-Reese et al. 2005).
Halos in dense regions of the Universe also grow more rapidly and
form earlier than halos in regions of average density (Gao et al. 2005;
Maulbetsch et al. 2007).

Furthermore, there are a number of well-known observed corre-
lations between a galaxy’s properties and its local environment. The
(visual) morphology-density relation (Dressler 1980; Dressler et al.
1997) shows that the fraction of early type galaxies increases and the
fraction of spiral galaxies decrease in a population as the local en-
vironmental density increases. Galaxies in dense environments also
tend to have redder colours (e.g. Pimbblet et al. 2002; Balogh et al.
2004; Bamford et al. 2009; Pandey & Sarkar 2020), are less likely to
contain emission lines in their spectra (Gisler 1978) and show sup-
pressed star-formation rates (Lewis et al. 2002; Gómez et al. 2003;
Calvi et al. 2018).

A number of previous studies have measured the fraction of galax-
ies classified as SRs as a function of local density, finding that the
fraction of SRs increases towards denser environments (Cappellari
et al. 2011b; Houghton et al. 2013; D’Eugenio et al. 2013; Scott et al.
2014; Fogarty et al. 2014). However, it has also been suggested that
the underlying correlation between mass and environment is able to
explain this observation, such that the kinematic morphology-density
relation does not exist at fixed stellar mass (Veale et al. 2017; Brough
et al. 2017; Greene et al. 2017). This conclusion is not universally
accepted, however: conversely, Scott et al. (2014), Wang et al. (2020)
and van de Sande et al. (2021b) do find a weak dependence on
environment at fixed stellar mass.

Previous literature on the topic approaches the problem in the
same way: by stratifying observations into bins of varying mass and
environmental density and measuring the fraction of SRs in each
bin. The drawback to this technique is the difficulty in expanding the
analysis to include further variables of interest, as attempting to bin
observations in more than two dimensions dramatically increases the
survey size required.

This work takes a different approach. By using logistic regression,
a generalised linear model appropriate when observations are binary
(i.e. whether a galaxy is a FR or SR), we investigate the dependence
of kinematic morphology on a number of different galaxy properties
without resorting to binning. In particular, we attempt to quantita-
tively study the role of environment on kinematic morphology.

This paper is organised as follows. Section 2 outlines the sample of
SAMI galaxies used in this work. Section 3 gives a short introduction
to logistic regression and outlines our modelling procedure. Section
4 describes our results. We discuss these results in Section 5 and
present our conclusions in Section 6.

2 SAMPLE SELECTION

The data used in the study come from the SAMI Galaxy Survey,
described below in Section 2.1. In particular, we use measurements
of kinematic morphology for each galaxy (described in Section 2.2),
as well as ancillary measurements such as star-formation rates, stellar
masses and a measure of environmental density (described in Section
2.3). The SAMI Galaxy Survey is the only large galaxy survey which
combines the spatially-resolved spectroscopy necessary to measure
kinematic morphology with a dedicated cluster survey to sample a
wide range of environmental densities.

2.1 The SAMI Galaxy Survey

We use observations from the Data Release 3 of the SAMI Galaxy
Survey (Croom et al. 2021). The Sydney-AAO Multi-object Integral
field spectrograph (SAMI; Croom et al. 2012) is mounted at the
prime focus on the Anglo-Australian Telescope on a top-end which
provides a 1 degree diameter field of view. SAMI uses 13 fused fibre
bundles (known as hexabundles; Bland-Hawthorn et al. 2011; Bryant
et al. 2014) with a high (75%) fill factor. Each bundle contains 61
fibres of 1.′′6 diameter resulting in each IFU having a diameter of
15 arcsec. The IFUs, as well as 26 sky fibres, are plugged within
the field of view into pre-drilled plates using magnetic connectors.
SAMI fibres are fed to the double-beam AAOmega spectrograph
(Sharp et al. 2006). AAOmega allows a range of different resolutions
and wavelength ranges. SAMI Galaxy survey observations use the
570V grating, providing coverage between 3700-5700Å (the “blue
arm”) and the R1000 grating giving coverage between 6250-7350Å
(the “red arm”). The spectral resolutions are 𝑅 ≈ 1810 at 4800Å in
the blue arm and 𝑅 ≈ 4260 at 6850Å in the red arm.

The SAMI DR3 contains fully reduced datacubes of 3068 unique
galaxies. Of these, 888 are from the SAMI cluster survey (Owers
et al. 2017) and reside in 8 low-redshift massive galaxy clusters.
Galaxies span a redshift range of 0.004 < 𝑧 < 0.095 and stellar mass
range of ∼ 108 − 1012M⊙ . Full details of the sample can be found in
Croom et al. (2012) and Bryant et al. (2015).

2.2 Kinematic Morphology Classifications

The resolved measurements of the line-of-sight velocity and velocity
dispersion of the SAMI sample are described in van de Sande et al.
(2017). We briefly summarise them here. The SAMI red and blue
arm data are combined together by convolving the red arm data to
the spectral resolution of the blue. The penalised pixel-fitting code
pPXF (Cappellari & Emsellem 2004; Cappellari 2017) is then used
to measure the line-of-sight velocity distribution (LOSVD) of each
spectrum, parameterised using a Gauss-Hermite series expansion.
From the SAMI annular binned spectra, a set of radially-varying
optimal templates are found by combining spectra from the MILES
stellar library (Sánchez-Blázquez et al. 2006; Falcón-Barroso et al.
2011). For the spectra in individual spaxels, pPXF is constrained to
select from the optimal template for its annulus as well as the spectra
from neighbouring annuli. Restricting the available templates in this
way was used to prevent template mismatch in low signal-to-noise
spaxels. Uncertainties on the LOSVD parameters were estimated by
taking the best-fit template, adding appropriate noise and re-fitting
150 times.

van de Sande et al. (2017) then measure the observed spin-
parameter proxy 𝜆𝑟 for each galaxy, including a seeing correction
from Harborne et al. (2020) and an aperture correction, before de-
riving an intrinsic spin parameter measurement for each object. This
is the 𝜆𝑟 value one would measure if the galaxy was observed edge-
on, and is derived assuming that galaxies are simple rotating oblate
axisymmetric spheroids which have both varying intrinsic shape and
mild anisotropy (see e.g. Cappellari et al. 2007). Kinematics were
measured for 1833 galaxies, but the low completeness below a stel-
lar mass of log10 (M∗/M⊙)=9.5 led van de Sande et al. (2017) to
remove all galaxies below this mass. The SAMI “kinematic sample”
therefore contains 1764 galaxies.

The half-light radius (𝑟𝑒) and 𝑟-band ellipticity of each galaxy
are measured in D’Eugenio et al. (2021) using the multi-gaussian
expansion (MGE) method (Emsellem et al. 1994; Cappellari 2002)
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Figure 1. The sample of galaxies used in this paper. Top: galaxies in the full sample are shown as coloured points. Galaxies which are classified as FRs are
shown outlined in black. Galaxies classified as SRs are shown as squares outlined in red. Those without an outline do not have a reliable kinematic classification.
Histograms show the marginal distributions of each property, with the full sample coloured grey, fast rotators in black and slow-rotators in red. The left-hand
panel shows stellar mass plotted against star-formation rate, with points coloured by their local environmental surface density, log10 (Σ5 ) . The right hand panel
shows star-formation rate against log10 (Σ5 ) , with points coloured by stellar mass. Bottom: the kinematic classification of galaxies in the sample as a function
of stellar mass, environmental surface density, star-formation rate and 𝑟-band half-light radius (top row); and ellipticity, mass-weighted metallicity within 𝑟𝑒 ,
mass-weighted age within 𝑟𝑒 and spectroscopic redshift (bottom row). Slow rotators (SRs) are plotted at 𝑦 = 1 and fast rotators (FRs) are plotted at 𝑦 = 0.
A small random jitter has been added to each point to avoid them being plotted on top of each other. The white points with error bars show the fraction of
SRs in bins of the 𝑥-axis variable, with the error-bars representing the 16th and 84th percentiles of a Binomial distribution. Red and blue shaded regions show
one-dimensional kernel density estimates of the distribution of slow and fast rotators as a function of each 𝑥 axis variable.

on images from GAMA-SDSS (Driver et al. 2011), SDSS (York et al.
2000), and VST/ATLAS (Shanks et al. 2013; Owers et al. 2017).

Finally, galaxies are assigned a kinematic morphological classifi-
cation based on these value of intrinsic𝜆𝑟 and 𝜖 . We use the boundary
in 𝜆𝑟– 𝜖 space described by Cappellari (2016), but our conclusions

are unchanged if we instead use the boundary described in van de
Sande et al. (2021a).

MNRAS 000, ?–? (2023)
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2.3 Ancillary Measurements

Stellar masses are derived using aperture-matched 𝑔 and 𝑖 band pho-
tometry from the GAMA survey (Hill et al. 2011; Liske et al. 2015)
for the main SAMI sample and a combination of SDSS Data Re-
lease 9 (Ahn et al. 2012) and VST/ATLAS imaging (Shanks et al.
2013; Owers et al. 2017) for the cluster sample. The absolute 𝑖-band
magnitude and the 𝑔 − 𝑖 colour of each galaxy are used to derive a
stellar mass using the method of Taylor et al. (2011); see Bryant et al.
(2015) for details.

The local environment of each object is quantified by measur-
ing the number density of other galaxies surrounding it, Σ, us-
ing the method of Brough et al. (2013) and Brough et al. (2017).
ΣN,Vlim,Mlim is defined as the surface density one would derive using
the comoving distance to the Nth nearest neighbour, within a veloc-
ity range of ±Vlim kms−1. Only galaxies with an absolute 𝑟-band
magnitude below 𝑀𝑟 < 𝑀lim − 𝑄 are included in the calculation.
Following Brough et al. (2017) and van de Sande et al. (2021b) we
use 𝑄 = 1.03, which is defined as the expected redshift evolution of
𝑀𝑟 (Loveday et al. 2015). This work uses N= 5, Vlim= 1000 kms−1

and Mlim= −18.6 mag for galaxies in the SAMI cluster survey, and
Mlim= −19 mag for galaxies in the GAMA fields (see Croom et al.
2021 for further details). Going forward, we call this measurement
log10 (Σ5/Mpc−2).

Star-formation rates (SFRs) are obtained from the spectral en-
ergy distribution (SED) fitting code magphys (da Cunha et al. 2008;
Driver et al. 2016) for the GAMA survey (Gunawardhana et al. 2013;
Davies et al. 2016; Driver et al. 2018). These measurements are es-
timated by fitting the SED of each galaxy measured in 21 different
spectral bands across the UV, optical and far-infrared regions of the
electromagnetic spectrum. The magphys template library includes
dust emission profiles, such that the measured SFRs are corrected for
dust emission.

2.4 Final sample statistics

We require our final sample of galaxies to have reliable kinematic
measurements, as well as estimates of their stellar mass, environmen-
tal surface density and H𝛼 star-formation rate. This leaves us with
1676 galaxies. Of these, assuming the 𝜆𝑟–𝜖 boundary of Cappellari
(2016), 95 are slow rotators. This is an overall fraction of 5.67%.
Note that this fraction is simply the number of slow rotators in the
catalogue divided by the total number of galaxies; it is not a statement
about the true slow rotator fraction of a volume limited sample of the
Universe. A volume correction would be necessary to calculate that
value, in order to account for the SAMI selection function (but see
also van de Sande et al. 2021a,b and the discussion in Section 5.1).

The galaxies in our sample are shown in Figure 1. The top panels
show the stellar mass, star-formation rate and log10 (Σ5/Mpc−2) for
each galaxy, with fast-rotators outlined in black and slow rotators
outlined in red. Points without an outline do not have reliable kine-
matic measurements. Histograms along each axis show the marginal
distributions for each parameter.

The bottom panels show the distribution of slow rotators (red
points) and fast rotators (blue points) as a function of stellar mass,
log10 (Σ5/Mpc−2), 𝑟-band half-light radius, SFR, ellipticity, mass-
weighted metallicity, mass-weighted age and spectroscopic redshift.
We plot fast rotators at a 𝑦 value of 0, and slow rotators at a 𝑦 value
of 1; we then add a random jitter to each point to avoid them being
plotted on top of one another. The large points with error bars show
the fraction of slow rotators in each bin. We can see that there is a trend
for the fraction of slow rotators to increase with increasing stellar

mass and also with increasing log10 (Σ5/Mpc−2). However, as we
discuss in Section 4, this is not evidence that environmental surface
density positively correlates with being a slow rotator (due to the well-
known correlations between environment and other parameters).

3 THE LOGISTIC REGRESSION MODEL

In this Section, we give a brief introduction to logistic regression
before describing in detail the models we fit to our data and the way
we compare their performance.

3.1 An overview of logistic regression

Logistic regression is a generalisation of standard linear regression,
and is part of a family of statistical tools known as “generalised linear
models” (GLMs). It is appropriate when modelling binary response
variables: in our case, the quantity we want to model, 𝑦, is a vector
where individual elements 𝑦𝑖 take the value 1 if a galaxy is a slow
rotator and the value 0 if it is a fast rotator.

Both linear regression and GLMs use a linear combination of
predictors (usually written 𝑿) and a vector of model coefficients
(usually labelled 𝜷) to model the change in a response variable 𝑦. We
discuss our choice of predictors in Section 3.2. In contrast to linear
regression, however, GLMs also require a choice of “link function”
which maps the linear combination 𝑿 · 𝜷 onto a more appropriate
domain for the problem at hand. In the case of logistic regression,
we model the probability that 𝑦𝑖 = 1 as follows:

Pr(𝑦𝑖 = 1|𝑋𝑖 = 𝑥𝑖) = 𝑝𝑖 = 𝜎(𝑋⊤
𝑖 )𝛽, (1)

where 𝜎(·) is the sigmoid function defined as

𝜎(𝑥) = 1
1 + 𝑒−𝑥

This function maps the range (-∞, ∞) to (0,1), as is appropriate
for modelling probabilities.

We now model the observed 𝑦 values as being independent and
identically distributed, each drawn from a Bernoulli distribution1

with probability of success given by Equation 1. This gives us the
following log likelihood function for the 𝑁 observed data points 𝑦𝑖 ,
where the subscript 𝑖 runs over the number of galaxies in our sample:

logL =

𝑁∑︁
𝑖=1

𝑦𝑖 log 𝑝𝑖 + (1 − 𝑦𝑖) log(1 − 𝑝𝑖) (2)

There are a number of ways to optimise equations 1 and 2 to infer
the best fit values of 𝜷. We choose to take a Bayesian approach,
placing priors on the model parameters and using the probabilistic
programming language Stan (Carpenter et al. 2017) to estimate the
resulting posterior distribution.

Finally, we finish this introductory section with a note regarding
interpretation of model coefficients. The nonlinearity of the logistic
function means that care must be taken when doing so. In particular,
unlike in linear regression, the value of the predictor variables at
which one wants to evaluate a change in probability of being a slow
rotator becomes important. For example, what is the increase or
decrease in the probability of being a slow rotator when increasing

1 i.e. a Binomial distribution with 𝑛 = 1 trials
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stellar mass by one dex? The answer changes depending whether you
want to know about an increase from 109 M⊙ to 1010 M⊙ or 1010 M⊙
to 1011 M⊙ . The correct way to calculate the change in probability
when comparing galaxies with vectors of predictors 𝑿1 and 𝑿2 is to
calculate:

Δ𝑝 = 𝜎(𝜷 · 𝑿2) − 𝜎(𝜷 · 𝑿1) (3)

3.2 Model comparison

We now describe the steps we take to fit logistic regression models
in this work, the details of the different models we investigate and
our method for comparing their performance. Our goal is to find a
combination of variables which are best able to predict the kinematic
morphology of a galaxy. During the following analysis, we centre the
values of each of our predictor variables around zero by subtracting
their mean. Note that we do not include uncertainties on the observed
variables in this modelling process.

For the models presented in this paper we use the CmdStanPy in-
terface2 to Stan to perform Hamiltonian Monte Carlo using the No
U-Turn sampler (Hoffman et al. 2014). In all cases, we use 4 chains
which each take 1000 warmup transitions and 1000 sampling tran-
sitions. We ensure that there are no divergent transitions during the
fitting and that the Gelman-Rubin convergence statistic 𝑅̂ (Gelman
& Rubin 1992; Vehtari et al. 2021) is equal to 1 for all parameters.

We place the same weakly informative priors on each parame-
ter apart from the intercept term; a Normal distribution centred on
zero with standard deviation of 5. In logistic regression, the intercept
term is related to the overall fraction of times 𝑦 takes the value 1.
In this case, we have 95 slow rotators in a sample of 1676 galax-
ies, which is a rate of 5.67%. This implies that, if the coefficient
of all other terms were zero, the intercept would take the value
logit(95/1676) = −2.81, where logit = log( 𝑝

1−𝑝
). We therefore use

a Normal distribution centred on -3 with a standard deviation of 5 for
the prior on the intercept term, to reflect the fact that we expect its
derived value to be large and negative. Reasonable changes to these
priors have no effect on our conclusions.

For each of the models described below, we use the method of
leave-one-out cross validation (LOO-CV) to derive an “effective log
predictive density” score (ELPDloo). This quantity assesses the utility
of a model by estimating how well every subset of 𝑁 − 1 data points
is able to predict value of the 𝑁 th. The ELPD is an alternative to
other information criteria such as the Akaike information criterion
(AIC: Akaike 1974) or Bayesian information criterion (BIC: Schwarz
1978), which we also calculate for our models.

We use the package arviz3 (Kumar et al. 2019) to per-
form Pareto-smoothed importance sampling leave-one-out cross-
validation (PSIS-LOO CV; Vehtari et al. 2017), which exploits the
conditional independence of the observations to derive an ELPDloo
score for the model without having to refit the model 𝑁 times. The
ELPDloo score for each model is defined as

ELPDloo =

𝑖=𝑁∑︁
𝑖=1

log 𝑝(𝑦𝑖 |𝑦−𝑖) (4)

where

log 𝑝(𝑦𝑖 |𝑦−𝑖) =
∫

𝑝(𝑦𝑖 |𝜷)𝑝(𝜷|𝑦−𝑖)𝑑𝜷 (5)

2 https://mc-stan.org/cmdstanpy/
3 https://arviz-devs.github.io/arviz/

is the leave-one-out predictive density given the data without the 𝑖th
data point. In practice, this integral is approximated using samples
from the posterior provided by Stan (see Section 3.1).

Note that we do not use the classification accuracy of each model in
assessing its utility. It would be possible to make a binary prediction
for a given galaxy (if, say, the derived probability of it being a slow
rotator was greater than some threshold) and then compare these
LOO-CV predictions to their true classification. Doing so would
ignore the additional information which is captured in the derived
𝑝𝑖 values, however. Classification accuracy can also be a potentially
misleading scoring metric. In our sample of 1676 galaxies with 95
slow rotators, a model which classified all galaxies as fast rotators
would result in ≈ 95% accuracy yet would clearly be of limited use.

4 RESULTS

We now discuss the details of the logistic regression models we build,
beginning with the simplest and then including further variables of
interest.

4.0.1 Mass and Environment

Firstly, we investigate a model which uses the stellar mass and envi-
ronmental surface density of each galaxy. This is a natural starting
point for our investigation, building upon previous studies who find
that these quantities correlate with kinematic morphology (e.g Cap-
pellari et al. 2011b; Cappellari 2016; van de Sande et al. 2021b).

When we do so, we find that the coefficient of log10 (M∗/M⊙) is
3.073±0.320, the coefficient of of log10 (Σ5/Mpc−2) is 0.334±0.145
and the intercept is −4.606 ± 0.262. This shows that, in agreement
with van de Sande et al. (2021b), at fixed mass there is a residual
dependence of kinematic morphology on local environment when
one only considers these two quantities.

4.0.2 Further predictors and our best-fit model

Compared to subdividing a sample into separate bins at fixed quanti-
ties, logistic regression allows us to include further quantities in our
model without running into the issue of small number statistics. We
therefore investigate the inclusion of other variables and assess their
utility in the fit.

We choose to study the influence of stellar mass, environment, 𝑟-
band half-light radius (𝑟𝑒), H𝛼 star-formation rate, redshift and two
binary variables: a “quenched flag” which takes the value 1 if a galaxy
is quenched and zero otherwise, and an “ellipticity flag” which takes
the value 1 if a galaxy has 𝜖 < 0.4 and 0 otherwise. We choose these
quantities because they are conceivably of use for selecting slow
rotators: slow rotators tend to be objects which have quenched their
star-formation, lie on a well-defined region of the mass-size plane
and are always rounder than 𝜖 = 0.4 (Cappellari 2016). This gives
us 7 predictors. We note that these quantities can be measured from
single-fibre spectroscopic surveys and/or wide-field imaging. This is
a deliberate choice, as we aim to be able to predict the expensive
measurement of a galaxy’s kinematic morphology without including
data that requires spatially-resolved spectroscopy.

In each case, we will use a model’s AIC, BIC and ELPDloo score
to asses its utility. We perform “best-subset regression” (e.g. Hocking
& Leslie 1967) using an exhaustive search, meaning we fit 27 = 128
different models corresponding to all linear combinations of our
predictors (excluding interaction terms). The best AIC, BIC and
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Table 1. The best-fit parameters in our preferred model with predictors
log10 (M∗/M⊙ ) , log10 (SFR/M⊙yr−1 ) , log10 (𝑟𝑒/kpc) and a binary flag if
𝜖 is less than 0.4, as described in Section 4.0.2. We show the posterior mean,
the standard deviation and the 2.5th, 16th, 50th, 84th and 97.5th percentiles
of each parameter.

Mean 𝜎 2.5th 16th 50th 84th 97.5th

𝛽M∗ 2.97 0.39 2.23 2.59 2.97 3.36 3.77
𝛽SFR -0.88 0.17 -1.23 -1.06 -0.88 -0.71 -0.55
𝛽re 1.09 0.65 -0.19 0.44 1.09 1.73 2.37
𝛽𝜖 4.97 1.61 2.52 3.44 4.73 6.51 8.77
𝑐 -11.23 1.69 -15.12 -12.87 -11.03 -9.61 -8.52

ELPDloo scores for models varying number of predictors are shown
in Figure 2.

The lowest AIC and ELPDloo scores occur for the same model: 𝑦 ∼
log10 (M∗/M⊙) + log10 (𝑟𝑒/kpc) + log10 (SFR/M⊙yr−1) + 𝜖0,1. The
BIC prefers a more parsimonious model, removing the dependence
on 𝑟𝑒: 𝑦 ∼ log10 (M∗/M⊙) + log10 (SFR/M⊙yr−1) + 𝜖0,1. This is
not unexpected: BIC is generally known to prefer models with fewer
predictors4.

We choose to use 𝑦 ∼ log10 (M∗/M⊙) + log10 (𝑟𝑒/kpc) +
log10 (SFR/M⊙yr−1) + 𝜖0,1 as our preferred model going forward,
since it is selected by two out of three information criteria. The best-
fitting values of each parameter in this logistic regression model are
shown in Table 1.

We also investigate regularisation as an alternative to our best-
subset regression approach, finding very similar results. This is dis-
cussed in Appendix A.

4.0.3 Stellar population parameters

In addition to these quantities, we also investigate the utility of in-
cluding predictors related to a galaxy’s stellar population, namely
its mass-weighted age and mass-weighted stellar metallicity derived
from full-spectral fitting. We separate this investigation into a sepa-
rate subsection because such stellar population measurements are not
as widely available as the variables discussed in 4.0.2, as well as be-
ing more dependent on the precise details of the modelling approach
taken during their calculation.

The mass-weighted age and stellar metallicity for each galaxy are
measured from a spectrum extracted within one effective radius. We
use the code pPXF method (Cappellari & Emsellem 2004; Cappellari
2017) combined with the MILES simple stellar population templates
(Vazdekis et al. 2015). Full details can be found in Vaughan et al.
(2022)

We perform a second exhaustive search with 9 parameters: the 7
from 4.0.2 plus age and [Z/H]. We find that the model with the low-
est ELPDloo contains the variables log10 (M∗/M⊙), log10 (𝑟𝑒/kpc),
log10 (SFR/M⊙yr−1), 𝜖0,1 and [Z/H]. However, the difference in
ELPDloo between this model and the best performing model from
Section 4.0.2 is only 2.2 ± 4.2, i.e the models with and without
[Z/H] are not significantly different. This is also true for a number of
other models: the set of predictors log10 (M∗/M⊙), log10 (𝑟𝑒/kpc),
log10 (SFR/M⊙yr−1), 𝜖0,1, [Z/H] and age also has an ELPDloo
within 1𝜎 of the best performing model, as do the models which
contain log10 (M∗/M⊙), log10 (SFR/M⊙yr−1), 𝜖0,1 and either age,
[Z/H] or both at the same time.

4 For 𝑛 data points and 𝑘 parameters in the model, BIC penalises the likeli-
hood by a factor of 𝑘 log(𝑛) , whereas the AIC penalty term is 2𝑘.

y ∼ log10(M∗/M�) + log10(SFR/M�yr−1) + ε0,1

y ∼ log10(M∗/M�) + log10(re/kpc) + log10(SFR/M�yr−1) + ε0,1
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Figure 2. A comparison of the best AIC, BIC and ELPDloo scores for models
with varying numbers of predictors. The overall best models (those with low-
est information criteria scores) are highlighted. Note that we have converted
the ELPDloo scores to information criteria by multiplying by −2 (i.e. to the
deviance scale).

What we find, therefore, is that a number of different combinations
of variables give results which are indistinguishable according to our
scoring criteria. Going forward, we choose to continue using the best-
fit model from Section 4.0.2 (i.e. the model without [Z/H] or stellar
age) since it contains variables which are more widely measured in
large spectroscopic surveys.

4.1 Model Checking

An important step in any modelling workflow is to assess the model’s
performance (e.g. Gelman et al. 2020). In Figure 3, we show posterior
predictive checks for the best-fitting model of Section 4.0.2 compared
with the observed SAMI data.

Posterior predictive checking uses draws from the model posterior
to create simulated observations which are then compared to the ob-
served data. For a well specified and appropriate model, these quan-
tities should appear indistinguishable (Rubin 1984; Gelman et al.
1996).

The first panel of Figure 3 shows a histogram of the number of slow
rotators in 4000 posterior predictive simulations from our model. The
true value in the SAMI data is shown in red.

The remaining panels of Figure 3 recreate the bottom panels of
Figure 1, showing the fraction of slow rotators in our sample as a
function of stellar mass, environment and star-formation rate. Model
simulations of the slow-rotator fraction in the same bins are shown
as orange box-and-whisker plots. These give the median, 16th to
84th percentile range and minimum and maximum values of 𝑓 (SR)
in each bin. The observations are in excellent agreement with the
model simulations. We also note that the model recovers the ob-
served correlation between 𝑓 (SR) and log10 (Σ5/Mpc−2) despite
not containing any dependence on environment.
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Posterior Predictive Checks on SAMI data

Figure 3. Posterior predictive checks to examine the performance of the best performing model using the variables discussed in 4.0.2. We use the observations of
stellar mass, star-formation rate and a binary flag if a galaxy has 𝜖 < 0.4 as predictors and simulate 4000 possible sets of observations. Each of these simulations
is a series of slow rotator/fast rotator classifications for the galaxies in our sample. We then compare these simulated datasets to our observed SAMI kinematic
morphologies. In each panel, results from these simulations are shown in orange. Top left: A histogram of the number of slow rotators in the simulations, with
the observed number of slow rotators in the SAMI data shown in red. Remaining panels: The slow rotators in our SAMI data and simulations as a function of
stellar mass, environmental surface density, star-formation rate and half-light radius (bottom right). The large circular points with error bars show the fraction of
SRs in the SAMI data in bins of the 𝑥-axis variable. The orange box-and-whisker plots show the same quantity from the simulated datasets, which are consistent
with the observations. We note that our model recovers the increase in the slow-rotator fraction towards denser environments (top right panel) despite the fact that
environmental surface density is not included in the model and does not show a statistically significant correlation with 𝑓 (𝑆𝑅) at fixed mass and star-formation
rate.

4.2 Model Validation using MaNGA

The Mapping Nearby Galaxies at Apache Point Observatory
(MaNGA) survey (Bundy et al. 2015) has observed over 10,000
nearby galaxies with a multiplexed integral-field spectrograph, re-
sulting in a sample of kinematic observations comparable to the
SAMI observations used in this work (and described in Section 2.2).
Observations from the MaNGA survey therefore make an ideal “test
set” for our logistic regression model.

We use the MaNGA kinematic measurements from Fraser-
McKelvie & Cortese (2022), which provide measurements of 𝜆𝑟
and 𝜖 for 4742 nearby galaxies. Each of these galaxies also has stel-
lar mass and star-formation rate measurements from the GALEX-
SDSS-WISE Legacy catalogue (GSWLC; Salim et al. 2016, 2018)
and half-light radii measured using an elliptical Petrosian model
(Blanton et al. 2011).

Note that the MaNGA 𝜆𝑟 measurements we use have been cor-
rected for beam-smearing using the empirical relation of Harborne
et al. (2020) but have not been deprojected (such that the velocity
values are those which would be measured if the galaxy was to be
observed edge-on).

Using the kinematic boundary of Cappellari (2016), 691 MaNGA
galaxies with log10 (M∗/M⊙)> 9 are observed to be slow rotators, an
overall fraction of 14.6% (691 / 4742). This fraction is larger than the
10.1% of log10 (M∗/M⊙)> 9 galaxies in the catalogue of Graham
et al. (2018) using a preliminary MaNGA data release (although it
should be noted that the beam-smearing correction techniques used

by Graham et al. (2018) and Fraser-McKelvie & Cortese (2022)
are different: see Harborne et al. 2020). Note that neither of these
numbers are representative of the fraction of slow rotators in a volume
limited sample of the Universe; the MaNGA selection function is (by
design) not a representative sample of nearby galaxies (see e.g. Bundy
et al. 2015). Fraser-McKelvie & Cortese (2022) correct for this effect
by applying a volume correction to their catalogue, concluding that
their observations represent a slow rotator fraction of 6% in the
nearby Universe (in the mass range 9.75 <log10 (M∗/M⊙)< 11.75).

Using the stellar masses, sizes, star-formation rates and elliptic-
ities of the Fraser-McKelvie & Cortese (2022) sample, the logistic
regression model of Section 3 predicts a SR fraction of 12.82± 1.49

in this sample. This is only ≈ 1.2𝜎 away from the observed value
of 14.6%, highlighting the effectiveness of the model at making
predictions on unseen data.

As well as closely matching the overall fraction of slow rotators
in the MaNGA data, Figure 4 also highlights the performance of
the model at predicting the fraction of slow rotators in bins of stel-
lar mass, half-light radius and star-formation rate. We see excellent
agreement between the data and model across nearly all bins. The
only notable deviations occur at stellar masses less than 1010 M⊙ ,
where the MaNGA observations show a small increase in SR frac-
tion which is not observed in the SAMI observations (although note
that the MaNGA sample contains galaxies down to 109 M⊙whereas
the SAMI sample excludes objects below 109.5 M⊙). It is these low-
mass galaxies which fall into the slow rotator selection box which are
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missed by our model, leading to the underprediction of the overall
fraction of slow rotators in the full MaNGA sample.

We note that there are many reasons which may cause low mass
galaxies to have low 𝜆𝑟 values, of which being a true slow rotator is
only one. For example, Fraser-McKelvie & Cortese (2022) describe
that, of 14 star-forming slow rotators below log10 (M∗/M⊙)= 10.75
in their sample, only one shows a high stellar velocity dispersion for
its mass with little rotational support. Instead, these objects tend to
either be undergoing mergers, contain kinematically decoupled cores
and other kinematic features or are simply viewed almost exactly face
on (and therefore have very small line-of-sight velocities).

Recent work has hinted at a decrease in 𝜆𝑟 with decreasing masses
below ≈ 109.5M⊙(Falcón-Barroso et al. 2019; Scott et al. 2020; van
de Sande et al. 2021a), however, such that some low-mass galax-
ies truly do fall into the slow rotator regime. Confirming this result
requires a larger sample size of high spectral-resolution IFU obser-
vations of low-mass galaxies5, however, and including this effect in
our model is beyond the scope of the current work. We therefore
instead simply caution against using this model on galaxies with a
stellar mass below 109.5M⊙(i.e. the lower mass limit of the SAMI
kinematic sample).

5 DISCUSSION

The main conclusion of this work is that knowing a galaxy’s observed
environment (as measured through its value of Σ5) gives you no
further information about whether it is a slow rotator once stellar
mass, size, star-formation rate and ellipticity are known.

This result may be surprising and counter-intuitive, since slow ro-
tators are preferentially found in dense environments (e.g Cappellari
et al. 2011b; Houghton et al. 2013; D’Eugenio et al. 2013; Scott
et al. 2014; Fogarty et al. 2014). We can see this in our own data: in
Figure 1, the fraction of slow rotators increases towards larger values
of log10 (Σ5/Mpc−2).

However, the key insight offered by our analysis is the ability to
study the effect of each parameter whilst keeping all others fixed.
Plots like Figure 1, and those shown in numerous previous studies,
are potentially misleading as log10 (Σ5/Mpc−2) is also correlated
with log10 (M∗/M⊙), log10 (SFR/M⊙yr−1) and many other param-
eters. Slow rotators are preferentially found in dense environments,
therefore, not because their current environmental surface density af-
fects their kinematic morphology but because that is where massive
quenched galaxies tend to reside.

This conclusion is in agreement with Veale et al. (2017), Greene
et al. (2017) and Brough et al. (2017), who find that the kinematic
morphology-density relation can be accounted for by the well-known
correlation between mass and environment. Our work extends this
result to quantify which other parameters add useful information for
identifying slow rotators (namely their star-formation rate, half-light
radius and their observed ellipticity).

Our findings contribute to the body of work which shows that the
effects of environment on galaxy properties are subtle once stellar
mass is controlled for, particularly for high-mass objects (e.g. Blanton
& Moustakas 2009). Bamford et al. (2009) conclude that galaxy
morphology displays only a weak environmental trend at fixed stellar
mass (see also Alpaslan et al. 2015), whilst Thomas et al. (2010)
show the same is true for a number of stellar population scaling
relations. Goddard et al. (2017), Zheng et al. (2017) and Ferreras

5 e.g. see the forthcoming IFU survey Hector (Bryant et al. 2020)

et al. (2019) also find that stellar population gradients are only a
very weak function of local environment at fixed mass (and see also
Santucci et al. 2020 who find similar gradients between satellites and
centrals). A lack of environmental dependence has also been shown
for the star-formation rates of star-forming galaxies (Wĳesinghe et al.
2012; Muzzin et al. 2012), as well as the spatial distribution of star-
formation within star-forming objects (Spindler et al. 2018).

The strongest correlation in our model is between kinematic mor-
phology and stellar mass. Stellar mass (or absolute magnitude) has
long been known to correlate with kinematic quantities (e.g. Davies
et al. 1983; Bender et al. 1992; Emsellem et al. 2007), with some au-
thors proposing a critical mass of log10 (M∗/M⊙)=11.3 below which
galaxies cannot be classified as “true” slow rotators (see e.g. the
discussion in Cappellari 2016 and Graham et al. 2019a).

Figure 1 shows that the fraction of slow rotator galaxies in the
SAMI sample increases sharply slightly below this critical mass (al-
though it should also be noted that 86% of the slow rotators in the
survey have masses below log10 (M∗/M⊙)=11.3). Whilst not con-
taining an explicit “critical value”, our model displays behaviour
which is compatible with this idea. By definition, logistic regression
relies on non-linear behaviour to model the probability of “success”
as a function of the input parameters, as shown in Equation 1. This
nonlinearity means that a small difference in stellar mass reflects
a larger increase in slow rotator probability at larger stellar masses
than small ones. Quantitatively, for two otherwise-identical galax-
ies (with with log10 (SFR/M⊙yr−1)=-2, log10 (𝑟𝑒/kpc)=0.5 and el-
lipticity less than 0.4), a galaxy with log10 (M∗/M⊙)=11.4 is 6%
more likely to be a SR than one with log10 (M∗/M⊙)=11.3. On the
other hand, the difference in SR probability is only 0.01% if the two
stellar masses are log10 (M∗/M⊙)=10 and log10 (M∗/M⊙)=10.1. In
coarsely binned data, such non-linear behaviour may appear identical
to a hard boundary between the two classes.

We see a very strong positive dependence on the 𝜖-flag variable,
reflecting the fact that there are no slow rotators rounder than 𝜖 =

0.4 by definition (given the Cappellari 2016 boundary in the 𝜆 − 𝜖

plane). The model also finds a strong negative correlation with star-
formation rate, such that galaxies with smaller star-formation rates
are more likely to be SRs. This is due to the fact that almost all
slow rotators have quenched their star-formation, with the handful
of slow rotators falling on the star-formation rate “main sequence”
likely to be kinematically complicated systems. The weakly positive
correlation with half-light radius implies that, at fixed mass and star-
formation rate, a larger galaxy is more likely to be a slow rotator. This
result is slightly counterintuitive, since other properties of massive
early-type galaxies such as age, metallicity, velocity dispersion and
M/L ratio increase with decreasing half-light radius (e.g. Cappellari
2016). We note, however, that the coefficient of log10 (𝑟𝑒/kpc) in the
model is only ≈1.7 𝜎 away from zero.

5.1 The fraction of slow rotators in a volume limited sample of
the nearby Universe

We now highlight another strength of modelling the fraction of slow
rotators using logistic regression: the ability to use post-stratification
to predict the fraction of slow rotators in other galaxy surveys.

In Section 2, we discussed the properties of the SAMI sample used
to derive the logistic regression model in Section 3. As noted, the
SAMI survey is not volume limited (see Bryant et al. 2015 and van
de Sande et al. 2021b for further discussion). Once we have fit the
model to the SAMI galaxies, however, we can apply it to any given
sample of galaxies and predict the fraction of slow rotators which
would be observed. In particular, we can predict the fraction of slow
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Validation on MaNGA observations

Figure 4. Slow rotators in bins of stellar mass (left), half-light radius (centre) and star-formation rate (right) from MaNGA observations of 4742 nearby galaxies
(Fraser-McKelvie & Cortese 2022). Similarly to Figure 3, the large circular points with error bars show the fraction of SRs in bins of the 𝑥-axis variable. The
orange box-and-whisker plots show the same SR fractions predicted from our logistic regression model. We see an excellent agreement between our model
predictions and the MaNGA observations, which shows the effectiveness of our logistic regression model at making predictions on unseen data.

rotators which would be observed in a volume limited sample of the
nearby Universe.

In practice, we use the Sloan Digital Sky Survey Data release
17 (Abdurro’uf et al. 2022) and select a random sample of 10,000
galaxies which have measurements of redshift, stellar mass, fibre
star-formation rate, half-light radius and and axis ratio (𝑏/𝑎) from
the tables SpecObjAll, PhotoObjAll and galSpecExtra.

We select galaxies which have a stellar mass greater than 109.5M⊙
and a redshift between 0.01 and 0.1. We also require that they
have a value of SpecObjAll.class which is not “STAR” and a
SpecObjAll.zWarning value of 0.

In this sample of SDSS galaxies, we predict a slow-rotator fraction
of 3.79 ± 0.40 as compared with a value of 5.67% in the SAMI
catalogue used in this work. This difference between surveys is to be
expected given their different selection functions.

5.2 The formation of slow rotators

Recent studies of both observations and simulations suggest that
slow rotators undergo two distinct phases in their formation: a pe-
riod where their star-formation quenches and a period where their
kinematics are transformed to become dominated by random motion
(Cortese et al. 2019; Park et al. 2022; Lagos et al. 2022). Using
the large volume EAGLE simulation (Schaye et al. 2015), for exam-
ple, Lagos et al. (2022) show that quenching of their slow rotators
generally happens ≈2 Gyrs before their kinematic transformation.

Whilst there are a number of pathways to kinematic transformation,
the most common is thought to be via galaxy-galaxy mergers (Naab
et al. 2014; Penoyre et al. 2017; Lagos et al. 2018). Interestingly,
it has been found to be important that the progenitors of today’s
slow rotators are quenched before their kinematic transformation
(Lagos et al. 2022). Quenching is required for galaxy mergers to lower
the spin parameter 𝜆𝑟 more effectively, since a star-forming galaxy
undergoing a major merger can reform its disc after the interaction
and remain a fast rotator (Penoyre et al. 2017; Lagos et al. 2017,
2022).

As discussed in Cappellari (2016) and Brough et al. (2017), one
hypothesis is that today’s slow rotators always form at the centres of

particularly massive dark-matter halos. This allows them to quickly
grow in stellar mass, after which they quench and transform their
kinematics by merging with infalling satellite galaxies. This process
must happen before their dark matter halo becomes too large; the
velocity dispersions of massive clusters prevent satellite galaxies
from merging efficiently (e.g. Ostriker 1980).

During this process, their dark-matter halo will either accrete fur-
ther sub-halos to become a galaxy cluster at 𝑧 = 0 or itself be accreted
by a larger overdensity. This naturally explains the observation that
slow rotators in clusters which are not found at the bottom of the
cluster potential tend to be found at locations of substructure within
the cluster (Cappellari 2016; Graham et al. 2019b).

If the processes which create slow rotators happens quickly at
high redshift, then this picture is also a natural explanation for the
lack of dependence of kinematic morphology on a galaxy’s local
environment at 𝑧 = 0. Two identical halos in the early Universe can
both lead to the creation of slow rotators at their centre, yet end
up residing in regions of the Universe with entirely different values
of log10 (Σ5/Mpc−2) today if one is accreted into a larger structure
whilst the other is not.

5.3 Future work

The key variables in our simple logistic regression model turn out to
be easily measurable quantities for large imaging or single fibre sur-
veys: stellar mass, half-light radii, star-formation rates and observed
ellipticity. In practice, there are a number of other quantities which
could be included in the model to make more precise predictions on
individual objects.

For example, training a convolutional neural network on image
cutouts of galaxies would be an obvious next step. There has already
been some work to select SR “candidates” by visual classification
from photometry alone (Graham et al. 2019b), and combining our
logistic regression model with computer vision techniques could
be a fruitful avenue to highlight galaxies in imaging surveys for
follow-up observations, or to asses the fraction of slow rotators in
a sample without requiring expensive spectroscopic observations.
Such models could also be useful for large surveys to predict the
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number of slow rotators they will observe, or used during a survey’s
selection phase to target SRs specifically.

We also note that, in the interests of simplicity and to match pre-
vious work, we have used parametric cuts in the 𝜆 − 𝜖 plane to select
our slow rotator sample. Recent studies have shown, however, that
relying on such boundaries for selecting slow rotators can lead to
significant contamination (van de Sande et al. 2021a; Lagos et al.
2022). An alternative approach for selecting a pure sample of SRs is
to rely on visual classifications from a group of expert classifiers. The
classifications need not be limited to simply slow and fast rotators,
however; for example, van de Sande et al. (2021a) used visual clas-
sifications to split their galaxies into “obvious” and “non-obvious”
rotators, with each class being further subdivided into galaxies with
and without “features” in their kinematic maps (corresponding to
kinematically-decoupled cores, two-𝜎 galaxies, etc). Multinomial
regression, a generalisation of logistic regression to more than two
discrete outcomes, would be a natural extension of the current work
to such data.

6 CONCLUSIONS

This work uses data from the SAMI galaxy survey to build a logistic
regression model which assesses the correlation between a galaxy’s
kinematic morphology– whether it is a fast rotator or a slow rotator–
and a range of other properties.

• Our chosen model uses stellar mass, half-light radius, star-
formation rate and a binary variable based on whether the galaxy’s
observed ellipticity is less than 0.4 (see Figure 2 and Section 3.2).

• We find that a galaxy’s environment– measured by its environ-
mental surface density, log10 (Σ5/Mpc−2)– is not a useful param-
eter in our model. When only considering fixed stellar mass, there
is a residual correlation between kinematic morphology and envi-
ronment. However, when including other properties such as size,
star-formation rate and observed ellipticity, this residual correlation
disappears.

• We therefore conclude that the observed kinematic morphology-
density relation can be entirely explained by the well-known correla-
tions between environment and other properties. Whilst slow rotators
are preferentially found in dense environments (see the bottom pan-
els of Figure 1), this is due to the fact that dense environments are
more likely to host massive, quenched elliptical galaxies.

• We test our model by performing posterior predictive checks,
comparing predictions from the model against the data used to find
the best-fit parameters (Figure 3). We also test our model on unseen
data, by predicting the slow-rotator fraction in the MaNGA survey as
a function of several variables (Figure 4). In both cases, our model
recovers the observed trends very accurately.

• We applied the model derived from the SAMI Galaxy Survey
to a volume-limited sample of galaxies from the Sloan Digital Sky
Survey (SDSS) to estimate the slow-rotator fraction of the nearby
Universe. Above a stellar mass of 109.5M⊙and in a redshift range of
0.01 – 0.1, we estimate the fraction of slow rotators to be 3.79±0.40
slightly lower than the 5.67% found in SAMI.

This study adds to the body of work which finds that the influence
of environment on galaxy properties is subtle, especially at fixed mass
and other quantities. It also highlights the utility and applicability of
more generalised statistical techniques (which are common in other
fields) to astronomical applications.
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APPENDIX A: REGULARISED LOGISTIC REGRESSION

In Section 3, we built and analysed our logistic regression model by
adding predictors and assessing the change in various information
criteria. Another approach is to use a “regularised” regression, where
all predictors are included at once but a penalty term 𝜆 is added to the
likelihood to shrink the coefficients of extraneous terms to be small.

The regularised logistic regression implementation is provided by
the R package glmnet. We choose to use LASSO regression (Tibshi-
rani 1996) which uses a penalty term of the form 𝜆

∑ 𝑗

𝑖=1 |𝛽 𝑗 |, where
𝛽 𝑗 is the coefficient of the 𝑗 th predictor and 𝜆 is a tunable parameter
in the model. Using the same SAMI dataset as Section 3, Figure
A1 shows the coefficients of each predictor as a function of 𝜆. As 𝜆
increases, more and more coefficients tend towards zero. We find that
the last four coefficients remaining in the model are log10 (M∗/M⊙),
𝜖0,1, log10 (SFR/M⊙yr−1)and log10 (𝑟𝑒/kpc). These are the same
coefficients as used in the model with the best AIC and ELPDLOO
scores in Section 3.

To find the most appropriate value of 𝜆, we split the SAMI data
into 5 parts and re-fit the LASSO model on each. Figure A2 shows
the results of 𝜆 against the Binomial Deviance, our chosen goodness-
of-fit statistic.

The minimum deviance occurs at 𝜆min = 0.00156±0.0145, where
the uncertainty is derived using our cross-validation routine. We
choose to select a value of 𝜆 = 𝜆min + 𝜎CV = 0.0161 for our “best”
LASSO model, i.e. we use the largest value of penalisation which
still gives a deviance within one standard deviation of the minimum.

At this value of 𝜆, there are three non-zero predictors in the

MNRAS 000, ?–? (2023)

http://dx.doi.org/10.18637/jss.v076.i01
http://dx.doi.org/10.1093/mnras/stz48510.48550/arXiv.1902.05652
https://ui.adsabs.harvard.edu/abs/2019MNRAS.485.2656C
http://dx.doi.org/10.1111/j.1365-2966.2011.20365.x
https://ui.adsabs.harvard.edu/abs/2012MNRAS.421..872C
http://dx.doi.org/10.1093/mnras/stab229
https://ui.adsabs.harvard.edu/abs/2021MNRAS.505..991C
http://dx.doi.org/10.1093/mnras/sts406
https://ui.adsabs.harvard.edu/abs/2013MNRAS.429.1258D
http://dx.doi.org/10.1093/mnras/stab1146
https://ui.adsabs.harvard.edu/abs/2021MNRAS.504.5098D
http://dx.doi.org/10.1086/160757
https://ui.adsabs.harvard.edu/abs/1983ApJ...266...41D
http://dx.doi.org/10.1093/mnras/stw1342
https://ui.adsabs.harvard.edu/abs/2016MNRAS.461..458D
http://dx.doi.org/10.1086/157753
https://ui.adsabs.harvard.edu/abs/1980ApJ...236..351D
http://dx.doi.org/10.1086/304890
https://ui.adsabs.harvard.edu/abs/1997ApJ...490..577D
http://dx.doi.org/10.1111/j.1365-2966.2010.18188.x
https://ui.adsabs.harvard.edu/abs/2011MNRAS.413..971D
http://dx.doi.org/10.1093/mnras/stv2505
https://ui.adsabs.harvard.edu/abs/2016MNRAS.455.3911D
http://dx.doi.org/10.1093/mnras/stx2728
https://ui.adsabs.harvard.edu/abs/2018MNRAS.475.2891D
https://ui.adsabs.harvard.edu/abs/1994A&A...285..739E
http://dx.doi.org/10.1111/j.1365-2966.2007.11752.x
https://ui.adsabs.harvard.edu/abs/2007MNRAS.379..401E
http://dx.doi.org/10.1051/0004-6361/201116842
https://ui.adsabs.harvard.edu/abs/2011A&A...532A..95F
http://dx.doi.org/10.1051/0004-6361/201936413
https://ui.adsabs.harvard.edu/abs/2019A&A...632A..59F
http://dx.doi.org/10.1093/mnras/stz209510.48550/arXiv.1905.03257
https://ui.adsabs.harvard.edu/abs/2019MNRAS.489..608F
http://dx.doi.org/10.1093/mnras/stu1165
https://ui.adsabs.harvard.edu/abs/2014MNRAS.443..485F
http://dx.doi.org/10.3847/1538-4357/ac874d
https://ui.adsabs.harvard.edu/abs/2022ApJ...937..117F
http://dx.doi.org/10.1111/j.1745-3933.2005.00084.x
https://ui.adsabs.harvard.edu/abs/2005MNRAS.363L..66G
https://ui.adsabs.harvard.edu/abs/2020arXiv201101808G
http://dx.doi.org/10.1093/mnras/183.4.633
https://ui.adsabs.harvard.edu/abs/1978MNRAS.183..633G
http://dx.doi.org/10.1093/mnras/stw271910.48550/arXiv.1612.01545
https://ui.adsabs.harvard.edu/abs/2017MNRAS.465..688G
http://dx.doi.org/10.1086/345593
https://ui.adsabs.harvard.edu/abs/2003ApJ...584..210G
http://dx.doi.org/10.1093/mnras/sty504
https://ui.adsabs.harvard.edu/abs/2018MNRAS.477.4711G
http://dx.doi.org/10.48550/arXiv.1910.05136
http://dx.doi.org/10.48550/arXiv.1910.05136
https://ui.adsabs.harvard.edu/abs/2019arXiv191005136G
https://ui.adsabs.harvard.edu/abs/2019arXiv191106103G
http://dx.doi.org/10.3847/2041-8213/aa8ace
https://ui.adsabs.harvard.edu/abs/2017ApJ...851L..33G
http://dx.doi.org/10.1093/mnras/stt890
https://ui.adsabs.harvard.edu/abs/2013MNRAS.433.2764G
http://dx.doi.org/10.1093/mnras/stz304210.48550/arXiv.1911.01433
https://ui.adsabs.harvard.edu/abs/2020MNRAS.491..773G
http://dx.doi.org/10.1093/mnras/staa1847
https://ui.adsabs.harvard.edu/abs/2020MNRAS.497.2018H
http://dx.doi.org/10.1111/j.1365-2966.2010.17950.x10.48550/arXiv.1009.0615
https://ui.adsabs.harvard.edu/abs/2011MNRAS.412..765H
http://dx.doi.org/10.1080/00401706.1967.10490502
http://dx.doi.org/10.1093/mnras/stt1399
https://ui.adsabs.harvard.edu/abs/2013MNRAS.436...19H
http://dx.doi.org/10.1088/0067-0049/198/1/2
https://ui.adsabs.harvard.edu/abs/2012ApJS..198....2K
http://dx.doi.org/10.21105/joss.01143
http://dx.doi.org/10.21105/joss.01143
http://dx.doi.org/10.1093/mnras/stw261010.48550/arXiv.1609.01739
https://ui.adsabs.harvard.edu/abs/2017MNRAS.464.3850L
http://dx.doi.org/10.1093/mnras/stx266710.48550/arXiv.1701.04407
https://ui.adsabs.harvard.edu/abs/2018MNRAS.473.4956L
http://dx.doi.org/10.1093/mnras/stab312810.48550/arXiv.2012.08060
https://ui.adsabs.harvard.edu/abs/2022MNRAS.509.4372L
http://dx.doi.org/10.1046/j.1365-8711.2002.05558.x
https://ui.adsabs.harvard.edu/abs/2002MNRAS.334..673L
http://dx.doi.org/10.1093/mnras/stv143610.48550/arXiv.1506.08222
https://ui.adsabs.harvard.edu/abs/2015MNRAS.452.2087L
http://dx.doi.org/10.1093/mnras/stv101310.48550/arXiv.1505.01003
https://ui.adsabs.harvard.edu/abs/2015MNRAS.451.1540L
http://dx.doi.org/10.1086/509706
https://ui.adsabs.harvard.edu/abs/2007ApJ...654...53M
http://dx.doi.org/10.1088/0004-637X/746/2/18810.48550/arXiv.1112.3655
https://ui.adsabs.harvard.edu/abs/2012ApJ...746..188M
http://dx.doi.org/10.1093/mnras/stt191910.48550/arXiv.1311.0284
https://ui.adsabs.harvard.edu/abs/2014MNRAS.444.3357N
https://ui.adsabs.harvard.edu/abs/1980ComAp...8..177O
http://dx.doi.org/10.1093/mnras/stx562
https://ui.adsabs.harvard.edu/abs/2017MNRAS.468.1824O
http://dx.doi.org/10.1093/mnras/staa2772
https://ui.adsabs.harvard.edu/abs/2020MNRAS.498.6069P
http://dx.doi.org/10.1093/mnras/stac177310.48550/arXiv.2112.07679
https://ui.adsabs.harvard.edu/abs/2022MNRAS.515..213P
http://dx.doi.org/10.1093/mnras/stx76210.48550/arXiv.1703.00545
https://ui.adsabs.harvard.edu/abs/2017MNRAS.468.3883P
http://dx.doi.org/10.1046/j.1365-8711.2002.05186.x
https://ui.adsabs.harvard.edu/abs/2002MNRAS.331..333P
http://dx.doi.org/10.3847/0067-0049/227/1/2
https://ui.adsabs.harvard.edu/abs/2016ApJS..227....2S
http://dx.doi.org/10.3847/1538-4357/aabf3c
https://ui.adsabs.harvard.edu/abs/2018ApJ...859...11S
http://dx.doi.org/10.1111/j.1365-2966.2006.10699.x
https://ui.adsabs.harvard.edu/abs/2006MNRAS.371..703S
http://dx.doi.org/10.1051/0004-6361/201117353
https://ui.adsabs.harvard.edu/abs/2012A&A...538A...8S
http://dx.doi.org/10.3847/1538-4357/ab92a910.48550/arXiv.2005.00541
https://ui.adsabs.harvard.edu/abs/2020ApJ...896...75S
http://dx.doi.org/10.1093/mnras/stu205810.48550/arXiv.1407.7040
https://ui.adsabs.harvard.edu/abs/2015MNRAS.446..521S
http://dx.doi.org/10.1214/aos/1176344136
http://dx.doi.org/10.1093/mnras/stu472
https://ui.adsabs.harvard.edu/abs/2014MNRAS.441..274S
http://dx.doi.org/10.1093/mnras/staa2042
https://ui.adsabs.harvard.edu/abs/2020MNRAS.497.1571S
https://ui.adsabs.harvard.edu/abs/2013Msngr.154...38S
http://arxiv.org/abs/astro-ph/0606137
http://dx.doi.org/10.1117/12.671022
http://dx.doi.org/10.1093/mnras/sty24710.48550/arXiv.1710.05049
https://ui.adsabs.harvard.edu/abs/2018MNRAS.476..580S
http://dx.doi.org/10.1111/j.1365-2966.2011.19536.x10.48550/arXiv.1108.0635
https://ui.adsabs.harvard.edu/abs/2011MNRAS.418.1587T
http://dx.doi.org/10.1111/j.1365-2966.2010.16427.x10.48550/arXiv.0912.0259
https://ui.adsabs.harvard.edu/abs/2010MNRAS.404.1775T
http://dx.doi.org/10.1093/mnras/stac2304
https://ui.adsabs.harvard.edu/abs/2022MNRAS.516.2971V
http://dx.doi.org/10.1093/mnras/stv151
https://ui.adsabs.harvard.edu/abs/2015MNRAS.449.1177V
http://dx.doi.org/10.1093/mnras/stx1639
https://ui.adsabs.harvard.edu/abs/2017MNRAS.471.1428V
http://dx.doi.org/10.1214/20-BA1221
http://dx.doi.org/10.1093/mnras/staa132510.48550/arXiv.2002.09011
https://ui.adsabs.harvard.edu/abs/2020MNRAS.495.1958W
http://dx.doi.org/10.1111/j.1365-2966.2012.21164.x10.48550/arXiv.1205.3368
https://ui.adsabs.harvard.edu/abs/2012MNRAS.423.3679W
http://dx.doi.org/10.1086/301513
https://ui.adsabs.harvard.edu/abs/2000AJ....120.1579Y
http://dx.doi.org/10.1093/mnras/stw303010.48550/arXiv.1612.01523
https://ui.adsabs.harvard.edu/abs/2017MNRAS.465.4572Z
http://dx.doi.org/10.1111/j.1365-2966.2008.13535.x
https://ui.adsabs.harvard.edu/abs/2008MNRAS.388.1595D
http://dx.doi.org/10.1093/mnras/stx1751
https://ui.adsabs.harvard.edu/abs/2017MNRAS.472.1272V
http://dx.doi.org/10.1093/mnras/stab1490
https://ui.adsabs.harvard.edu/abs/2021MNRAS.505.3078V
http://dx.doi.org/10.1093/mnras/stab2647
https://ui.adsabs.harvard.edu/abs/2021MNRAS.508.2307V


12 Sam P. Vaughan et al.

-1

0

1

2

3

1e-04 1e-03 1e-02
λ

P
ar
a
m
et
er

E
st
im

a
te

Predictor
log10(M∗/M⊙)
ϵ0,1
log10(SFR/M⊙yr−1)
log10(re/kpc)
[Z/H]
SF category
Age
log10(Σ5/kpc

−2)

Parameter estimates at varying values of the penalty term λ
Regularised Logistic Regression

Figure A1. The coefficients of each predictor for varying values of the penalty term 𝜆. As 𝜆 increases (to the right), the most important coefficients in the model
are the last to be regularised to zero. The legend on the right gives the variables in reverse order of when they drop out of the regression.

model: log10 (M∗/M⊙), 𝜖0,1 and log10 (SFR/M⊙yr−1). This is in
good agreement with Section 4.0.2, where we found that the various
information criteria preferred models with between three and four
non-zero variables (these three with the addition of log10 (𝑟𝑒/kpc)).
Overall, we find that using regularised logistic regression gives sim-
ilar conclusions to the best-subset approach taken in Section 4.0.2.
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Figure A2. 5-fold cross-validation using the SAMI dataset from Section 3.
The red-line shows the mean Binomial Deviance, 𝐷, as a function of 𝜆,
with the shaded regions showing the confidence intervals from the cross-
validation. The minimum value of deviance occurs at the dashed line, for a
model containing all 8 predictors. We choose to use a value of 𝜆 where the
deviance is 𝐷min + 𝜎CV, that is the largest 𝜆 which is still consistent with the
minimum values of 𝐷. This gives the most parsimonious model, containing
only the predictors log10 (M∗/M⊙ ) , 𝜖0,1 and log10 (SFR/M⊙yr−1 ) .
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