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Abstract—Recent advancements in Machine Learning (ML)
have substantially improved its predictive and computational
abilities, offering promising opportunities for surrogate modeling
in scientific applications. By accurately approximating complex
functions with low computational cost, ML-based surrogates can
accelerate scientific applications by replacing computationally
intensive components with faster model inference. However, inte-
grating ML models into these applications remains a significant
challenge, hindering the widespread adoption of ML surrogates
as an approximation technique in modern scientific computing.

We propose an easy-to-use directive-based programming
model that enables developers to seamlessly describe the use of
ML models in scientific applications. The runtime support, as in-
structed by the programming model, performs data assimilation
using the original algorithm and can replace the algorithm with
model inference. Our evaluation across five benchmarks, testing
over 5000 ML models, shows up to 83.6× speed improvements
with minimal accuracy loss (as low as 0.01 RMSE).

Index Terms—High Performance Computing, Parallel Pro-
gramming Model, Scientific Machine Learning, Approximate
Computing, Neural Networks

I. INTRODUCTION

Predictive simulation is a cornerstone of scientific progress
in several fields ranging from quantum chemistry to national
security, where the speed of simulations directly influences
the pace of discovery. Until recently, hardware and software
innovations drove progress with increased simulation speeds.
However, the deceleration of hardware technology advance-
ments, marked by the end of Dennard scaling and the slowing
of Moore’s Law, poses a significant challenge to maintaining
this pace of acceleration.

Approximate computing — a promising direction in the
post-Moore computing era — reduces application accuracy for
increased performance and energy efficiency. Approximations
can be application-specific, such as Newton’s method [1] and
polynomial approximations [2], or general-purpose techniques
such as loop perforation [3], [4], precision scaling [5], [6], and
memoization [7], [8]. More recently, the widespread adoption
of specialized accelerators in HPC and the growing promi-
nence of Machine Learning (ML) has led to the exploration
of using Neural Network (NN) based surrogate models to
accelerate scientific simulations. One of the key benefits of
NN-based approximations is that NN are universal function
approximators: with sufficient data and a sufficiently complex

network, they can approximate any function. Furthermore,
neural networks offer a rich space of architectures such as
MLPs, CNNs, and RNNs, providing flexibility and adapt-
ability, thus making them a versatile and efficient option for
many scientific applications. As a result, NN surrogates have
achieved wide success in several domains, including radiative
transfer calculations [9], computational fluid dynamics [10],
and Molecular Dynamics (MD) simulations, demonstrating at
least 10× speedup with low error.

Despite ML’s performance benefits, collecting training data
and integrating such a model in a scientific application is a
manual, complicated, and error-prone process. Since scien-
tific applications are usually developed in high-performance
languages such as C/C++ and FORTRAN, ML models must
be invoked within the programming language’s ecosystem.
This requires application and ML expertise. For example,
transforming data to the tensor format expected by ML models
requires intimate knowledge of data transformations, increas-
ing the complexity of model integration in scientific codes.

Therefore, the adoption and efficient use of ML models
in scientific applications is slow, hindering the exploration of
their applicability to diverse applications and situations. The
development complexity of such an ML-enhanced application
has gone unchecked. With no additional support to ease the in-
tegration of ML models in scientific applications, the adoption
rate of ML in HPC is slow, and the HPC community is missing
out on potential benefits. Moreover, progress in understanding
and overcoming the limitations is hindered by the engineering
efforts required to embed models in applications.

We present HPAC-ML, a directive-based programming model
that enables easy use of ML models in scientific applications.
The programming model provides primitives to invoke a
model or collect data during application execution to be used
during offline training of machine learning models. HPAC-
ML provides succinct extensions to describe transformations
between application and ML model memory layout. The run-
time system can schedule execution on both CPUs and GPUs,
transparently handling data transfers. We extend HPAC [11],
[12] and thus rely on the mature LLVM infrastructure. As an
inference engine, the runtime system uses Torch (C++ inter-
face to PyTorch). Thus, the proposed approach can digest the
latest advancements in compilation and AI/ML technologies.
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The programming model facilitates our core mechanism
to explore the trade-offs between model size, model archi-
tecture, performance benefits, and accuracy degradation in 5
HPC benchmarks. Our evaluation presents how well-defined
programming abstractions can help automate the search for
appropriate model architectures. Instead of manually exploring
these trade-offs, we employ Bayesian Optimization to search
the space of possible machine learning models, tracking both
performance gains and accuracy loss across all benchmarks.
Briefly, our contributions are the following:

• HPAC-ML, an annotation-based programming model for
embedding ML surrogates in scientific applications. Ap-
plication developers annotate parts of their application to
replace them with a surrogate model. HPAC-ML enables
developers to describe the data flow between application
memory and ML data layouts using succinct syntax. This
scheme supports supervised machine learning workflows
while maintaining modularity and separation of concerns:
no single person is required to have both application
expertise and experience with ML infrastructure. The
same source code can collect training data and later load
a trained surrogate model that replaces the annotated code
region, accelerating the application.

• An implementation of the HPAC-ML programming model
in the production-level Clang/LLVM compiler with a
runtime system that uses industry-standard infrastructure
such as Torch for inference and HDF5 for data collection.
The implementation is open-source software available to
the community1.

• A thorough evaluation on a representative suite of GPU-
based HPC mini-apps and benchmarks. Overall, we find
up to 83.6× speedup while maintaining output quality
with RMSE as low as 0.001, while the layout transfor-
mations add negligible overhead.

• HPAC-ML enables a large-scale exploration of the trade-
offs between model size, inference speed, and output
quality loss. Across thousands of models tested in our
evaluation, we derive insightful observations. For in-
stance, for ParticleFilter we identify models with better
accuracy than the existing approximation that yield an
end-to-end speedup of 9×.

II. BACKGROUND AND RELATED WORK

Approximate computing (AC) increases computing power
and energy efficiency. Several AC hardware and software
strategies demonstrate its utility. Hardware approximation
techniques [13]–[22] specialized hardware components or
modify underlying hardware to accelerate computations while
introducing controlled errors. For instance, approximate adder-
s/multipliers [13]–[17] perform add and multiply operations
approximately. Software approximation techniques focus on
algorithmic and software modifications that introduce approx-
imations to gain performance. Examples include loop perfo-
ration [23], [24], which skips certain loop iterations, mem-

1https://github.com/LLNL/HPAC

oization [25]–[27], which caches previous previous results,
and significance based computing [28]–[30] which assign
scores to computations in respect to their contribution to the
final output quality. Additionally, there are several works that
use Neural Networks (NNs) to approximate code regions,
accelerating computations. Grigorian et al. [31] proposed
BRAINIAC that used both precise and NN-based approximate
accelerators to achieve significant performance gains. McAfee
and Olukotun proposed EMEURO [32], a NN-based emulation
and acceleration platform. Moreau et al. [33] presented a
technique for neural acceleration on an FPGA. Esmaeilzadeh
et al. [34] introduced a programming model that enabled users
to offload approximable code regions to Neural Processing
Units (NPUs). Ho et al. [35] proposed Tensorox to exploit
the half-precision tensor cores available on GPUs to perform
approximate computations. These works have focused primar-
ily on leveraging hardware neural networks as accelerators
for approximable programs, and hence their applicability for
integrating ML libraries into scientific codes is limited. Many
frameworks integrate AC techniques into codes. These include
HPAC [11], HPAC-Offload [12], ApproxHPVM [36], AC-
CEPT [37], and GREEN [38]. Only HPAC-Offload and SAGE
support AC on GPUs. While these frameworks provide valu-
able support for several approximate computing techniques,
they don’t support surrogate models, ultimately hindering the
adoption of ML models in HPC applications.

HPAC allows accurate and approximate versions of the same
algorithm to coexist in the same binary by viewing them as dif-
ferent execution paths. The path taken is dynamically decided
at runtime based on activation criteria for approximation. If
the activation criteria are unmet, then the accurate execution
path is taken, and the original code is executed. Otherwise, the
approximate execution path, which implements the approxima-
tion, is taken. HPAC provides data-flow semantics [39] to the
developer that describe which application memory regions are
accessed by the accurate execution path.

Recently, Dong et al. [40] proposed Auto-HPCnet, which
uses a client-server protocol to enable NN-based surrogate
models, losing integrated support and incurring communica-
tion costs between the client and server. Myers et al. [41]
developed Python bindings as a bridge between AMR simu-
lation data and data science software. They provide a flexible
approach for representing simulation data and supporting rou-
tines written in Python; however, they don’t exploit the latest
advances in state-of-the-art ML libraries such as PyTorch [42],
TensorFlow [43], ONNX [44], and LBANN [45]. These ML
frameworks allow for a trained model to be encoded in a
language-agnostic JIT-able model formats, such as TorchScript
JIT. The model can be loaded using C++ or Fortran and
invoked to perform inference at application execution time.

Our framework extends HPAC and provides a unified ap-
proach to seamlessly use NN surrogate models within an
application. The approach separates concerns and can be used
as a core mechanism, as done in this work, to build automation
and study trade-offs between model accuracy, application
performance, and application accuracy.

https://github.com/LLNL/HPAC


III. HPAC-ML PROGRAMMING MODEL

Supervised machine learning consists of three phases: data
collection, training, and inference. The current practice of
using NN models in applications follows multiple manual,
error-prone sequential steps. Further, it requires rare interdisci-
plinary expertise. For example, computer scientists instrument
scientific applications for data collection and provide the data
to ML experts who build and train NN models. These models
are integrated into the application by computer scientists.
Domain scientists (e.g., physicists) then evaluate the validity
of the ML-enhanced application’s results. Simply put, there
are too many handshakes in this workflow.

The approach does not scale, limiting scientific throughput.
Thus HPAC-ML, facilitates smooth integration of ML surro-
gates in applications by providing primitives to capture the
developer’s intent to accelerate the application via NN model
usage. HPAC-ML’s design abstracts the engineering support
required to use ML models in applications and insulates the
user from knowing how the software system works. Instead,
ML and domain scientists can focus on building more accurate
models and validating the ML-enhanced application results.

A. HPAC-ML Design

The main challenge in abstracting ML use is twofold.
First, the application developer needs primitives to specify
the source code location, often called the code region, to be
replaced by the ML model. Further primitives are required
to define the application data that the code region consumes
and produces. Yet, describing only the coarse data flow of a
code region is not sufficient. The application data layout and
the layout required by modern NN inference engines differ.
Thus, a generic approach needs to provide primitives to the
developer to describe the application data layout and flow at
the boundaries of the replaced code regions.

Specifically, from the application code perspective, we need
abstractions for two key components: a data bridge layer and
an execution control layer. The data bridge layer handles
the mismatch between application data and ML frameworks,
which expect dense, contiguous inputs and produce dense,
contiguous outputs. The execution control layer is responsible
for either performing data collection or model inference.
The HPAC-ML approach, depicted in Figure 1, integrates the
requirements of both the application and surrogate models in
a framework-agnostic way.

1) Data Bridge: The data bridge connects two distinct
memory spaces: the application memory space and the tensor
memory space, supporting memory access patterns common
in scientific applications. For instance, computational fluid
dynamics and finite difference methods employ a stencil access
pattern, where the value at each gridpoint is updated based on
the values of neighboring gridpoints. Unstructured mesh codes
use indirection and pointer-chasing to resolve the map between
application data structures and the computational models used
in simulations, thereby efficiently bridging the gap between
their geometrical representation and the algorithms that oper-
ate on them. ML applications such as clustering compare all

points in some space to the same set of queries. In such cases,
it is not enough to simply wrap application memory arrays in
ML library tensors – there is a difference between how data
are accessed by the application and how data are organized
in memory. Thus, the data bridge uses two concepts to handle
each component separately: a tensor functor and a tensor map.

The tensor functor is an abstraction that lets the user specify
how individual data elements are accessed in the application
memory space and how these elements should be organized
to form a tensor entry in the tensor memory space. Through
a process we call memory concretization, the tensor map
applies the tensor functor to application memory, completing
the bridge between the application and tensor memory spaces
and mapping memory between them. For example, in Figure 1
(left), the developer describes a tensor representing a stencil
and a tensor mapping. At execution time HPAC-ML (Figure 1
middle, right) uses both the tensor map and the tensor functor
in Steps 1 and 2 to extract tensors representing a 5-point
stencil from a contiguous memory grid. The reverse operation
transforms the data layout from the model to the application
layout (Steps 5 and 6 in Figure 1 middle and right).

2) Execution Control: The execution control layer lever-
ages existing HPAC primitives. Briefly, when using HPAC the
developer annotates a code region as approximate and specifies
the data flow — the memory locations used as inputs by the
annotated region and the memory locations of the computed
outputs — of the code region. With this information, HPAC
generates two separate execution paths: an accurate execution
path with the original application code and the approximate
execution path implementing the approximation.

HPAC-ML extends the accurate execution path to perform
data collection during application execution time as presented
in Figure 1 (middle). Before executing the accurate execution
path, HPAC-ML applies the tensor functors to the region’s
inputs and maps them into concrete tensors (Steps 1 and 2).
These tensors are cached in memory. Then, HPAC-ML invokes
the accurate execution path, and the application computes the
output values. Before giving execution control back to the
application, HPAC-ML transforms the output memory locations
using functors and tensor mapping operations (Steps 5 and
6). Lastly, HPAC-ML stores this data into a persistent storage
database and continues execution.

The persistent storage database can be accessed by the ML
expert to train a NN approximation of the accurate execution
path. Once the ML experts produce a model of sufficient
accuracy they can store it in the filesystem and expose
the model path to HPAC-ML. In such a case, as presented
in Figure 1 (right), during application execution, HPAC-ML
reads the model representation and uses the model as the
approximate execution path of HPAC. Before invoking the
model, HPAC-ML uses developer-defined tensor functors and
mapping operations provided by the developer to transform
data between the application data layout and model layout.

To summarize, the execution control of HPAC-ML is respon-
sible for either performing data collection or model inference,
whereas the data bridge spans the gap between data layouts.
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Fig. 1: HPAC-ML overview.

1#pragma approx tensor functor(ifnctr: \
2 [i, j, 0:5] = ( ([i-1, j], [i+1, j], \
3 [i, j-1:j+2]))
4#pragma approx tensor functor(ofnctr: \
5 [i, j, 0:1] = ([i, j]))

6#pragma approx tensor map(to: \
7 ifnctr(t[1:N-1, 1:M-1]))
8#pragma approx tensor map(from: \
9 ofnctr(tnew[1:N-1, 1:M-1]))

10#pragma approx ml(predicated:true) in(t) out(tnew) \
11 db("/path/data.h5") model("/path/model.pt")
12 do_timestep(t, tnew);
13

14swap(t, tnew);

Fig. 2: HPAC-ML example program. This example replaces the
main computation of a 2-D stencil code with NN surrogate
inference. green, highlights the declaration of tensor-functors,
red, highlights the declaration of tensor maps, blue, highlights
the declaration of a region from which HPAC-ML will either
collect data from or completely replace with a NN model.

B. HPAC-ML Example

The HPAC-ML programming model provides concrete real-
izations of the data bridge and execution control abstractions.
Figure 2 depicts an example where the directive on Line 1
creates a tensor functor named ifnctr and applies it to appli-
cation memory on Line 6, mapping application memory to the
tensor memory space. On Line 8, a mapping from the tensor
memory space to the application memory space is created.
The tensor functor declaration has two main components: a
left-hand side (LHS) and a right-hand side (RHS).

The LHS defines an abstract slice that describes a single
element access for some symbolic values i, j. In Figure 2,
the LHS declares a 3-dimensional tensor with two spatial
dimensions and one feature dimension. The user specifies
this shape using i and j and the range 0:5. The names i
and j are not declared in the program; they are considered
symbols for any values i and j may take when the functor
is applied to data. The RHS component specifies the origin
of each feature without associating the indices with any data.
Applying a tensor functor to data arrays moves them between
the application and tensor memory spaces, completing the data

bridge. Line 6 of Figure 2 does this, where the user maps data
to the tensor space by applying functr to the array t. This
is where the range of values are assigned to the symbols of the
ifnctr functor. Here, i goes from 1 to N − 1; j is similarly
concretized and mapped to the range 1 : M − 1. Simply put,
the tensor map performs a sweep over memory, and the functor
describes the accesses at each point in the sweep.

Finally, the developer uses the ml clause with the
predicated modifier with the condition set to true
on Line 10. Thus, HPAC-ML uses the model stored under
"path/model.pt" and performs NN approximation for
every instantiation of the region. The ml clause accepts a
boolean expression evaluated at every invocation of the region.
The developer can expose this parameter, for example, to the
command line interface and toggle between inference and data
collection without requiring recompilation. For explicit static
control of model inference or data collection, the developer
can use infer or collect to enable inference and data
collection for all instantiations of the code region.

C. HPAC-ML Programming Model Grammar

To further understand the programming model, we show
the full syntax of the tensor functor and tensor map
directives along with the ml clause in Figure 3.

The tensor functor directive (Figure 3 top) is powered by the
symbolic slice specifier, or ss-specifier, that implements
the standard slice syntax with extensions: symbolic con-
stants and expressions that use them. The symbolic constant
(s-constant) terminal serves as a placeholder within the
tensor ss-specifier, adapting its value to match the data
dimensions provided when the functor is applied to memory.
These constants can be used in arithmetic expressions with
regular integer expressions to describe different offsets and
access patterns involving symbolic constants. For example,
in the slice specifier [i, j, 0:5] taken from the RHS of
Figure 2, the symbols i and j correspond to an s-constant
whereas 0 and 5 correspond to integer expressions.

The tensor map (Figure 3 middle) transforms data
from the application layout to the ML data layout or
from the ML layout to the application as described by the



# pragma approx t e n s o r f u n c t o r ( d e c l - f u n c t o r - i d :
s s - s p e c i f i e r = ( s s - s p e c i f i e r ) )

s s - s p e c i f i e r : : = ' [ ' s - s l i c e , . . . ' ] '
s - s l i c e : : = s- exp r [ : [ s - exp r ] [ : [ s - exp r ] ] ]
s - exp r : : = s- exp r | s- c o n s t a n t | int- exp r

# pragma approx t e n s o r map ( d i r e c t i o n - s p e c i f i e r :
f a - exp r )

f a - exp r : : = d e c l - f u n c t o r - i d ' ( ' map- t a r g e t - l i s t ' ) '
map- t a r g e t - l i s t : : = map- t a r g e t . . .
map- t a r g e t : : = a r r a y - r e f

' [ ' c s - s p e c i f i e r | map- t a r g e t ' ] '
c s - s p e c i f i e r : : = c- s l i c e [ , c- s l i c e ] . . .
c- s l i c e : : = c- exp r [ : [ c- exp r ] [ : [ c- exp r ] ] ]
c- exp r : : = c- exp r | int- exp r
d i r e c t i o n - s p e c i f i e r : : = ' t o ' | ' f rom '

# pragma approx ml ( ml-mode [ : bool − exp r ] ) [ i n ( mapped-
memory )

o u t ( mapped-memory ) ] [ i n o u t ( mapped-memory ) ] model (
s t r i n g -exp r ) d a t a b a s e ( s t r i n g -expr ) i f ( boo l - exp r )

s t r u c t u r e d - b l o c k

mapped-memory : : = f a - exp r | mapped- t a r g e t - l i s t
mapped- t a r g e t - l i s t : : = a r r a y - r e f [ , mapped- t a r g e t -

l i s t ]
ml-mode : : = ' i n f e r ' | ' c o l l e c t ' | ' p r e d i c a t e d '

Fig. 3: Syntax for the tensor functor declaration (top), tensor
mapping (middle), and ml (bottom) clauses of the HPAC-ML
programming model.

direction-specifier. The functor application expres-
sion (fa-expr) applies a declared tensor functor identi-
fied by the decl-functor-id to a list of user-specified
ranges (map-target-list). The list contains a sequence
of map-target expressions. Every map-target initially
contains a reference to some array (the array to be trans-
formed by the functor) and a series of concrete-slice-specifiers
(cs-specifier). A concrete specifier may only contain
expressions that use either integer constants or refer to declared
integer variables. The cs-specifier expresses ranges of
possible values. For example, [1:N] describes a range start-
ing from 1 and going to exclusive N with a step of 1.

The approx directive combined with the ml clause specify
regions of application code to replace with NN surrogate
models. The syntax of the approx ml clause is shown in
Figure 3 (bottom). The ml-mode is a keyword that accepts
infer, collect, and predicated. infer instructs
HPAC-ML to perform NN inference — replacing the wrapped
structured block with the surrogate model stored at the path
provided in the model clause. The collect clause instructs
HPAC-ML to run the structured block and store the inputs and
outputs in a file under the location specified by the database
clause. Finally, the predicated clause performs model in-
ference or data collection depending on the boolean expression
ml-cond. This enables the dynamic toggling of data collec-
tion and model inference. The mapped-target-list is a
list of references to arrays mapped using the tensor map

clause. The mapped target lists can be designated as input to
the NN/structured block (in), output from the NN/structured
block (out), or both (inout).

IV. HPAC-ML IMPLEMENTATION

The HPAC-ML compiler and runtime system implement
the data bridge and execution control layers. The HPAC-
ML compiler extends the HPAC compiler implemented in
Clang/LLVM v17.

A. Data Bridge

HPAC-ML implements the data bridge by closely co-
designing the compiler and runtime system. The runtime
system implements custom data structures and the compiler
performs a sequence of calls to runtime functions to declare,
allocate, and fill those structures appropriately.

The parser, semantic analysis, and abstract syntax tree
(AST) of Clang are extended to support the tensor directive
with its functor, map, and update clauses. These clauses
require new expression types in the AST for multi-dimensional
slices that support symbolic expressions. After parsing and
semantic analysis of the functor clause in the tensor
directive, code generation instantiates a tensor. In code gen-
eration, a functor is effectively a structure representing views
or slices on top of application memory locations. Until the
functor is applied to memory, the pointer to application mem-
ory is undefined and symbolic expressions remain abstract. As
such, code generation generates two descriptors to be used by
the runtime library one for the LHS and one the RHS of the
functor. Each represents an ss-specifier (Figure 3).

The descriptors are a collection of slices. For exam-
ple, ([i-1, j], [i+1, j], [i, j-1:j+2]) contains
three slices. Every slice describes a view of memory through
some pointer that will be provided when the functor is mapped
to a memory location. A structure describes a slice and
contains fields for the number of dimensions, shape, and
strides. Symbolic constants (s-constant), such as i, j,
are encoded in an AST node during parsing and semantic
analysis to be assigned a unique identifier. The HPAC-ML
code generator refers to them to compute possible ranges of
values for these symbolic constants. The compiler bundles
the LHS and RHS expressions and associates them with the
functor-id provided by the clause.

The tensor map clause creates a view of some user-specified
application memory. Supporting the map clause requires a
sequence of steps to determine the base pointer, shape, and
strides for converting user memory to a tensor. Figure 4 illus-
trates these steps for the example in Figure 2. We demonstrate
the process for map(ifnctr(t[1:N-1, 1:M-1])),
where ifnctr corresponds to the LHS [i, j, 0:5] and
RHS ([i-1, j], [i+1, j], [i, j-1:j+2])

During Symbolic Shape Extraction, the code generator ex-
tracts a shape vector that contains one offset per dimension
to apply to the base pointer, and the number of elements to
retrieve. Figure 2 has three slice descriptors, each referring to
2-dimensional data. For every slice, code generation associates
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Fig. 4: Steps of the HPAC-ML compiler runtime system performed during the data mapping of ifnctr (example code 2).

the functor dimensions with the dimensions of the provided
ranges in the map clause. It then computes the offset of the
first element in the slice relative to the first element in the
base pointer, taking into account the minimum value of the
range. In this example, this corresponds to t[1][1]. Thus the
slice [i-1][j] will access the memory at location [0][1]
and the computed offset is (−1, 0). Further, it computes the
number of elements accessed by the slice.

Next follows Symbolic Shape Resolution, which computes
the shape of the resulting tensor when a slice is applied to
memory. It computes the start index, end index, and stride for
every dimension. Symbolic shape resolution adds a dimension
of size 1 to slices with one element; for slices with more
than one element (e.g., the slice [i,j-1:j+2] has three
elements), symbolic shape resolution adds a new dimension
sized with the number of elements.

Following, the code generation moves to Tensor Wrap-
ping, in which it combines the per-slice descriptors computed
during symbolic shape resolution with the offsets computed
during symbolic shape extraction. It adds the offsets to each
dimension’s start and end ranges. This step creates a data
structure compatible with most tensor libraries (Torch, Ten-
sorFlow, NumPy), as every slice now describes a view of
some memory region. So far no memory copies are needed:
code generation creates lightweight wrappers around existing
memory. Next, the HPAC-ML backend materializes these slices
as library-specific tensors. Each RHS slice has been applied
to application data, yielding one tensor for each.

These RHS tensors are combined in the Tensor Composition
step to create a single LHS tensor. If more than one dimension
was added in the symbolic shape resolution, they are flattened
to create a tensor whose shape matches the LHS. Then, the
RHS tensors are concatenated, and the mapping is complete.

The runtime system handles mapping in both directions
between the application and tensor memory spaces. When
the tensor map clause uses the from specifier, the runtime
creates a mapping from the tensor memory space to the
application memory space. That involves the symbolic shape
extraction, resolution, and tensor wrapping steps, which create
a collection of tensors wrapping user data, without requiring
the tensor reshaping and composition steps.

B. Execution Control

HPAC-ML extends HPAC’s approx directive parsing
and semantic analysis to recognize the ml, model, and
database clauses. HPAC captures the associated code state-
ment following the approx directive and outlines it in a new
function. The wrapped region is replaced by a call to the HPAC
runtime system and the compiler forwards a function pointer
to the outlined function to the runtime system.

HPAC-ML extends HPAC’s runtime API entry point to accept
two file paths given as C-strings, pointing to files. The first file,
given by the database clause, points to a storage location
to use during data collection, while the second file refers to
a model given in the model clause. Code generation for the
ml clause checks the ml-mode identifier. When the identifier
is set to infer, code generation instructs the runtime to
perform model inference throughout the application run. When
ml-mode is set to collect, the compiler instructs the
runtime to collect data throughout the application execution.
For the predicated identifier, the compiler generates code
to evaluate a boolean expression passed as a second optional
argument to the ml clause. When the argument expression
evaluates to false, the runtime performs data collection;
when it is set to true the runtime performs inference.

At execution time, the runtime system can access the accu-
rate execution path by invoking the function outlined by the
compiler. HPAC-ML uses this during data collection. Briefly,
the runtime system maps the memory regions annotated as
inputs with the in clause to tensors using the data bridge
and stores them into an HDF5 file [46]. Once the inputs are
stored, the outlined region is invoked. When it finishes, the
outputs provided to the out clause are mapped from memory
and stored in the file. The output HDF5 file contains an
independent HDF5 group for every annotated region. Within
each group HPAC-ML stores the following datasets: 1) inputs
gathered by the data bridge; 2) outputs gathered by the data
bridge; and 3) execution time of the wrapped code region.

Storing both the data and the execution time of the outlined
region in the HDF5 file supports ML development workflows
in the architecture search/model training phase of supervised
machine learning. Developers can load the database using user-
friendly HDF5 interfaces, such as h5py in Python. They can
then use the stored inputs and outputs to create training/vali-



TABLE I: The benchmarks used to evaluate HPAC-ML.

Benchmark Description

MiniBUDE [47] Executes virtual screening in molecular docking, assessing poses to
predict ligand-protein binding energy using an empirical forcefield.
QOI: Ligand-protein binding energy for each pose. Metric: MAPE

Binomial
Options [48]

Iteratively calculates the price for a portfolio of American stock
options at multiple time points before expiration. QOI: The
computed prices. Metric: RMSE

Bonds [49] Calculates bond valuations and interest payments for fixed-rate
bonds with a flat forward curve. QOI: The accrued interest for
each bond. Metric: RMSE

MiniWeather [50]Simulates atmospheric dynamics through essential weather and
climate modeling equations, emphasizing buoyant force impacts.
QOI: Simulation state variables (density, x momentum, y momen-
tum, and potential temperature) at each gridpoint. Metric: RMSE

ParticleFilter [51]Statistical estimation of a target object’s location given noisy
measurements. QOI: The location of the object. Metric: RMSE

dation datasets for model training. The included runtime infor-
mation can be used to assess performance-accuracy trade-offs
without executing the application. An ML engineer uses the
database and associated runtime information to train a model
with sufficient runtime performance and accuracy offline. The
trained model is saved to disk in a language-agnostic format
such as TorchScript for online inference in the application.

When the application instructs the HPAC-ML runtime system
to perform inference, the backend loads the model file if it
has not already been loaded. The implementation uses Torch,
the C++ API of PyTorch, to load models. Once the model is
loaded, HPAC-ML uses the data bridge to transform data from
the application space to the tensor space and calls the model
inference engine. The inference output tensor is converted back
to the application layout through the data bridge.

V. EVALUATION

HPAC-ML provides an easy-to-use approach to collecting
training data and deploying a model within an application. In
this section, we evaluate the complexity required to annotate
the benchmarks, the one-time overhead of data collection, and
finally, the performance overheads induced by our runtime
implementation to invoke the inference engine.

Table I lists the evaluated CUDA benchmarks and the
Quantity of Interest (QoI) for each. The evaluation platform
is equipped with one 64-core AMD Epyc 7763 CPU and 4×
NVIDIA A100 GPUs, each with 40GB of memory and 108
SMs. We use CUDA 11.8, PyTorch 2.2.0, and compile all
benchmarks with the HPAC-ML compiler.

A. Code Complexity of Using HPAC-ML

For every benchmark we aggressively annotate application
regions with HPAC-ML to maximize potential performance
gains. We use Lines of Code (LoC) as a metric of the
complexity of using HPAC-ML. We use clang-format with
the LLVM style to format the sources and report the additional
Lines of Code required by HPAC-ML. Table II details the total
LoCs for every benchmark and LoC required to use HPAC-ML
along with the number of directives.

TABLE II: Application source code impact of HPAC-ML.

Total LoC HPAC-ML LoC HPAC-ML Directives

MiniBUDE 539 8 4
Binomial Options 455 8 4
Bonds 2248 9 4
MiniWeather 905 3 3
ParticleFilter 1025 5 4

TABLE III: Data collection overhead.

Original Runtime Runtime With Data Collection Collected Data Size (MB)

MiniBUDE 23.15s 23.25s 29
Binomial Options 2.02s 2.21s 268
Bonds 0.96s 1.18s 303
MiniWeather 0.65ms 28.92ms 19
ParticleFilter 3.43 ms 3.51 ms 852

Overall, we observe an average LoC increase of less than
2% across all benchmarks. MiniBUDE, Binomial Options,
Bonds, and ParticleFilter each take 4 directives: input/output
tensor functor declarations, a tensor mapping for the input,
and the approx ml directive. MiniWeather is an iterative
solver using the same memory for an iteration’s input/output,
so we use the inout clause. In summary, a developer should
expect to add up to two directives for the inputs and outputs
to declare the tensor functor and the mapping between data
layouts. An additional directive is required to annotate the code
to be replaced by the model. Using the same source code,
HPAC-ML can perform data collection and model inference. In
cases of identical memory layouts across application variables,
functors can be re-used, further reducing code complexity.

B. Data Collection

Following best practices [52], we split the application
datasets distributed with each benchmark into 2 different sets:
a training/validation set and a test set. The training/validation
set is used for model training and hyperparameter tuning; the
test set is used to evaluate the models when deployed with
HPAC-ML.

We execute the HPAC-ML enhanced applications with
the training/validation inputs and set the condition in the
ml(predicated:bool-expr) clause to false, instructing
the HPAC-ML runtime system to collect data for future model
training. Collected data are stored in HDF5 files, a suitable
format for ML engineers to consume. Effectively, inner di-
mensions correspond to the application’s input-output tensors
and the outer dimension corresponds to a unique data identifier
of this set in the data collection ensemble. The collected data
are directly readable by the built-in PyTorch data loaders.

Table III details the overhead of capturing data for model
training. This overhead ranges between 1.01× and 44.6× over
a normal application run. Typically, this overhead is amortized,
as ML experts reuse those data when searching for a suitable
model. This overhead is worthwhile after training such a model
and significantly accelerating the application.

C. Nested Bayesian-driven Model Exploration

HPAC-ML facilitates easy use and deployment of different
surrogate models. Additionally, the trade-offs between applica-



TABLE IV: Search space used for neural architecture search
The Feature Multiplier parameter denotes a factor that reduces
the neuron count across hidden layers.

MiniBUDE Binomial Options, Bonds

Num. Hidden Layers [2, 12] Hidden 1 Features [5, 512]
Hidden 1 Size 64, 128, . . . , 4096 Hidden 2 Features [0, 512]
Feature Multiplier [0.1, 0.8]

MiniWeather ParticleFilter

Conv. Layer 1 Kernel Size [2, 8] Conv. Kernel Size; Conv. Stride [2, 14]
Conv. Layer 1 Output Channels [4, 8] Maxpool Kernel Size [1, 10]
Conv. Layer 2 Kernel Size [0, 6] FC 2 Size [0, 128]

TABLE V: Search space used for BO hyperparameter tuning.

Learning Rate: [1× 10−4, 1× 10−2] Weight Decay: [1× 10−4, 1× 10−1]
Dropout: [0, 0.8] Batch Size: [32, 512]

tion accuracy and performance are application/model-specific.
The model’s architecture (i.e., how layers and nodes are
structured and connected) and training hyperparameters, such
as the learning rate, greatly affect the the model’s inference
speed, prediction accuracy, and overall fidelity. Exploring all
possible model architectures and hyperparameters is practi-
cally impossible, since they form an intractable, combinatorial
space. Hence, we devise an automated, guided approach to
generate efficient models, leveraging application domain ex-
pertise to sub-select candidate ML architectures and Bayesian
Optimization for searching architecture and training (hyper-
)parameters.

We define a neural architecture space for each benchmark
to search for well-performing models. We confine the model
architecture based on our application domain expertise, e.g.
we use convolutional layers to capture spatial information
in the video frames of ParticleFilter. Table IV details each
benchmark’s neural architecture search space, while Table V
defines the space of feasible hyperparameter values.

Briefly, we employ Bayesian Optimization (BO) [53] to
identify efficient model architectures and respective hyperpa-
rameters. BO streamlines model selection by using Gaussian
Processes to predict the performance of an objective function,
focusing on areas with potential improvement. Through an
iterative process involving an acquisition function, BO effi-
ciently explores and exploits the search space to find optimal
solutions. This method is particularly effective for tasks like
neural network tuning, where evaluations are costly [54], [55].

We use a nested, two-level, multi-objective BO for neural
architecture search and hyperparameter tuning. The search
process looks for a neural architecture and its hyperparameters
that jointly minimize inference latency and validation error.
The outer level proposes neural architectures, while the inner
level tunes hyperparameters to minimize validation error for
the architecture. The inner level produces hyperparameters that
minimize validation error; the model architecture determines
inference speed.

The outer-level search is executed for 100 iterations, with
early stopping when it doesn’t find a faster or more accurate
model for five consecutive trials. The inner level tunes training
hyperparameters for 30 iterations. Faithful to good practice,
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Fig. 5: End-to-end application speedup and error of HPAC-ML
enhanced applications.

we train/evaluate all models only using the training/validation
data from the data collection phase.

We implement this approach as a workflow using Parsl [56]
and employ the Adaptive Experimentation platform [57] for
the Bayesian search. The search convergence is fast, typically
earlier than 16 trials. Overall, our automated method explored
5130 models: MiniBUDE 990, Binomial Options 900, Bonds
540, MiniWeather 780, and ParticleFilter 1920.

D. Performance Benefits from HPAC-ML Model Deployment

After model search and training, we integrate HPAC-ML
using the lowest validation error models generated by the
nested BO search (cutoff is error < 10) and evaluate the
application’s error as observed at the final computed QoI.
MiniBUDE’s error metric is MAPE; all other benchmarks use
RMSE. Modifications in the application source code are minor:
one sets the cond in the ml(infer:<cond-expr>) to
True and adds the model(string-expr) clause specify-
ing the path of the generated model.

We evaluate HPAC-ML on two metrics: end-to-end speedup
over the original GPU-accelerated application and quality
loss. We run each configuration 20 times and use the (arith-
metic) mean runtime, yielding statistically significant results.
Speedup is relative to end-to-end application runtime and
includes all required data transfers and transformations. Qual-
ity loss is computed using the QoI for each application and
measuring how much the DNN surrogate changes this QoI.

Figure 5 shows results of speedup and validation error
across the lowest validation error models for all programs.
Overall, deploying models with HPAC-ML substantially de-
creases application execution time. We observe up to 83.6×
speedup, with a geometric mean of maximum possible speedup
of 13.0×. Regarding validation error, (see Figure 5-top), BO
finds several models below the cutoff of error < 10. Yet,
whether a given error results in acceptable QoI is application-
specific, as discussed in the next section that explores per-
program results.

Further, Figure 6 shows a breakdown of execution time
within the HPAC-ML runtime library, divided by time spent
mapping tensors (to/from memory) and inference time with
the fastest model, which is delegated to the ML backend. The
overhead of HPAC-ML is between 0.01% and 8%, compared
to the latency of the inference engine, which depends solely
on the evaluation of the model by the ML backend.
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VI. OBSERVATIONS

We discuss the speedup and QoI accuracy results using
the HPAC-ML programming model to extend programs for
surrogate model execution and the extensive ML model search
campaign it made possible. We center the discussion around
four observations that summarize key insights.

Observation 1: An ML Model can outperform custom algo-
rithmic approximation in both execution time and accuracy.
Particlefilter (PF) approximates the location of a target object,
given noisy measurements of that target’s location and an
estimate of the object’s path using a Bayesian framework. The
application outputs the ground-truth object location and the
particle filter’s estimate. The HPAC-ML version of PF captures
the ground-truth values to create the training dataset.

Our BO search algorithm finds several models that acceler-
ate the original application, as shown in Figure 7. Briefly, NN
surrogate modeling speeds up execution between 8.67× and
9.60× (end-to-end) over the original application implementing
the algorithmic approximation. Additionally, surrogates can
reduce the output’s RMSE to as low as 0.12, whereas the
original approximation’s RMSE is 0.5. The surrogate model
replaces the entire ParticleFilter algorithm, which includes
three distinct GPU kernels, with a CNN that estimates the
object’s location in each video frame. CNN inference is up
to 23.3× faster than the kernels it replaces. While end-to-end
speedup is subject to Amdahl’s law, surrogate modeling speeds
up the application by an order of magnitude. As such, Parti-
cleFilter is an excellent application for replacing algorithmic
approximation with surrogate modeling approximation and

aligns well with the known strengths of CNNs for image/video
tasks.

Observation 2: Surrogate models can improve performance
by increasing hardware utilization. While this motivates the
use of surrogate models, we quantify it more precisely using
MiniBUDE. MiniBUDE predicts complex molecular structures
and estimates their binding affinities. Those binding affinities
are estimated by rotating and moving a ligand into different
positions, called poses, and estimating the interaction strength
between a ligand in each pose and a target protein. Its orig-
inal implementation is a compute-bound molecular docking
mini-app whose kernel achieves 33.5% of the device’s peak
compute throughput and 6.13% of peak memory bandwidth.

By contrast, the fastest model achieves 47.2% of peak
compute throughput and 31.5% of peak memory bandwidth,
demonstrating much more efficient use of hardware resources.
MiniBUDE accesses memory with a scattered pattern, whereas
NN inference is implemented by dense linear algebra opera-
tions, for which there are highly optimized vendor software
libraries that execute near-optimally on GPU architectures.
Hence, execution of the surrogate model extracts higher perfor-
mance both by better alignment with the hardware architecture
features and by reducing computational load.

To quantify the effects of model size on accuracy and
speedup, Figure 8a shows the Mean Absolute Percentage Error
(MAPE) of QoI and speedup for all Pareto-optimal models.
The largest, slowest model achieves 25.5× end-to-end speedup
with 2.71% MAPE, while the fastest model worsens MAPE
to 6.82% MAPE but increases speedup to 35×. While this
result of MiniBUDE is expected – larger models reduce speed
up but are more accurate – this is not always the case, as our
next observation details.

Observation 3: Automation complements human ML domain
expertise for exploring the trade-offs of model architecture,
fidelity of the computed QoI, model generalization, and overfit-
ting. Binomial Options (Figure 8b) exhibits the same trade-offs
as MiniBUDE: larger models are slower and more accurate.
However, the range of application speedup is different. The
smallest model speeds Binomial Options up by 83.59×, with
an RMSE of 0.114. Conversely, the largest model is much
slower, with a speedup of 19.36× (4.3× reduction) but with
an RMSE of 0.0111, an order of magnitude improvement over
the fastest one. Quantifying this trade-off is greatly facilitated
by the automation brought forward by HPAC-ML for applying
surrogate modeling to enable this campaign.

Contrasting MiniBUDE and Binomial Options, larger mod-
els do not always increase accuracy for Bonds, as Figure 8c
shows. The fastest model is the most accurate, yielding an
RMSE of 0.280 and 7.96× speedup, surpassing the largest
model (second-best for accuracy) with an RMSE of 0.320
and a speedup of 6.00×. Generally, when larger models are
less accurate than their smaller counterparts, it suggests that
overfitting to the training data has occurred. HPAC-ML makes
it easier to identify and mitigate such cases. The standard
way to reduce overfitting is to augment the dataset, either
by collecting more data or increasing the complexity of the
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Fig. 9: Top shows MiniWeather simulation outputs at timestep 1200. All plots use the original solution until timestep 1000
because models are trained on the first 1000. In (b), we replace every timestep with model inference, in (c) we interleave model
inference with the original timestep every other step. (d) Speedup vs. RMSE: This panel compares speedup against RMSE
across various Original:Surrogate configurations, where ‘Original’ denotes simulation iterations performed with the original
timestep evaluation, and the next ‘Surrogate’ loops are executed using the surrogate model. (e) Timestep vs RMSE for different
configurations. (f) CDF of relative error from the surrogate model predictions at timestep 1001 versus error at timestep 1010.

dataset. HPAC-ML makes data augmentation easy through its
built-in data collection mechanisms.

Observation 4: In iterative auto-regressive scenarios, the
model’s error propagates across iterations and disturbs the
application’s QoI. HPAC-ML provides primitives to interleave
model executions with accurate evaluations, thereby decreas-
ing error. MiniWeather serves as a representative benchmark
for atmospheric dynamics simulation programs, a domain
where NN surrogate modeling has been particularly challeng-
ing [58]. In this context, even small inaccuracies introduced by
the surrogate approximation can rapidly accumulate, leading
to highly unstable and unrealistic simulations. Our findings,
despite the use of BO search to identify high-fidelity models,
align with and support these previously reported difficulties.
In more detail, Figures 9a and 9b present the visual output of
MiniWeather after timestep 1200 of the original simulation and
of a simulation using the model with the highest fidelity for all
timesteps starting from timestep 1000. Although the surrogate
model approximation adds little error in most grid locations,
this error propagates and amplifies in later iterations. Figure 9f

shows the CDF of relative error in timestep 1001, after the
first iteration using surrogate modeling, and timestep 1010.
At timestep 1001, the RMSE is 0.0003. Most error comes
from few domain locations: 80% of domain locations have
relative error less than 0.09 while 90% have a relative error less
than 0.2. However, using the model for 10 consecutive times
steps shifts the error distribution right by nearly an order of
magnitude. At timestep, 1010, 80% of domain locations have
a relative error of less than 1.25 while 90% have a relative
error of less than 3.04.

HPAC-ML can be used to interleave model evaluations with
the original analytical algorithm on different timesteps. Spec-
ifying the if clause controls usage of the surrogate model,
enabling it in a user-specified fraction of the simulation’s
timesteps. Figures 9c through 9f show results interleaving
accurate time steps with surrogate inference in HPAC-ML
to reveal performance and accuracy trade-offs for several
interleaving configurations. Interleaving model approximations
with original outputs significantly decreases error, at the ex-
pense of performance improvement from surrogate modeling.



Nonetheless, this class of computation is especially hard to
approximate with surrogates. Figure 9c depicts the output of
interleaving one original application timestep with one model
timestep. Although the visual result is closer to the accurate
one, the observed difference is still high.

VII. CONCLUSION

HPAC-ML is a novel pragma-based programming model
for embedding ML surrogates in scientific applications. The
design and implementation of HPAC-ML and its key abstrac-
tions yield a high-productivity, high-performance method to
integrate ML surrogate models into scientific applications with
a few lines of code. Using HPAC-ML, we perform a com-
prehensive evaluation of 5 GPU-accelerated HPC benchmarks
testing thousands of models, demonstrating the versatility
of HPAC-ML and exploring the trade-offs between model
architecture, accuracy, and performance. HPAC-ML bridges
the gap between ML infrastructure and scientific applica-
tions, enabling researchers to rapidly evaluate ML surrogates
in applications. This accelerated experimentation facilitates
fundamental research on the interactions between ML and
scientific computing. Application developers who want to
improve application performance in the post-Moore era will
find HPAC-ML a valuable tool in their belt.
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Appendix: Artifact Description/Artifact Evaluation
Artifact Description (AD)

VIII. OVERVIEW OF CONTRIBUTIONS AND ARTIFACTS

A. Paper’s Main Contributions

C1 HPAC-ML, an annotation-based programming model for
embedding ML surrogates in scientific applications. Ap-
plication developers annotate parts of their application to
replace them with a surrogate model. HPAC-ML enables
developers to describe the data flow between application
memory and ML data layouts using succinct syntax.

C2 An implementation of the HPAC-ML programming model
in Clang/LLVM v17 with a runtime system that uses
Torch for inference and HDF5 for data collection.

C3 A thorough evaluation on a representative suite of GPU-
based HPC mini-apps and benchmarks. We find up to
83.6× speedup while maintaining output quality with
RMSE as low as 0.001.

C4 HPAC-ML enables a large-scale exploration of the trade-
offs between model size, inference speed, and output
quality loss. To explore these trade-offs, we trained
thousands of models.

B. Computational Artifacts

Our paper produces the following computational artifacts.
A1 Software environment for the HPAC-ML compiler/runtime

system and experimental evaluation. https://doi.org/10.
5281/zenodo.13328344

A2 HPAC-ML compiler and runtime system implementation.
https://doi.org/10.5281/zenodo.12823916

A3 HPAC-ML benchmark programs. https://doi.org/10.5281/
zenodo.13328344

A4 HPAC-ML model training and evaluation infrastructure.
https://doi.org/10.5281/zenodo.13328369

Artifact ID Contributions Related
Supported Paper Elements

A1 C1 − C4 Tables 1-3
Figures 5-9

A2 C1 − C4 Tables 2-3
Figures 5-9

A3 C3 − C4 Tables 1-3
Figures 5-9

A4 C3 − C4 Figures 5-9

IX. ARTIFACT IDENTIFICATION

A. Computational Artifact A1

Relation To Contributions

This artifact contains the software environment used to build
the compiler/runtime system and perform the experiments
listed in the paper. Therefore, this artifact is a requirement
for all the artifacts that follow.

Expected Results

After reproducing this artifact, the HPAC-ML compiler/run-
time system can be built and evaluated.

Expected Reproduction Time (in Minutes)

Setting up the artifact involves cloning the GitHub repos-
itory and navigating to the software_env directory. It
is expected to take less than 1 minute. Use the included
installation script to execute the artifact and install the software
environment. This step will take up to 5 hours, depending on
the number of cores used.

Artifact Setup (incl. Inputs)

Hardware: Our hardware evaluation platform has one 64-
core AMD Epyc 7763 CPU and 4× NVIDIA A100 GPUs,
each with 40GB of memory and 108 SMs.

Generally, the software environment can be built for
NVIDIA GPUs and does not depend on the interconnect and
other platform details.

Software: This artifact requires git. Our platform uses git
version 2.39.3. Additionally, either Docker or Apptainer are
required for the container. We have used Docker v26.1.4 and
Apptainer v1.3.1. The provided installation script installs the
other required software into the container. All packages are
installed using gcc 11.4.0.

Datasets / Inputs: There are no datasets or inputs for this
artifact.

Installation and Deployment: This artifact is installed
and activated with the included setup.sh and
run_container.sh scripts.

Artifact Execution

After installation, the software environment can be
activated by running the container with the provided
run_container.sh script.

Artifact Analysis (incl. Outputs)

This artifact performs no data analysis.

B. Computational Artifact A2

Relation To Contributions

This artifact is the implementation of the HPAC-ML pro-
gramming model and runtime system as described in the paper.
Therefore, all contributions are derived from this implemen-
tation. In particular, C3 and C4 use this implementation to
perform our computational experiments on a target platform.

https://doi.org/10.5281/zenodo.13328344
https://doi.org/10.5281/zenodo.13328344
https://doi.org/10.5281/zenodo.12823916
https://doi.org/10.5281/zenodo.13328344
https://doi.org/10.5281/zenodo.13328344
https://doi.org/10.5281/zenodo.13328369


Expected Results

Reproducing this artifact means building the compiler and
runtime system in the provided container. We have also shared
container images with the pre-built compiler; during installa-
tion, the user can decide whether to build the container image
or download an existing image using the installation script.
The HPAC-ML compiler can then be used to compile programs
using the HPAC-ML programming model; the runtime system
implements the runtime operations of the programming model.

Expected Reproduction Time (in Minutes)

On our platform, building the compiler/runtime system from
scratch using 25 CPU cores takes about 30 minutes.

Artifact Setup (incl. Inputs)

Hardware: Our hardware evaluation platform is equipped
with one 64-core AMD Epyc 7763 CPU and 4× NVIDIA
A100 GPUs, each with 40GB of memory and 108 SMs.

Generally, the software environment can be built for
NVIDIA GPUs and does not depend on the interconnect and
other platform details.

Software: The HPAC-ML compiler/runtime system use the
software environment described in A1. All packages are built
and installed in a container by the installation process. Some
packages of particular importance to this artifact include:

1) PyTorch 2.2.0 https://github.com/pytorch/pytorch
2) HDF5 1.14.3 https://github.com/HDFGroup/hdf5
3) CUDA 11.8.89
A complete list of software packages can be found in the

configuration files associated with A1.
Datasets / Inputs: The only input required is the number

of cores to use for building the software.
Installation and Deployment: To deploy the compiler so

it can be used to build programs, run the included source
hpac_env.sh to add the compiler and its associated runtime
libraries to the system path. The container sources this script
as part of the startup process: when using the container, the
user need not manually deploy the compiler.

Artifact Execution

This artifact is installed by cloning the associated git repos-
itory and running the setup.sh script that builds the HPAC-
ML compiler and runtime system.

Artifact Analysis (incl. Outputs)

The build process produces versions of the clang and
clang++ compilers equipped to ingest code written in the
HPAC-ML programming model and generate code as described
in the paper.

C. Computational Artifact A3

Relation To Contributions

This artifact consists of the suite of programs modified
to use the HPAC-ML programming model. This includes the
benchmark programs gathered from the original sources and
modified to include the HPAC-ML annotations. Additional

modifications are added as needed to support the analysis
workflow. They are compiled with the HPAC-ML compiler and
run under the HPAC-ML runtime system to generate the per-
benchmark results shown in the paper.

Expected Results
The user can navigate to the directory associated with

each benchmark to view its source code and compile the
original/approximated version using the provided makefiles.

Expected Reproduction Time (in Minutes)
Each benchmark takes less than 30 seconds to build on our

platform. To run each with data collection enabled requires up
to 1 minute for any of the benchmarks.

Artifact Setup (incl. Inputs)
Hardware: Our hardware evaluation platform is equipped

with one 64-core AMD Epyc 7763 CPU and 4× NVIDIA
A100 GPUs, each with 40GB of memory and 108 SMs.

Generally, the software environment can be built for
NVIDIA GPUs and does not depend on the interconnect and
other platform details.

Software: We use the HPAC-ML compiler to build each
benchmark; thus, the build process for these benchmarks
assumes the software environment created in A1 is activated,
and the compiler has been built.

Datasets / Inputs: All benchmarks except for Binomial Op-
tions and MiniBUDE generate their own data sets at runtime.
For Binomial Options, we use a data set with 16 million unique
options; for MiniBUDE, our dataset includes 16 million poses.
These datasets are available at https://doi.org/10.5281/zenodo.
12751779.

Installation and Deployment: Each benchmark is compiled
with the HPAC-ML programming model using the makefiles
found with each.

Artifact Execution
The benchmarks can be run on their own by compiling

them with the provided makefiles and running the generated
binary. A4 implements a workflow that automates the end-
to-end process of training models and deploying them in
each benchmark. To gather training data, each benchmark is
annotated with the HPAC-ML programming model, and data
collection mode is enabled. Then, the benchmark is run and
the input/output data are captured into an HDF5 database
for offline training. We make all training data available at
https://doi.org/10.5281/zenodo.12751779.

Artifact Analysis (incl. Outputs)
This artifact does not generate data to be analyzed.

D. Computational Artifact A4

Relation To Contributions
This artifact performs the neural architecture search driven

by nested Bayesian Optimization described in the paper. The
trained models are then embedded in the application, and the
performance and accuracy are reported. These performance/ac-
curacy values are reported via the plots given in the paper.

https://github.com/pytorch/pytorch
https://github.com/HDFGroup/hdf5
https://doi.org/10.5281/zenodo.12751779
https://doi.org/10.5281/zenodo.12751779
https://doi.org/10.5281/zenodo.12751779


Expected Results

This artifact produces the following: 1) the model with the
best hyperparameters for a given neural architecture explored
during the search in TorchScript format; 2) the performance
and accuracy that result from embedding each trained model
in the application. With this artifact, it is possible to reproduce
the figures listed in the table. The results should indicate
substantial runtime speedup with low accuracy loss for the
applications when the model is used.

Expected Reproduction Time (in Minutes)

We make the trained models for all benchmarks available
at https://doi.org/10.5281/zenodo.12751779. Thus, they can be
easily embedded in the applications to assess performance/ac-
curacy trade-offs, skipping the neural architecture search. To
perform the full BO-based neural architecture search takes
between 50 and 400 GPU hours for a given benchmark.
Assessing the performance and accuracy trade-offs for a given
model takes between 1 and 5 minutes.

Artifact Setup (incl. Inputs)

Hardware: Our hardware evaluation platform is equipped
with one 64-core AMD Epyc 7763 CPU and 4× NVIDIA
A100 GPUs, each with 40GB of memory and 108 SMs.

Generally, the software environment can be built for
NVIDIA GPUs and does not depend on the interconnect and
other platform details.

Software: This artifact assumes the container environment
is being used. All software packages used for this artifact are
included in the software environment. We note two packages
important for this step:

1) Adaptive Experimentation Platform v0.3.1: Performs
Bayesian Optimization. https://ax.dev/

2) Parsl v2024.02.26: Orchestrates the workflow steps re-
quired for the nested BO-based neural architectures
search. https://parsl-project.org/

Datasets / Inputs: The training data for all benchmarks are
located at: https://doi.org/10.5281/zenodo.12751779. These
datasets are collected by running each benchmark with its
corresponding input dataset using HPAC-ML in data collection
mode. Each data set is split into two parts: a training/validation
set used for training models and hyperparameter tuning and
a test set used to evaluate the trained models on unseen data.
Each dataset is large enough to have sufficient model training
data and enough testing data to saturate device computational
resources.

Installation and Deployment: The Spack environment intro-
duced in A1 should be activated before running the artifact.

Artifact Execution

This artifact (https://doi.org/10.5281/zenodo.13328369) has
two steps: model training and embedding. The model train-
ing step is located within the model_training directory;
embedding is in the benchmark_evaluation directory.

The provided software performs each step end-to-end. Given
the provided architecture search space configuration file, the

model training step automatically performs the neural archi-
tecture search and saves the best models to the specified
output directory for each benchmark. Given trained models,
the benchmark evaluation script embeds each model in the
application, runs it with and without the NN model used in
the application, captures the accurate and approximated output,
and calculates end-to-end speedup and output loss. This script
also captures ancillary timing information, such as time spent
on data transfers, model inference, etc.

Each step generates a csv file containing the results. In the
model evaluation stage, each benchmark is run 20 times, with
each instance given a line in the csv output file.

The trained models are available for download, allowing
you to skip the model training step. Each directory has a
commands.sh script that performs the corresponding step.

Artifact Analysis (incl. Outputs)

The information displayed in the plots is derived directly
from the output csv files generated by the model evaluation
stage for each benchmark. Each benchmark is run for 20
iterations: we drop the first two and use the final 18 to calculate
the arithmetic average values used for speedup: accuracy
results are constant for a given model.

https://doi.org/10.5281/zenodo.12751779
https://ax.dev/
https://parsl-project.org/
https://doi.org/10.5281/zenodo.12751779
https://doi.org/10.5281/zenodo.13328369


Artifact Evaluation (AE)

A. Computational Artifact A1

Artifact Setup (incl. Inputs)

To begin, clone the repository https://doi.org/10.5281/
zenodo.13328344. Then, use the provided setup.sh script
to build or download or build a container image using either
Docker or Apptainer.

This script also downloads all data necessary for training,
and evaluating surrogate models. Upon completion, the instal-
lation creates a file run_container.sh that activates the
container environment.

Artifact Execution

The script setup.sh installs/compiles all necessary li-
braries and code into a container.

Artifact Analysis (incl. Outputs)

This artifact does not contain any output for analysis.

B. Computational Artifact A2

Artifact Setup (incl. Inputs)

This artifact is built in the setup for Artifact 1 and installed
in the hpacml directory. The container includes the HPAC-ML
compiler and runtime system, and sets the modified clang
and clang++ executables to the HPAC-ML compiler.

Artifact Execution

This artifact is executed by compiling programs with the
clang++ executable and using the -fapprox flag to com-
pile programs. Note that the artifact includes Makefiles and
driver scripts that automatically build all benchmakr programs.

Artifact Analysis (incl. Outputs)

This artifact does not contain any output for analysis.

C. Computational Artifact A3

Artifact Setup (incl. Inputs)

The HPAC-ML benchmark suite is installed to the
benchmarks directory during the setup for Artifact 1. Each
benchmark has a Makefile to compile the non-approximated
version and a Makefile.approx to compile the approxi-
mated version.

Artifact Execution

These artifacts are executed in the experimental workflow
of Artifact 4.

Artifact Analysis (incl. Outputs)

This artifact does not itself contain any output for analysis.

D. Computational Artifact A4

Artifact Setup (incl. Inputs)

This artifact is installed in the container setup in Artifact 1.

Artifact Execution

This artifact has two components: model training and bench-
mark evaluation. Model training performs the nested Bayesian
Optimization process outlined in the paper to explore accu-
racy/performance trade-offs. This artifact stores the created
models in a directory for each benchmark. Because training
for each benchmark takes between 50 and 400 GPU hours, we
have included the trained models in the artifact. These trained
models are used for benchmark evaluation.

For each model created for every benchmark, the benchmark
evaluation step does the following with a Python script:

• Build the accurate version of the benchmark and run it,
capturing the runtime and outputs.

• Build the approximate version of the benchmark and run
it, capturing the runtime and outputs.

• Compute error and speedup and store the results to a CSV
file.

• Plot the results to create the accuracy/performance trade-
off figures shown in the paper.

Artifact Analysis (incl. Outputs)

The CSV files contain model speedup and error, along
with the timing of different events in the HPAC-ML runtime
system, such as translating between application memory and
NN tensors. The format is explained futher in the README
file that accompanies the evaluation.

These files are used to create accuracy/speedup scatterplots,
like the ones shown in the paper. This artifact does this
automatically, executing the entire workflow and outputting
a plot.

https://doi.org/10.5281/zenodo.13328344
https://doi.org/10.5281/zenodo.13328344

	Introduction
	Background and Related Work
	hpac-ml Programming Model
	hpac-ml Design
	Data Bridge
	Execution Control

	hpac-ml Example
	hpac-ml Programming Model Grammar

	hpac-ml Implementation
	Data Bridge
	Execution Control

	Evaluation
	Code Complexity of Using hpac-ml
	Data Collection
	Nested Bayesian-driven Model Exploration
	Performance Benefits from hpac-ml Model Deployment

	Observations
	Conclusion
	References
	Overview of Contributions and Artifacts
	Paper's Main Contributions
	Computational Artifacts

	Artifact Identification
	Computational Artifact A1
	Computational Artifact A2
	Computational Artifact A3
	Computational Artifact A4
	Computational Artifact A1
	Computational Artifact A2
	Computational Artifact A3
	Computational Artifact A4


