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Abstract

The Crystal Barrel is an electromagnetic calorimeter consisting of 1380 CsI(Tl) scintillators, and is currently installed
at the CBELSA/TAPS experiment where it is used to detect decay products from photoproduction of mesons.
The readout of the Crystal Barrel has been upgraded in order to integrate the detector into the first level of the trigger
and to increase its sensitivity for neutral final states.
The new readout uses avalanche photodiodes in the front-end and a dual back-end with branches optimized for energy
and time measurement, respectively. An FPGA-based cluster finder processes the whole hit pattern within less than
100 ns. The important downside of APDs – the temperature dependence of their gain – is handled with a temperature
stabilization and a compensating bias voltage supply. Additionally, a light pulser system allows the APDs’ gains to be
measured during beamtimes.

Keywords: Crystal Barrel, Electromagnetic Calorimeter, APD, FPGA, Trigger, CsI(Tl)

1. The CBELSA/TAPS Experiment

The CBELSA/TAPS experiment (CBT), which is lo-
cated at the ELSA accelerator facility in Bonn, has been
used to conduct baryon spectroscopy in order to obtain
a better understanding of the non-perturbative regime of
QCD [1]. The baryon resonances are studied by measuring
polarization observables in the photoproduction of mesons
[2]. The Crystal Barrel calorimeter (CB) is the centerpiece
of the experiment and will be introduced in Section 2.

ELSA provides electrons with energies of up to 3.2 GeV
for an unpolarized electron beam. In case of longitudinally
polarized electrons, the electrons can have a high degree
of longitudinal polarization for energies of up to 2.4 GeV
[3].

When extracted to the CBT, the beam hits a radia-
tor and produces real photons via bremsstrahlung. The
photons can be circularly polarized [4], when a longitudi-
nally polarized electron beam is used, or linearly polarized
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[5] when a diamond crystal is used as radiator to produce
coherent bremsstrahlung.

The photon energy is tagged by measuring the sec-
ondary electron momentum using a magnet and a plastic
scintillator system consisting of 576 fibers and overlapping
bars in total [6].

The photon beam intensity is monitored with fully ab-
sorbing PbF2 crystals, and a system to detect electron
positron pairs produced on a copper converter by the pho-
ton beam [4].

In the center of the CB, the photon beam hits a nu-
cleon target [7]. Available targets are, among others: (d)-
butanol to provide transversely or longitudinally polarized
protons or neutrons, liquid hydrogen and deuterium for
nucleons that are unpolarized and a carbon foam target to
study the background occurring in butanol measurements.

The focus of the physics program is put on the pro-
duction of neutral pseudoscalar mesons (π0, η, η′, π0π0,
π0η, ...). The CBT is optimized for the detection of fi-
nal states that are entirely composed of photons, besides
the recoil nucleon. The two electromagnetic calorimeters
Crystal Barrel [8] and MiniTAPS [9] cover almost the full
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solid angle. This is an important prerequisite to extract
data with good precision and a full coverage of even the
extreme scattering angles, which can give access to con-
tributions of partial waves with high angular momentum
[10, 11, 12].

Both calorimeters combined cover the polar angle range
from 1° to 156°. The azimuthal angle is fully covered. The
coverage down to 1◦ in the forward region is in particular
important due to the Lorentz boost of the decay products.

If the recoil nucleon is a proton, it can be detected by
the fiber detector [13] installed inside the Crystal Barrel.
However, if the recoiling nucleon was a neutron, the pre-
vious configuration had a very limited trigger sensitivity.
The reason for this problem and its solution will be dis-
cussed in more detail in Section 3.

Expanding the measurement program to reactions off
neutrons (e.g. γn → nπ0) required an improved trigger
sensitivity, which was the main motivation for the readout
upgrade described in this paper.

2. The Crystal Barrel Calorimeter

The Crystal Barrel is an electromagnetic calorimeter
which was built up at LEAR, CERN to study p̄p and p̄d
annihilations [8]. Beginning in the year 2000 the detector
was used in different configurations at the ELSA facility
in Bonn for experiments on hadron spectroscopy.

The initial version of the detector consisted of 1380
scintillation crystals, made of Thallium doped Cesium Io-
dide. This material features a high light yield and a high
stopping power. The scintillation signal is comparably
slow with a decay time of τ ≈ 1 µs [14].

Thirteen different geometric types of crystals were ar-
ranged in 20 rings of 60 crystals each and 6 rings of 30
crystals each. All crystals have shapes of truncated pyra-
mids and point to a common center. The configuration
currently used deviates in two aspects:

The two most upstream rings are not mounted, in or-
der to fit the target cryostat.
The three most downstream rings are shifted by 3 mm
downstream. The resulting gap of 5 mm is used to feed
through light guides belonging to the plastic scintillation
detector in front of these rings [15]. The offset results not
only in a gap but also in these crystals not pointing to
the common center of all other crystals. These three rings
formed the so called Forward Plug and had a faster readout
than the remaining calorimeter. Fast trigger signals from
this PMT based readout were available for this section of
the CB.

Each crystal is wrapped into expanded PTFE foil. This
material was chosen for its high reflection coefficient in
order to maximize the light yield at the photodetector.
The foil had to be replaced for a few crystals during the
upgrade. A 38 µm thick foil (Donaldson Tetraflex #3101)
was used in these cases.

Mechanical stability of the detector modules is achieved
by a tightly fitting shell of Titanium of 100 µm thickness

[8]. The crystals’ weight is suspended on a plastic pin at-
tached to the front of the crystal and a bolt on the backside
of the crystal.

Figure 1: CAD image of the Crystal Barrel calorimeter (1). The
three rings in forward direction (2) had a different readout and were
called Forward Plug. A detector consisting of scintillating fibers is
in the center of the setup (3, one fiber shown). Photon beam enters
from the left.

3. The new Readout Concept

The data acquisition system of the CBT is operated in
gated mode. A trigger is needed for each event to start
the digitization process.
Using signals from the CB in the trigger logic turns out
to be difficult. Certain other detectors of the experiment
require the trigger signal latest at 700 ns past the particle
detection. This time has to cover signal processing, signal
detection, cluster encoding, and signal propagation. Thus,
only a fraction of this time remains for the scintillation
signal to form. As the scintillation light output has a decay
time of roughly one microsecond, only a small fraction of
the full scintillation signal is available to be used in the
trigger.

To accommodate this, the trigger scheme of the previ-
ous version of the CBT was split up into two stages. The
first stage processed signals from all detectors except the
CB. The second stage used the result of the CB’s cluster
encoder [16] to decide whether to proceed with the readout
of the current event or to abort the digitization in order
to save the deadtime of roughly 500 µs per event [17]. An
evaluation time of t = (n + 1) · 800 ns [16] with the to-
tal number of clusters n was another deal-breaker for the
inclusion of the CB in the first stage of the trigger.

3.1. Purpose of the Upgrade

The recent progress of data on hadron spectroscopy
gave rise to the need to investigate purely neutral final
states, for example ∆0 → nπ0. Previous studies of decays
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at the CBT included a proton in the final state, which
could be identified with high efficiency in plastic scintilla-
tion detectors.

To detect neutral final states with a high sensitivity
over the full kinematic range, the hit pattern of the CB
needs to be evaluated in the first stage of the trigger. Fig.
2 shows the simulated trigger sensitivity of the setup de-
scribed and for the case that the CB is included in the first
level of the trigger at Eγ = 700 MeV. The analyzed MC
dataset is purely γn→ nπ0.

Figure 2: Trigger sensitivity for γn → nπ0 and Eγ = 700 MeV as a
function of cos(θ) of the π0. The new readout evaluates the CB hit
pattern in the first level of the trigger while the old one did not.

The old trigger configuration results in a substantial
sensitivity loss, especially in the angular region from -0.5 <
cos θπ0 < 0.5. Here, the fiber detector could trigger the
data acquisition (∼ 15 %) only if one of the final state
particles (γ, n) generated secondary charged particles, e.g.
due to an interaction with the butanol target-holder struc-
ture. For cos θπ0 < -0.5, the neutron is detected in the
TAPS detector or the Forward Plug and for cos θπ0 > 0.5
the photons are detected in TAPS or the Forward Plug.
The TAPS detector consists of BaF2 scintillators which
have a fast light output. Its readout uses PMTs and pro-
vides fast trigger signals. The large drop of the trigger
sensitivity around cos θπ0 = −1 is caused by photons be-
ing scattered to extreme backward angles (θ > 156◦) or
for photons or neutrons going to extreme forward angles
(θ < 1◦), which are not covered by the detector setup.

Since the detection efficiency of photons is much higher
(∼ 90 %) than for neutrons (∼ 30 %), an asymmetric struc-
ture is observed in the trigger sensitivity. The positions
of these features change depending on the energy of the
primary photon. Eγ = 700 MeV was chosen as a represen-
tation, where all features can easily be identified.

Including the CB in the first level of the trigger leads
to a noticeable improvement of the trigger efficiency of
almost 90 % efficiency over a large angular range.

This demand resulted in the following requirements on
the new readout: It must deliver fast signals that can be
used for hit detection in a new cluster encoder, which
speeds up the encoding process by two orders of magni-
tude.

Additionally, all changes to the current electronics need
to maintain the capability to operate in a high magnetic
field to allow a future tracking upgrade including a Time
Projection Chamber (TPC) and a superconducting mag-
net [18].

3.2. Options Investigated to Obtain Trigger Signals

To solve the first problem (fast hit signals), two con-
cepts were evaluated.
First, the existing photodiode readout could be comple-
mented or replaced by a faster readout. The existing read-
out was optimized for energy measurement only. Silicon
photomultipliers (SiPM) were tested as a complementary
timing readout.
Replacing the existing photodiodes with ordinary photo-
multipliers, which have the advantage of a higher signal-
to-noise ratio, was ruled out by the requirement to operate
inside a magnetic field.

Second, the concept of photodiodes and charge sen-
sitive preamplifiers in the front-end electronics could be
maintained. The fast timing signals are achieved by signal-
shaping filters, which basically add a second back-end branch,
dedicated to timing and triggering.

On the basis of this evaluation the second option was
chosen. Its implementation will be discussed in the follow-
ing, as well as all the needed changes in the readout which
come as a consequence.
A solution based on SiPMs, would have required mechan-
ical modification of the existing front-end. For example,
the photodiode was glued to a wavelength shifter. A part
of it would have to be milled off to be able to attach the
SiPM. This procedure is even more delicate as some elec-
tronic components used in the old readout were obsolete
and therefore the supply of spare front-end modules was
very limited.

The second problem, the fast cluster encoding, was
solved by implementing a completely different clustering
algorithm in FPGAs. Details will be discussed in Section
5.4.

3.3. Implementation of the Fast Branch

The new readout scheme is shown in Fig. 3. All con-
stituents will be explained in the following sections.
Before that, the main challenge of the design is introduced:
The optimization between a low detection threshold on the
one hand and a low information latency on the other hand,
which are concurring requirements.

3



Frontend

Signal Shaping
(Fast)

Signal Shaping
(Slow)

Discriminator
Multi-Hit TDC
Cluster Finder

QDC
(SADC)

Time Information / 
Trigger
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Figure 3: New Readout Scheme. The existing slow branch was main-
tained during the first beamtimes after the upgrade and is being
replaced by a modern SADC readout.

The fast and slow branches both use signal shaping
filters to obtain suitable signals. All three signals (pream-
plifier, timing shaped, energy shaped) are shown in Fig. 4.
The shorter rise time of the timing branch signal is clearly
visible. However, the noise level is also increased, which
increases the minimum detection threshold in each detec-
tor crystal.
The required value of the detection threshold results from
the physics program. The entirely neutral final states of
decaying π0, η, η′ should be detected with a high efficiency
and a uniform angular dependence over the whole angular
range covered by the CB (including the former Forward
Plug).
To reach the resulting detection threshold of roughly 10 MeV,
it was also necessary to replace the existing PIN photo-
diodes by avalanche photodiodes which provide a better
signal-to-noise-ratio due to the internal gain mechanism
[19].
The timing branch consisting of a signal shaper, a discrim-
inator, and a cluster encoder will be discussed in Section 5.
The APD as well as the newly required front-end will be
presented in Section 4. It also discusses the improved SNR
of the APD by analyzing the different noise contributions.

Figure 4: Output signal of the preamplifier and signals in the timing
and energy branches.

4. The APD Front-End

Backend
• Power / HV Supply
• Slow Control
• Signal ProcessingScintillator

(CsI:Tl)
APDs Preamplifiers

Bias Supply
+

Monitoring
Interface Isolation

Multiplex /
Line Driver

Figure 5: Overview on the new detector front-end containing APDs.

Figure 6: Photograph of one detector module assembly with the new
APD based front-end electronics.

A scheme of the new front-end is shown in Fig. 5 and
a picture of one module is shown in Fig. 6. The electron-
ics of each detector consists of two APDs, a dual-channel
preamplifier, a programmable-gain line driver, and a bias
supply with integrated monitoring. All components will
be presented in the following sections.

4.1. Charge Sensitive Preamplifier

A picture of the preamplifier is shown in Fig. 7. A
simplified schematic view of one of both channels is shown
in Fig. 8. It is a modified version of the charge sensitive
preamplifier, developed for the electromagnetic calorime-
ter of the PANDA experiment [20, 21]. Development and
modification were done at the University of Basel. Two

Figure 7: Dual Channel Charge Sensitive Preamplifier

4



Figure 8: Simplified schematic of the preamplifier used in the APD
readout (one channel shown).

preamplifiers per detector crystal are utilized to improve
the SNR and reliability. A jFET of type BF862 is used as
input transistor to achieve a high-impedance input and low
noise of the amplifier. An operational amplifier (AD8011)
is used for the main amplification. The gain is set to
147 V nC−1 by the value (CF ) of the feedback capacitor
(CF). The resistor in parallel (RF) discharges the capac-
itor and therefore the components’ values determine the
decay time τ = CF ·RF . C2, C3, and C4 are required for
loop stability.
C1 decouples the APD signal from the high bias voltage
(∼ 400 V). To allow a precise determination of the APD
gain using the preamplifier, C1 needs to have a a compa-
rably high capacitance. The APD gain is measured using
pulsed light (see Section 4.2). To calculate the absolute
value of the gain, a normalization reference point at zero
bias voltage is needed, at which the avalanche gain mech-
anism is not present. At zero voltage, the APD has a
parasitic junction capacitance of as much as CAPD ≈ 4 nF
[22]. The signal charge is distributed between the APD
and C1 according to their values. Thus, C1 � CAPD is
required for negligible signal losses.

The origins of electronic noise in this circuit are the
dark current ID of the APD and the thermal noise of the
current in the jFET, which is translated to a voltage noise
of the output signal using CAPD and CF . The noise con-
tributions will be discussed in more detail at the end of
Section 4.2.

4.2. Hamamatsu APDs

The new readout utilizes Hamamatsu APDs of the type
X11048(X3). This type is also used in the electromagnetic
calorimeter of the PANDA experiment and has very simi-
lar specifications as the Hamamatsu S8664-1010 [23].
The X11048 has an active area of 14×6.8 mm2, Gnominal =
50, terminal capacitance Ct = 270 pF(Typ ), η > 80% for
450 nm < λ < 850 nm. The key disadvantage of APDs is
the temperature dependence of their gain. For the X11048,

it is in the order of −2.3 % K−1. We account for this prop-
erty in threefold way: The temperature of the calorime-
ter is stabilized (see Sec. 7.3), the change in gain due to
remaining temperature variations is counteracted by an
automatic voltage adjustment (see Sec. 4.3), and a light
pulser (see Sec. 5.5) allows for a continuous determina-
tion of the APD’s gain, even during production beam-
times. The automatic voltage adjustment is part of the
bias voltage supply.

To design a proper temperature dependence compen-
sation circuit, the gain dependence on bias voltage and
temperature need to be known for each APD. The manu-
facturer however specifies only typical values, and neither
individual values nor the variation range is given. There-
fore, each APD was characterized before the installation.

APD Characterization Station

For this purpose, a characterization setup was devel-
oped [22]. The APD gain M is measured by normalizing
the signal intensity Ai with present bias voltage (VAPD =
VM=50 → ABias) to the amplitude for zero bias voltage
(VAPD = 0→ A0):

M =
ABias

A0

To quantify the signal intensity, its amplitude can be mea-
sured as well as its integral.

A schematic of the setup used is shown in Fig. 9, a
photograph of the central part of the characterization sta-
tion in Fig.10. An LED with the same wavelength as the
scintillation light is used to generate light flashes. The
temperature coefficient of the LED is addressed by plac-
ing it in an environment with stable temperature. A light
fiber guides the light to the APD under test. The APD is
located in a separate environment in which the tempera-
ture can be set to a desired value. A temperature sensor
(DS1820) directly on the backside of the APD is used to
measure its temperature. The sensor’s reading is used in
the characterization procedure. Therefore, an absolute off-
set in the temperature control system is not relevant. The
readout of the APD consists of a preamplifier and a sam-
pling ADC.
The HV supply is programmable in order to allow for au-
tomated measurements of the APD’s voltage dependent
characteristics. During reference measurements at zero
bias voltage, the HV supply is disconnected with a relais.
Instead, a 1 MΩ resistor is used to minimize the residual
bias voltage.

While developing the setup, a few features were found
to be very important. Only a brief overview will be given
here. A more detailed discussion can be found in ref. [22].

Increase the preamp’s decoupling capacitor

The APD’s parasitic capacitance increases vastly when
the bias voltage approaches zero. This causes two prob-
lems in combination with the charge sensitive preamplifiers
used (see 4.1): The noise level increases significantly and
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Figure 9: Schematic of the setup used for APD characterization.

Figure 10: Photograph of APDs in the setup used for APD charac-
terization.

the signal level decreases. The latter is caused by charge
division between the APD’s parasitic capacitance and the
coupling capacitor of the preamplifier (C1 in Fig. 8). In-
creasing its value allows to retain most of the signal.

Discharging the APD

It is important to minimize the residual bias voltage
in order to achieve a precise reference measurement. The
increased APD capacitance at low bias voltages leads to
more problems: The capacitance changes quickly at low
voltages. Therefore the fraction of signal lost due to charge
division changes quickly, too. An undetermined residual
voltage will result in a strong systematic shift of the re-
sulting amplitude, rendering the measurement useless.
We decided to permanently discharge the APD externally
to zero bias voltage to achieve stable reference conditions.

Cross-talk between neighboring APDs affects the amplitude

As 3500 APDs were supposed to be characterized with
this setup, accessibility of the APDs is an important fea-
ture. Switching the specimens between measurements needs
to be reasonably simple. This resulted in limitations, how
well neighboring APD channels in the setup can be elec-
tromagnetically shielded against each other and we were
not able to fully remove cross-talk.

In particular, this is a problem as APDs have a spread in
the bias voltage characteristics. Operating all APDs in the
characterization station at the same bias would mean that
one APD will most likely have a higher gain than others,
introducing a systematic error in that measurement.
We decided to measure each of the four channels consecu-
tively: Only one APD bias is turned on at a time, which
results in constant conditions on each measurement spot
for any combination of APDs.
As one measurement cycle (ramp bias up, measure signal
amplitude, ramp bias down) is much faster (few minutes)
than one full temperature cycle (several hours), APDs still
can be characterized virtually in parallel.

The setup used allowed to characterize four APDs in
parallel. One full characterization measurement took about
five hours.

Measure the APD temperature directly at the APD

Circulating the air inside the controlled temperature
measurement chamber is important to equalize the tem-
perature inside it. However, we still were able to see sys-
tematic variations inside the chamber.
To achieve reproducible results, it was necessary to allo-
cate a separate temperature sensor to each measurement
position, located as closely to the back side of the APD as
possible.

A switchable attenuator improved the accuracy, prac-
tically implementing a dual range ADC. The pins of the
APDs purchased for the upgrade were made from a spe-
cial non-magnetic alloy. Unfortunately the material is very
soft, which causes the pins to bend easily and sometimes
even break off when trying to bend them back straight.

A full characterization procedure consists of two parts.
At first, the temperature is held constant while the volt-
age dependence of the gain is measured. In the second
phase, the bias voltage is held constant at the value which
should give a gain of M = 50, according to the specifica-
tion provided by the manufacturer. The temperature is
slowly varied between 20 °C and 40 °C, while the gain is
continuously measured. The measurement during rising
and falling temperature allows to estimate a temperature
differential between APD and temperature sensor. As no
hysteresis is visible in the data, the differential is assumed
to be negligible.

Figures 11 and 12 show typical results for the tem-
perature dependencies on bias voltage and temperature
respectively.

The characterized temperature range is much broader
than the expected operating range. The data was ana-
lyzed by fitting the following functions [22]. The voltage
dependence was described by a modified Miller formula
[24]

M(V ) =
aV(

1− V
bV

)cV , (1)

and the temperature dependence by the empirical formula
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Figure 11: Voltage dependence of the APD’s gain [22].

M(T ) = aT + bT · (1 + cT )
T
. (2)

To find the characterizing parameters, the slope of each
function was determined as αT = dM

dT |V=V50,T=27.5 °C and

αV = dM
dV |V=V50,T=27.5 °C respectively.

Histograms of these parameters are shown in Fig. 13.
The variation of the gain coefficients was found to be small
enough to use an identical compensation circuit for all
APDs.

It should be noted that the parameters shown are valid
for the nominal operating conditions of M = 50 and T =
27.5 °C. Both parameters also depend on the gain the APD
is operated at. For example, increasing the gain of the
APD from M = 50 to M = 150 increases the coefficients
to αV ≈ 5.6 % V−1 and αT ≈ −4.5 % K−1, respectively.
The measured dependency is shown in Figs. 14 and 15.
This increased sensitivity yields tighter constraints on the
auxiliary systems. To achieve the same stability of the
gain, smaller variations in temperature and voltage are
allowed. For any kind of circuit that counteracts the effects
of temperature variations with voltage adjustments, the
difference between sensed APD temperature and true APD
temperature becomes more severe as any difference leads
to errors in the correction.

Electronic Noise

Further APD properties depend on the gain, which
have an impact on the overall detector system performance.
A limiting factor for the precision of the energy and time
information can be the electronic noise. In combination
with a charge sensitive preamplifier two properties of the
APD contribute to the noise level: The parasitic junction

Figure 12: Temperature dependence of the APD’s gain [22].

capacitance and the dark current.
The junction capacitance decreases with increasing reverse
bias and reaches a plateau of 254 pF at the nominal bias
voltage. In a sample of 147 units, a variation of ±4 pF was
found [22].
The dark current exhibits the opposite behavior: It in-
creases with increasing reverse voltage. The increase is
particularly pronounced when the bias voltage is large
enough to enable the internal amplification mechanism.
APDs can be classified according to the implemented dop-
ing profile. The X11048 is a reverse type APD. Its key
feature is the position of the avalanche multiplication re-
gion being close to the photo sensitive surface. However,
the multiplication region is still deep enough in the semi-
conductor so that light is absorbed in front of it.

This results in different gain factors for photo current
and dark current. The photo current electrons traverse
the whole multiplication region, which results in a high
multiplication gain. On the other hand, most of the dark
current is generated in the bulk material of the semicon-
ductor.

Thus, only holes traverse the multiplication region, which
have a much smaller gain than electrons.
More details about different APD types can be found in
[25].

Before the noise contributions of an APD on the pream-
plifier signal are discussed quantitatively, the more simple
case of a PIN photodiode is mentioned. A derivation of
the noise of a system consisting of photodiode and a charge
sensitive preamplifier can be found in many textbooks (e.g.
ref. [26]). Here, only key features will be summarized.
Three noise sources are commonly considered. The APD’s
dark current appears as shot noise, the conductive channel
of the jFET exhibits thermal noise, and defects in semi-
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conductors can lead to 1/f noise.
The latter is mostly relevant for semiconductors with

high radiation damage and ignored in the following. An
equivalent circuit which is valid for both, APD and PIN
photodiode, can be found in Fig. 16. The diode is imple-
mented as a current source in, modeling the dark current,
and a capacitor CD, modeling the parasitic capacitance.
The thermal noise of the jFET is implemented as a volt-
age source en. The value of the feedback capacitor CF
defines the overall gain, which applies not only for the sig-
nal but also for the noise.
Minor corrections arise from the values of the decoupling
capacitor CDec, and the feedback resistor RF , which will
be neglected in the basic formulas.
As the noise amplitude strongly depends on the bandwidth
it is measured at, it makes sense to specify the noise volt-
age density instead. The most simple case yields [26]

v2total (f) = 2eID
1

(2πfCF )
2 + 4kBT

2

3gm

(
CAPD

CF

)2

, (3)

where gm is the forward transconductance of the jFET, T
its temperature and ID the dark current of the diode. It
should be noted that this formula assumes that the first
amplification stage has a sufficiently high gain to make the
noise contributions of all following amplification and pro-
cessing stages negligible.
The first term represents the shot noise originating from
the dark current of the photodiode, the second term rep-
resents the thermal noise of the jFET.
Although both noise sources are white (i.e. not frequency
dependent), the shot noise appears with a 1/f frequency
dependence on the output. The characteristics of the charge
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Figure 14: Voltage coefficient of the APD’s gain in dependence of
the gain at 27.5 °C. [22]

sensitive amplifier cause this change. A full derivation can
be found e.g. in ref. [26].

Before the impact on time and energy resolution will
be discussed, Equation 3 will be modified to cover the
APD specific characteristics. In particular, the contribu-
tion by the dark current needs to be modified. While the
dark current of the PIN diode was characterized by a sin-
gle value, the amplification process of the APD demands
further characteristics, even for a most fundamental treat-
ment.
The total dark current ID of an APD consists of two parts,
one that undergoes amplification IB and one that does not
IS [27, 28]:

ID = IS +M · IB , (4)

with M being the gain factor. The non-amplified part can
be treated like the dark current of the classical photodiode
as shot noise

i2n,S = 2eIS , (5)

where in,S is the noise current density. To properly de-
scribe the noise of the part that undergoes avalanche mul-
tiplication, two aspects have to be taken into considera-
tion. First, the noise emerges when the dark current is
created. Therefore, the shot noise of a M fold amplified
current IB is M times larger than the noise of the unam-
plified current [27]. In contrast, the noise of a current that
is M times larger would result in an increase of the noise
level by

√
M .

Second, the statistical nature of the amplification process
yields a further fluctuation and therefore increase of the
noise. This contribution is covered by the excess noise fac-
tor F [27].
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Figure 15: Temperature coefficient of the APD’s gain in dependence
of the gain at 27.5 °C. [22]

Figure 16: Simplified schematic to derive the noise level of a system
consisting of APD and charge sensitive preamplifier.

Considering both effects, the shot noise contribution of the
amplified part of the dark current is

i2n,B = 2eIB ·G2 · F. (6)

Considering also the feedback resistor RF (leading to a
limitation for low frequencies) one gets

v2total = 2e(IB · F ·M2 + IS)
1

(ωCF )
2 · g (ω)

+4kBT
2

3gm

(
CD
CF

)2

, (7)

where τ = RFCF , ω = 2πf , g (ω) =

(
ωτ√

1+(ωτ)2

)2

.

Fig. 17 shows the noise voltage density predicted by
Equation 7, as well as the individual contributions by ther-
mal noise and shot noise.

To finish the discussion about the noise of the front-
end, certain properties of the back-end need to be consid-
ered which will be introduced in Section 5: The timing
branch uses higher frequency components than the energy
branch. Fig. 17 also shows the characteristics of the ac-
cording signal-shaping filters. It demonstrates that the
dominantly contributing noise sources differ for timing and
energy branch. In the given setup, the passband of the tim-
ing branch is dominated by thermal noise while the energy
branch has highest contributions from shot noise.

Considering Equation 7, the impact of specific physi-
cal properties on the SNR can be investigated. Table 1
summarizes the overall relations. For the ease of compre-
hension, it will be assumed in the following that the noise
in the fast timing branch is entirely thermal noise and in
the energy branch only shot noise.
In order to maximize the SNR in the energy branch, a
high gain M should be chosen. At a certain gain, IS/M

2

becomes negligible compared to IBF and any further in-
crease of the gain M will not improve the SNR. In fact, F
depends on various factors and further increasing M will
therefore likely degrade the SNR.

More parameters are present which influence the SNR
in the fast timing branch. The jFET property gm can be
optimized within certain bounds by picking an appropri-
ate component and its operation parameters. The smaller
the parasitic detector capacitance is, the better the SNR
will be. While the influence on this detector parameter is
limited once a certain APD model is chosen, two aspects
remain important: First, care needs to be taken to add as
low capacitance as possible when designing the electrical
connection between APD and preamplifier. Second, for
zero bias voltage the APD’s capacitance increases by one
order of magnitude. This does not only lead to a vastly
increased noise level in the fast timing branch but even be-
comes the dominating noise source in the energy branch.
Increasing the gain M can improve the SNR. Limitations
arise from increased shot noise for very high gain factors.
It can reach levels at which it becomes the dominating
noise source also in the fast timing channel. Another lim-
itation is the avalanche breakdown for very high reverse
bias voltages.
Cooling the jFET can decrease the noise level. As the
scintillator material CsI is hygroscopic, cooling was imple-
mented in the CB only to a very limited degree which rules
out water condensation.

As already discussed, an increased APD gain M can
bring another limiting factor for the resolution of the calorime-
ter in normal operation mode: the gain dependence on
temperature and bias voltage.
At M = 50, typical coefficients are αT = −2.27 % K−1,
and αV = 2.92 % V−1 [22]. At M = 100 the coefficients
are αT ≈ −3.4 % K−1, and αV ≈ 4.2 % V−1 respectively.
This sets tighter limits on the stability of the APD’s tem-
perature and bias voltage.

One important factor for the stability of the bias volt-
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age is the voltage drop over the biasing resistor (see Sec-
tion 4.3). The signal current can yield a significant con-
tribution for high rate conditions (total energy deposit in
the scintillator per unit time).

Another limiting factor can arise for gain change com-
pensation via bias voltage. The larger the temperature
coefficient is, the more important is the necessity to have
a small difference between measured temperature of the
APD and its true temperature.

Figure 17: Voltage noise density of the preamplifier output in com-
parison to the passbands of energy- and fast timing branch.

APD PIN

Signal Amplitude ∝ 1
CF
M ∝ 1

CF

Noise Amplitude (LF) ∝
√
IBM2F+IS

CF
∝
√
ID
CF

Noise Amplitude (HF) ∝ T
gm
· CD

CF
∝ T

gm
· CD

CF

SNR (LF) ∝ 1√
IBF+

IS
M2

∝ 1√
ID

SNR (HF) ∝ M
CD
· gmT ∝ 1

CD
· gmT

Table 1: Comparison between APD and PIN photodiode: Signal
amplitude and noise for low and high frequency ranges. Relations
only valid close to the operating point M = 50, ϑ = 25 °C

Time and energy resolution were measured in a labo-
ratory setup under specific conditions.
To get an idea of the gain dependence of the energy res-
olution, the γ emissions from 22Na were used. The width
of the photo peaks is shown in Fig. 18.

The resolution values obtained for the positron annihi-
lation photon is the data set with the smallest uncertainty
and shows a minimum at M ≈ 80. The gain was deter-

mined before each measurement.
As each measurement took only a few (. 5) minutes, no
major temperature changes are expected. Also, any volt-
age drop at the bias resistor is assumed to be constant.
Therefore, we assume the resolution degradation for higher
gains to originate from an increased excess noise factor F .

As sources that limit the signal resolution ref. [29] lists:
The number of detected photons, the electronic noise, the
fluctuations in the avalanche process (expressed via F ),
and charged particles going through the APD. For an Hama-
matsu APD ref. [29] also shows that its excess noise factor
F increases by a factor of 1.5, when the gain increases from
M = 50 to M = 200. This is compatible with the observed
resolution degradation towards high gains in Fig 18.

It should also be mentioned that there are more fac-
tors that limit the resolution of the calorimeter (see Sec-
tion 6.2). The electronic noise is the limiting factor only
for low energy deposits.

Figure 18: Width of photopeaks of 22Na in one calorimeter crystal.
The large size of the crystal and close position of the source allow
to absorb both an annihilation photon and the decay photon of one
event, resulting in a peak corresponding to the sum of both energies.

4.3. High Voltage Supply and Monitoring

This section describes the requirements on the bias sup-
ply electronics and its implementation. At the end of this
section a few possible improvements are listed.

Requirements As seen in Fig. 13, the APDs require
individual bias voltages in the range of 320 V . VB .
420 V. This range should be accessible with the supply.
Aging of the APDs and irradiation damage might not only
change the required bias voltage, but also change it by
a different amount for different APDs. Therefore, it is
favorable in the long run to be able to set each APD’s bias
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individually, instead of only grouping APDs with similar
voltages.
To allow monitoring, the actual bias voltage should be
measurable.
Additionally, in order to account for the gain temperature
coefficient, a compensation circuit should be implemented.

Implementation Fig. 19 shows a picture of one APD
bias supply card, containing outputs and monitoring cir-
cuitry for two APDs.

Figure 19: Photograph of the bias supply card.

Figure 20: Bias supply: voltage regulation circuit.

Each bias supply card is provided with a high voltage
of 500 V, which is used to generate the individual bias
voltages. A simplified schematic of the circuit is shown in
Fig. 20. U1, Q1, R2, and D1 form a programmable current
sink, where U1 is a 10 bit digital potentiometer (Renesas
X9119).
The programmed current IP flows into the collector of Q1,
originating in the 500 V supply. IP generates a voltage
drop across R1, therefore VOUT = 500 V − IP · R1. D1
is used to compensate the temperature dependent voltage
drop on the BE diode of Q1.

The remaining parts (Q2, R2, D2, NTC, R5, R4) build
up the gain-temperature compensation. The NTC was se-
lected to match the ratio of the gain coefficients (αT

αV
). The

current which is generated by this compensation circuit
also flows through R1 and thus alters the output voltage.

This part of the circuit has an output impedance of
10 MΩ. While the impedance of the bias circuit needs to
be high to work in combination with the preamplifier, a
too large value will also cause problems. Signal current
and dark current cause a voltage drop according to the
output impedance, which reduces the bias voltage of the
APD. This can degrade the detector resolution in partic-
ular, if the detector rate varies over time. At the CBT
this is clearly the case as the beam of the accelerator has a
macro structure in the magnitude of seconds. An output
impedance of ∼ 1 MΩ was found to result in a negligible
distortion of the gain [30, 22].

Figure 21: Impedance conversion, filtering, and monitoring of the
bias voltage.

Decreasing the value of R1 (in the schematic from Fig. 20)
would significantly increase the power dissipation of the
supply module and is therefore disadvantageous. Instead,
the impedance is decreased by a FET in source follower
configuration. The corresponding circuit is shown in Fig. 21.
C1 and C2 are part of low-pass filters to stabilize the bias
voltage. If those capacitors were omitted, the noise on
the bias voltage line would contribute to the noise of the
preamplifier output. The biasing resistor with a value of
510 kΩ is located on the preamplifier directly at the input
of the amplifier circuit.
R2 and R3 form a voltage divider, allowing to measure the
bias voltage using a standard ADC. Connecting the divider
at the lower end of R1 allows so see half of the bias volt-
age drop introduced by a high detector rate, which would
not be possible if the divider was connected directly to the
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source of Q3.
A further improvement might be achieved by connecting
the divider directly to the bias voltage at the APD. How-
ever, in that configuration interference originating in the
measurement circuit might couple into the extremely sen-
sitive input of the charge sensitive preamplifier.
The divided voltage is measured by a 16-bit ADC (ADS1115).
As the input bias current of the ADC might cause distor-
tions on the high impedance of the voltage divider, an
operational amplifier is inserted as buffer.
Further ADC inputs are connected to the voltage divider
built up with the NTC and can be used to measure the
temperature.

Critical Review and Possible Improvements While
the bias supply card is successfully being operated at the
calorimeter, there are still things that could be improved
in future iterations.
One possible improvement is to connect the voltage divider
for monitoring directly at the APD. This would allow to
directly measure its bias voltage. In the current circuit,
only half of the load current caused drop is seen in the
measurement and the actual value of the APD bias volt-
age needs to be extrapolated.
Also the operational amplifier (see Fig. 21) should be ex-
changed by a better suited version. The monitoring volt-
age should be identical to the unloaded output voltage of
the voltage divider formed by R2 and R3. The input bias
current of the operational amplifier is applied as a load to
the voltage divider.
The input offset voltage of the operational amplifier also
adds a deviation to the monitoring output. A constant off-
set voltage can be compensated by a calibration. However,
more severe are its temperature coefficient and the prob-
lem that rail-to-rail inputs have sometimes a steep change
of the offset voltage at a certain common mode level (see
Section 5.9.1.B of [31]).

Another interesting option would be to replace the dig-
ital potentiometer (Fig. 20, U1) by a DAC, as such are
available with higher resolution than digital potentiome-
ters. A microcontroller could be used to load the desired
value on power-up. Also, a more precise compensation
of the gain-temperature coefficient could be implemented
with a microcontroller. Here, a formula or a look-up table
may be used that matches the characteristics of the con-
nected APD, instead of an NTC that resembles it ”rather
well”. Furthermore, this compensation could simply be
tuned for individual APD characteristics. Using a look-
up table to determine the optimal voltage was successfully
tested with a prototype of the CB readout [32].
A charge sensitive preamplifier is an extremely sensitive
device and therefore susceptible for electromagnetic inter-
ference (EMI). Digital electronics are a well known source
of EMI. However, the authors think shielding the pream-
plifier from the microcontrollers EMI should be possible
using proper layout techniques and proper filtering cir-

cuits.
If the analog temperature coefficient compensation is

not needed in an application, the whole part of the circuit
should be removed (left half in Fig. 20). In this case, the
temperature dependence of VBE of Q1 (Fig. 20) seems to
be the limiting factor for the output stability when the
temperature is varied.

The forward voltage of D1 has approximately the same
temperature coefficient as the base emitter diode of Q1.
These two dependencies are supposed to cancel each other
out, leaving the output voltage unaffected. Unfortunately,
this works only for a very limited range of potentiometer
settings. The remaining temperature dependence is irrel-
evant for the readout of the CB. However, in an applica-
tion that requires output voltages that are stable against
temperature changes, the circuit should be modified: The
temperature dependence of VBE can be compensated with
two emitter followers in series (PNP+NPN). As the first
transistor does not need to have considerable current gain,
it can even be replaced with a diode (see Fig. 22).

Figure 22: Improved HV regulation circuit that cancels the temper-
ature dependence of the base-emitter diode.

4.4. Signal Transmission

To achieve immunity against pickup noise, the analog
signals from the front-end are transmitted as differential
signals via shielded cables (Samtec Twinax TTF-30100-
01-01).
In order to maximize the immunity, the signal amplitude
should be as high as possible. Two limitations apply here.
First, the quiescent power dissipation of the line driver
puts a limit on which peak voltage can be achieved. A
maximum amplitude of 4 V for each of the signal lines was
chosen.
Second, the signal amplification is limited by the required
dynamic range in units of MeV. Analyzing Monte Carlo
simulations and existing data from measurements at ELSA,
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energy deposits of up to 2 GeV were found [22, 30]. As
such high deposits are rare, the pile up of high deposits
exceeding this energy can be neglected, even considering
the slow decay time of the preamplifier signal (τ ≈ 58 µs).
To be able to handle unforeseen deviations in the system,
a dynamic range of 2.5 GeV was chosen.

Variable Gain A disadvantageous property of the
CB’s detector crystals is the large variation in scintillation
brightness.
The light output varies by a factor of 2.6 among the in-
dividual crystals. This was seen in both, calibration data
with the new readout and in existing data from the time
when the the calorimeter was built up at CERN. Fig. 23
shows both datasets in comparison [22].

Figure 23: Scintillation intensity of all detector crystals. Data from
assembly of the calorimeter at CERN and from calibration during
the upgrade in Bonn. [22]

To compensate this variation and therefore to equalize
the dynamic range on the transmission line, the single-
ended-to-differential converter was built up with a pro-
grammable gain. The gain can be chosen using 4 bit sol-
der jumpers. The remaining spread after calibration was
found to be roughly 5% [22].

Signal Switch As introduced in the beginning of
Section 3, each detector module is read out by two APDs.
The combination of both APDs reduces the noise level,
compared to a single APD. Also, if one APD or the corre-
sponding preamplifier malfunctions at some point during
the operation of the calorimeter, it can just be switched
off. In this backup mode, only the remaining APD is used
at a slightly worse noise performance.

In order to not double the number of cables leaving the
calorimeter, the two signals are combined to one signal in-

side the front-end.
A multiplexing circuit can be configured to forward the
signal of APD 1, 2, or the average of both. The multi-
plexer is implemented [30] using an operational amplifier
(OPA2889) in the style of the video multiplexer, proposed
in its datasheet [33].

Figure 24: Mainboard of the front-end housing line driver, multi-
plexer, galvanic isolation of the I2C slow control.

Implementation Fig. 24 shows the PCB that con-
tains the line driver and the mutliplexer. It also contains a
galvanic isolation for the I2C slow control, a temperature
sensor, and voltage regulators. The bias supply card and
the preamplifier are installed as daughter boards on this
PCB.
The connection to the back-end is implemented using cus-
tom made cables (top right corner in Fig. 24). The analog
signal is transmitted via a twinax cable. The power supply
is provided using low impedance cables Z = 20 Ω (TCF-
2620 by Samtec).
For the I2C signals SDA and SCL, 75 Ω cables are used
(TCF-3875F by Samtec). The high impedance was chosen
to minimize the parasitic capacitance introduced by the
shield.
These cables are connected to a connector of type ECDP-
08 with a customized pinout. The 500 V bias supply is
connected through a Lemo 00 series connector.

4.5. Further Components

The main components of the front-end are the pream-
plifier, the bias supply, and the line driver. Addition-
ally, there are a few periphery components: The I2C bus,
which is galvanically isolated from the back-end via an
ADuM1250. An I2C temperature sensor (MCP9802) al-
lows to easily measure the temperature inside the front-
end. A PCA9536 GPIO chip is used to configure the sig-
nal multiplexer. An EEPROM (24AA02E48) located on
the HV supply card, contains a unique ID and therefore al-
lows to identify each of these cards, as well as all assembled
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detector modules. Voltage regulators on the mainboard re-
duce the number of supply rails that need to be provided
externally.

Critical Review and Possible Improvements While
also this part of the front-end is successfully operating, a
few things could be improved further.
The thin 75 Ω slow control cables turned out to be ex-
tremely sensitive to mechanical stress. Unfortunately, the
conductor broke right at the strain-relief in a few cases.
Choosing thicker cables seems to be the most obvious so-
lution. Even if this implies the usage of 50 Ω cables with
higher parasitic capacitance, the decreased maximum bus
frequency seems acceptable.

During a beamtime, the multiplexer allowed the con-
tinued usage of detector units in which one of the APDs
had failed. Also, the option to only enable one of both
signals simplified the calibration procedure.
Unfortunately, the multiplexer circuit contains a bug. It
uses a feature of the operational amplifier OPA2889, which
is to shut down each of the two outputs individually. The
datasheet states that the output goes into a high-impedance
state and specifies an off isolation of 70 dB. However, if the
voltage between IN+ and IN- rises above roughly 600 mV
the current flow into the input increases exponentially, cor-
responding to a low input impedance.
In practice, turning off one channel does not work if high
amplitudes are present. This occurred in the CB in a few
units in which one APD had an abnormal dark current of
10 µA (see Section 7.4).

To allow maintenance, connectors are required between
front-end and back-end. The connector can be placed di-
rectly at each individual detector module. Prototypes in
this configuration showed an insufficient light tightness.
Ambient light entering the crystal and finally reaching the
APD would cause increased noise, which can look like an
increased dark current for continuous light sources or like
mains hum for e.g. incandescent lamps.
As it was much easier to seal cables rather than connectors,
it was decided to have a cable of 30 cm mounted directly
to the detector module, with a connector only on its other
end.

Only when the detector was assembled, we realized how
much this fixed cable complicates the assembling process
and also the procedure of removing one single module for
maintenance. Retrospectively, we think having a connec-
tor directly on each module would be the better choice.

The last design decision discussed in this section might
affect the noise level in the trigger branch. Another up-
grade of the experiment is planned in which a TPC and
a 1 T magnet are to be installed. The magnet available
from the CB setup at CERN has tight restrictions on the
space available to guide cables out. Therefore, very early
in the design phase of the readout, it was decided to place
the timing shaper into the back-end. Placing it into the
front-end would result in doubling the number of signal

cables that have to be routed through the magnet.
As it will be shown in Section 5.1, the frequency compo-
nents in the preamplifier signal that are used in the timing
branch contribute only a small fraction to the full ampli-
tude. Therefore, the timing signal needs to be amplified
after removing the slow components that make up for the
major part of the amplitude.
A guideline in analog signal processing is to amplify the
signal as much as possible and as soon as possible, to re-
duce the contributions to the noise level by elements at the
back end of the signal chain. In other words, no other than
the unavoidable physical noise sources (e.g. dark current of
the APD) should limit the SNR. While the physical noise
sources (see Sec. 4.2) dominate the noise level, for specific
conditions (programmable gain in front-end is minimal)
the contributions by the line driver in the timing branch
are not entirely negligible.
Locating the timing shaper in the front-end, or maybe only
the high-pass part of it, might resolve this and further im-
prove the SNR for these cases.

5. The Back-End and the Ultra-Fast Cluster En-
coder

5.1. Timing Signal Shaper Module

The timing signal shaper is the key component to ob-
tain hit information from the CB within the available la-
tency of O (500 ns). In the combination with threshold
discriminators, two aspects of the shaping characteristics
are important: First, the output signal needs to rise fast
enough that a proper threshold is crossed early enough.
Second, the signal should decay quickly, as deadtime re-
sults from the signal being above the threshold. Which de-
cay time can be considered fast enough depends on both,
the amplitudes and the corresponding rates of pulses.

The filters consist of a first order high-pass including a
pole-zero compensation and a second order low-pass, im-
plemented in multiple feedback topology.

The key parameter of this filters is the time constant
used. It determines which part of the input signal’s fre-
quency spectrum is maintained and therefore determines
the rise time of the output signal.

The smaller the chosen time constant, the faster a max-
imum is reached by the resulting output signal.

The minimally choosable time constant is limited by
the relatively slow light emission of CsI(Tl). This results
in a preamplifier signal, that has only small contributions
from higher frequency components. Therefore, the filter’s
output signal amplitude also decreases when its time con-
stant is tuned for faster rise times.
In combination with the noise density spectrum of the
preamplifier, this results in a worse SNR the faster the
rise time of the signal is shaped.

In order to maximize the SNR, the characteristics of
the signal shaping filters have to be chosen such, that the
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output signal rises just barely fast enough to be processed
in the trigger.

Figure 25: Illustration of the trade-off between rise time and SNR.

Fig. 25 illustrates the trade-off between a fast rise time
and a good SNR. The picture was created using a digitized
scintillation signal from the CB front-end which was pro-
cessed in a spice simulation implementing CR-RC2 filters
with different time constants. It is clearly visible how a
smaller time constant results in a faster peaking time but
also in a smaller amplitude and a higher noise level, which
is best visible in the falling signal part.

For a quantitative analysis, the following pulse proper-
ties are determined: the amplitude and the peaking time,
and the noise level in standard deviations. At this point,
only relative comparisons between different configurations
are considered. Therefore all quantities can have arbitrary
units.
The signal-to-noise ratio is one factor that limits the preci-
sion of the determined pulse properties. To achieve better
precision, the scintillation signal was simulated as a super-
position of two exponential decays. The time constants
and weighting factors as well as the rise time of the scin-
tillation signal were determined from the digitized pulse
(I1 = 92 %, τ1 = 930 ns, I2 = 8 %, τ2 = 6.35 µs, rise time
t10−90 = 36 ns).

Fig. 26 shows the peaking time of the shaped signal
using the digitized and the modeled pulse. It is important
to remember that not only the digitized signal but also its
noise is identical for each simulated shaping time. There-
fore also the noise in the output signals is correlated to
some degree which introduces a systematic shift.
The noise level on the output of the shaper was determined
at a time where no pulse is present and used for the error
bars. This is assumed to overestimate the actual error,
since also genuine scintillation pulses might be present at

that time, with an amplitude barely exceeding the noise
level. Taking this into consideration, both data sets agree
with each other.
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Figure 26: Peaking time of a CsI(Tl) scintillation pulse after a CR-
RC2 shaper. Determined using a digitized signal and a signal gener-
ated with SPICE.

A polynomial fit is applied to the data to guide the eye.
It is visible how in order to achieve a faster pulse (small
peaking time) the time constant of the shaper needs to
be reduced overproportionally: The data shows a trend
towards a non-zero peaking time for the time constant ap-
proaching zero time. In other words, the effect of decreas-
ing the time constant on the peaking time vanishes for
small values.

Fig. 27 summarizes the signal properties in dependence
of the peaking time. The noise level rises for shorter peak-
ing times, while the peak amplitude decreases. Both ef-
fects combined result in the SNR decreasing even faster
with decreasing peaking time.
This underlines the importance of choosing the peaking
time as slow as possible and just barely fast enough for
the experiment trigger, in order to reach lowest possible
trigger thresholds.

To maximize the SNR, the final value of the shaper’s
time constant was chosen after all other constraints in the
experiment readout were fixed. Fig. 28 shows the signals
in the timing branch as used in prototypes (red curve) and
as finally implemented in the experiment upgrade (black).
The increased SNR surpasses the gain expected by the
simulations. This might indicate the presence of a noise
source, additionally to those covered in the spice simula-
tion. For example, the linedriver’s contribution is not fully
modeled.

Fig. 29 shows the schematic of the pulse shaping fil-
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Figure 27: Amplitudes of signal, noise, and SNR in dependence on
the peaking time of the timing signal.

ter. Fig. 30 shows a picture of one module containing
23 of these filters. The module also contains a fanout of
the timing signal for a fast energy sum (see Sec. 9.1) and
fanouts of the preamp signal for the energy branch of the
readout.

5.2. Energy Measurement

The energy deposit is measured in a dedicated readout
branch which has a signal shaping optimized for that pur-
pose. Actually, two branches exist that are optimized for
energy measurement: The legacy readout utilizing QDCs
and a new readout using modern SADCs [34].

The QDC branch is part of the old readout. Due to its
age, it has many disadvantages that are addressed by the
modern SADC (see Fig. 31). The most important limita-
tion arises from the processing time. About 500 µs dead
time is needed to read out one event. This is the slow-
est part in the experiment. Thus, it limits the achievable
readout rate.
As the digitized QDC value corresponds to the integral of
the input signal during an applied gate, this readout is
susceptible to pile-up and offers neither a detection nor a
correction of affected events.
Furthermore, the QDCs use an automatic dual-range switch-
ing, which requires an additional step of calibration.

The new SADC readout [34] uses 12-bit 80-MSPS ADC
chips. A Kintex-7 FPGA decimates, buffers, and pre-
processes the ADC data. The feature extraction covers
two moving averages with 6.4 µs and 0.8 µs which can be
used as gated integrals. Further algorithms obtain timing
information using constant fraction discrimination and a
maximum finder. Also, a pile-up detector and per-event

Figure 28: Pulse shapes in the timing branch as used in prototypes
(red) and the new readout (black). The SNR is higher for a longer
peaking time.

base line determination is implemented.
While the time information of the timing branch is more
precise in most cases in the present implementation, the
SADC time information is also available below the detec-
tion thresholds of the timing branch.

During normal operation, only the extracted features
are transferred. However, if pile-up is detected, the whole
sample buffer of the affected channel is transferred for off-
line pile-up correction. This mode allows a sustained read-
out rate of around 10 · 103 events/s.

For debugging and development purposes, reading out
the full sample buffers of all channels can be enabled. In
this mode, a readout rate of around 2 · 103 events/s is
achievable.

Both readouts use signal shaping filters with a time
constant of 1 µs which results in pulses of approximately
8 µs duration (see Fig. 4).
Both, the old and the new shaping filters have an ad-
justable pole-zero compensation and an option to trim
the baseline. In the new readout, these parameters are
remotely configurable, while the QDC readout requires in-
situ adjustments with screwdriver-operated potentiome-
ters.

The resolution of the new readout achieves the same
performance or even surpasses the QDC resolution when
pile-up events are discarded [34]. The data quality is suf-
ficient over the whole range, which makes a dual-range
operation unnecessary [34].

It should also be noted that the new electronics pro-
vide a vastly increased channel density. The old readout
used signal shapers which were built up as 9U NIM mod-
ules housing 8 channels each. The new readout uses 6U
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Figure 29: Schematic of the pulse shaping filter of the timing branch.

Figure 30: Picture of the Module containing 23 channels of timing
filter and preamp fanout for the energy branches.

NIM module which contain 64 shaper and SADC channels
each. This means that the energy readout of the whole
calorimeter now fits into two NIM crates.

5.3. High Density Discriminator

A custom module was developed to fulfill several tasks
that are performed in the timing branch. This VME mod-
ule contains two time-over-threshold discriminators per
channel, which are used for pulse detection and a slew rate
measurement thereof. This measurement is performed in
a Spartan-6 FPGA and is used for an online time-walk
correction. Afterwards the same FPGA processes the ob-
tained information in the first clustering stage. Also, a
TDC is implemented in the firmware which digitizes the
times of all 184 comparators (two per detector channel).

One module can process 92 signals from the CB. This
means that the signals from the entire calorimeter are pro-
cessed by a total of 16 modules which fit into one VME

Figure 31: 64 channel SADC module for the energy readout [34].

crate.
The discriminator module developed is also used to read
out other detectors in the experiment. In those cases, a
different firmware with a high resolution carry chain TDC
is used [35, 36].
Currently the data is being read out via VME. A gigabit
ethernet interface is under development (see Sec. 9.2). The
module is shown in Fig. 32.

Figure 32: High density discriminator which also implements online
timewalk correction, TDC, and clustering of the CB timing signals.

5.4. Cluster Encoder

This section describes the concept of the new cluster
encoder, its implementation, and its performance under
realistic conditions. To include any hit information of the
calorimeter, its signals need to be processed within the
available latency. Considering the comparably slow rise
time of the timing signals and the limit on the total la-
tency, a budget of ∼ 100 ns exclusively for clustering seems
reasonable.
This goal was achieved using pattern matching. The im-
plementation is based on the assumption that any cluster
in the calorimeter has exactly one top left corner, which
can be identified by merely processing the state of adjacent
detector units.
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Figure 33: Hit pattern used for cluster encoding. A crystal (blue) is
treated as a top-left corner of a cluster if it detected a hit and no hits
were registered in the adjacent crystals, marked in red. Orientation
as implemented, the θ coordinate increases from top to bottom, the
φ coordinate from left to right.

The pattern used is shown in Fig. 33. A crystal (blue)
is treated as a top-left corner of a cluster if it has detected
a hit and none of the crystals top-left of it (red) have
detected a hit.

As an example, Fig. 34 shows how this algorithm is
applied to a hypothetical hit pattern. Dark (light) green
boxes correspond to detector units which have (not) reg-
istered an energy entry. A green check mark (red cross)
represents a position where the pattern from Fig. 33 is
(not) fulfilled.

Figure 34: Hypothetical hit pattern in the detector. Dark green: En-
ergy deposit detected, bright green: no energy deposit, green check
mark: pattern fulfilled, red cross: pattern not fulfilled.

For any position in the calorimeter, only very few sig-
nals need to be processed. This allows for massive paral-
lelization. The algorithm is implemented in FPGAs and,
in fact, the check is performed for all positions simultane-
ously.

The output of this algorithm is a yes/no information
for each of the 1320 detector units. To use this infor-
mation in a multiplicity trigger, the number of positive
results needs to be counted. The implementation of this
processing stage in FPGAs utilizes massive parallelization

of adders in a tree-like structure.
The 1320 signals corresponding to each individual detector
unit are compressed in the first step by 320 instances of an
adder to 320 signals. In the next step, the number of sig-
nals is reduced to 256. Afterwards, by adding two results
from the previous stage, the number of signals is divided
by 2, until a single value is reached. At 6 positions in this
processing chain, flip flops store the intermediate result to
keep the logic delay low enough to be able to operate the
logic at 200 MHz. Further clock cycles are needed to han-
dle numerical overflow and to account for the propagation
delay between modules. In total, the full summation is
executed in 9 clock cycles, i.e. 45 ns. The cluster count is
processed as a 5 bit signal. The most significant bit indi-
cates an overflow. Thus, the number of clusters detected
can range from 0 to 15, plus 16 or more clusters.

The final result is forwarded to the central trigger mod-
ule of the experiment which currently accepts three signals
from the CB clusterfinder: N ≥ 1, N ≥ 2, and N ≥ 3. The
information is updated every 5 ns. Therefore, the cluster
finder can be considered free running.

Figure 35: Subsection of the calorimeter that is connected to one
discriminator module. Red lines indicate the connection to another
section.

One discriminator module processes the signals of up
to 92 detector modules. A corresponding subsection of the
CB is shown in Fig. 35. To correctly process signals at the
boundaries of these sections, modules need to exchange hit
information of the corner detector units.

The topology in which the hit status bits need to be
transferred depends on the orientation of the cluster de-
tection pattern. In the implemented orientation (shown in
Fig. 33), one module in the top row needs to transmit 8
bit to the module below, 13 bit to the right-hand module,
and one bit to the module right below. The topology of
the whole calorimeter is represented in Fig. 36.

As this information is required in the cluster encoder,
it needs to be transmitted not only at high speed but also
at low latency.
For this purpose, an add-on backplane was designed, which
is plugged into the P2 RTM ports on the back side of the
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VME crate. The order of modules was chosen to mini-
mize the longest track length between modules. Signals
are transmitted differentially. The module has enough in-
terconnecting signals to allow processing the full calorime-
ter. I. e., the currently removed detector modules can be
re-installed and processed by the clusterfinder.

Figure 36: Representation of the calorimeter. The right end is con-
nected to the left end. One section highlighted in red corresponds to
the section displayed in Fig. 35. Gray, dashed boxes (two rows on
the bottom) represent modules on the upstream end of the detector
which are not installed in the current setup.

Simulation of the Algorithm

Monte Carlo simulations were performed before the de-
velopment of the clusterfinder was started.
The analysis compared the number of clusters found with
the existing algorithm with the new method. The existing
algorithm precisely determines the number of topologically
connected groups of detector modules with energy deposit,
while the new algorithm performs an estimation based on
the hit pattern in the local neighborhood of each module.

As an example, Fig. 37 shows the result for the reaction
products of pπ0. Further cases can be found in ref. [30].
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Figure 37: Number of clusters found with new and old clustering
method. Entries above (below) the diagonal correspond to an over-
estimation (underestimation) by the new algorithm.

It was found that the new algorithm never underesti-
mates the number of clusters, and overestimates only in a
small fraction of all cases.
This means that the sensitivity does not decrease com-
pared to the old cluster encoder. The sensitivity of the
new encoder might actually be better. Neither algorithm
truly evaluates the number of detected particles. As clus-
ters might overlap, the number of connected areas (deter-
mined by the old algorithm) can be lower than the number
of impinging particles.
In some of these cases the clusters might be shaped in a
way that the new algorithm detects two clusters, although
it is one connected area.

Predicting the selectivity of the trigger is even more
complex. To understand how well undesired reactions
can be suppressed, their signature needs to be known ex-
actly, which is an information that can be obtained from
Monte Carlo simulations. However, to predict the degree
at which these unwanted reactions contaminate the useful
data, many factors have to be well known. Among these
are not only the exact beam characteristics, target dimen-
sions, and cross sections but also parameters like compo-
sition and dimension of support structures and magnetic
field strength in regions that are usually not of interest.
A quantitative prediction of the selectivity was therefore
not attempted. Instead, the parameters of the trigger
(i.e. threshold levels) were tuned during the commission-
ing beam time until a high quality of the recorded data
was achieved. Values like live time, detected pions per
unit time, and signal-to-background ratio were used dur-
ing the optimization.

One of the tests done during the commissioning of the
setup was intended to verify that the digital signal pro-
cessing is working correctly. In other words: The output
of the cluster finder setup should correspond to its input.
The cluster finder was tested within the full installation
during a beamtime. To achieve a data set which is unbi-
ased by the CB, the fiber detector inside the CB was used
as trigger source for the DAQ.
The input data of the CB cluster finder corresponds to its
TDC data. The clustering algorithm was implemented in
software to predict the output of the cluster finder elec-
tronics.
To allow for a comparison of output and predicted output,
the cluster finder firmware includes a TDC that samples
the number of clusters currently found.
Fig. 38 shows the comparison of both results. The major-
ity of events has an equal number for both methods.
A high number of events has zero clusters for both meth-
ods. This is a result of the fiber detector chosen as trigger
source. For example electrons or positrons with a com-
parably low energy can be detected in the fiber detector,
while not reaching the CB.
The entries with unequal numbers of clusters can be traced
back to an imperfection of the analysis: The time cuts ap-
plied to both data sets were not perfectly equal. Acciden-
tal hits at the borders of the time window have a chance
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to be seen only by one of both methods.
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Figure 38: Commissioning of the cluster finder electronics: Number
of clusters expected according to TDC data vs number of clusters
found by electronics.

5.4.1. Time dependence of clusters

An important problem that needs to be addressed is
the time dependence of the number of clusters during one
event. The time at which a hit appears is shifted by time
walk and by the time resolution of the signal. The walk
is compensated for (introduced in Section 6.3), so only
the random distribution caused by the time resolution re-
mains. Therefore, detector units belonging to one cluster
can appear in the hit matrix in random order. This can
lead to a high overestimation of the number of clusters for a
short time and therefore decrease the selectivity of trigger
conditions that require multiple clusters in the detector.

The concept of this problem is illustrated in Fig. 39.
The example shown applies for a simplified detector that
has a 1-dimensional detector matrix consisting of a row of
seven detector modules. The pattern of the cluster finder
needs to be modified for this case: A crystal is counted as
a cluster if itself has a hit while the previous module does
not.
In the example, at first crystal 4 detects a hit, then suc-
cessively the crystals 2, 6, and 3. Crystals 2, 3, and 4 are
neighboring to each other and form one cluster. Because
crystal 3 detects the hit only after crystal 2 and 4, this
cluster forms 2 solid regions until the gap is closed.
If the cluster pattern was evaluated at the leading edge
of each pulse, overestimation would occur. If the cluster
pattern is only evaluated with a certain delay, the overes-
timation can be avoided.
The delay and the pulse duration have to be chosen prop-
erly to securely avoid overestimation and to also not lose

true coincidences.

Active Crystals:

Solid Regions:

Detected Clusters:

0  1 2 3  4 3 2 1  0 

0  1 2 3  2 1  0 

0  1  2 1  0 

Crystal 1

Crystal 2

Crystal 3

Crystal 4

Crystal 5

Crystal 6

Crystal 7

Time

Evaluate

Evaluate

Evaluate

Evaluate

Figure 39: Overestimation of the number of clusters. Illustration
on a simplified 1-dimensional detector consisting of 7 crystals. Solid
regions are formed by neighboring crystals. A crystal is counted as a
cluster if the folowing pattern is fulfilled: The crystal has a hit itself
and the previous crystal did not have a hit.

The actual magnitude of the overestimation depends
on several factors like the discriminator threshold and the
cluster energy: the smaller a cluster in the hit pattern is,
the less likely it is that overestimation will occur.

Three ways are presented here, which show this effect
for specific cases. It should be noted that the data ana-
lyzed here contains cosmic muons hitting the calorimeter.
Therefore, clusters can have a very elongated shape, unlike
hit patterns from electromagnetic showers. This leads to
a more pronounced overestimation and the results shown
here should be taken with a grain of salt. However, the
data is well suited to illustrate the problem.

The first illustration uses the number of detected clus-
ters NC in dependence of time. The hit pattern is recorded
in a 5 ns stepping. For each frame, the number of clusters
is evaluated using the pattern detection method. To im-
prove the visibility of the effect, the change of the number
of clusters is plotted in Fig. 40. Frames with NC = 0 and
∆NC = 0 are not plotted.

At very early times, no change in NC is visible. At
roughly t = 1050 ns clusters start to appear but also to
disappear. Here, the full cluster appears gradually in the
hit matrix and gaps cause an over-estimation. At about
t = 1200 ns, the rate of changes decreases which means
that NC is stable. The hit signals have a pulse duration of
120 ns. Therefore the cluster gradually disappears in the
hit pattern, which again causes an overestimation of NC .

Disappearing clusters before and appearing clusters af-
ter the reference time both indicate over-counting at these
times. As clusters might disappear in the same event at

20



C
lu

st
er

 C
ou

nt
 C

ha
ng

e

-10

-5

0

5

10

1

10

100

1k

10k

100k

1M

Time [ns]
1000 1100 1200 1300 1400

N
um

be
r 

of
 E

ve
nt

s

Figure 40: Change in the number of clusters in the hit matrix [37].

different times, this depiction does not allow to conclude
by which number the cluster over-counting occurs.

The same raw data is used to show the effect of over-
estimation in a different way. In this case, only events
are plotted that have exactly 2 clusters within the prompt
peak. Before these are determined, the time dependence
was removed by a projection. In other words: In the re-
sulting hit matrix, a detector unit is marked as hit if it
was hit at any time in this event. To limit any effects of
event pile-up, a cut of 265 ns around the prompt peak was
applied before analyzing the data.

All remaining events are analyzed time-dependently,
i.e. the number of clusters is determined at each time
frame. The result is shown in Fig. 41. While the data
should only contain events with 2 clusters, more than these
are detected before and after the prompt peak.
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Figure 41: Time dependence of clusters found when 2 clusters are
found in the prompt peak [37].

The third illustration is intended to provide a more
quantitative idea of the degree of over-counting. It gener-
alizes the previous analysis and all numbers of clusters in
the projected frame.
For each event, the frame in the prompt peak with the
highest cluster count max (NC) is determined. This value
is plotted against the number of clusters in the prompt
peak projection. Fig. 42 shows the result.
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Figure 42: Maximum number of clusters vs estimated true number
of clusters. Entries above the diagonal correspond to an erroneously
high number. [37]

To solve the problem of over-counting, a cluster check
is only performed a certain time after the hit was detected.
This time is matched to the time it takes for the cluster
to fully appear in the hit matrix.

The algorithm is implemented as a state machine which
is depicted in Fig. 43. The shown state machine is imple-
mented for each individual detector module. When one

d == D
no hit

hit

LE == 1

p == P

d = d + 1

p < P

p = p + 1

d < D

begin

LE == 0

p = 0

d = 0

wait for
leading edge

output
pulse

check
pattern

delay
pattern check

Figure 43: State machine that prevents cluster count overestima-
tion during build-up. d: delay counter, D: delay setting, p: pulse
duration counter, P : pulse duration setting [37].
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hit is found, the algorithm waits for a specified number of
clock cycles D. Only then, the hit pattern is checked and
when fulfilled, the cluster output is enabled.
The delay has to be chosen such that all neighboring chan-
nels had enough time to be registered in the hit matrix. As
the pattern also requires the checked channel to be still ac-
tive, this algorithm also prevents false detection of clusters
during the falling edge of the timing signal. At this edge,
electronic noise can cause extra entries in the hit matrix.
The parameters were optimized during a beamtime using
an oscilloscope. The values were chosen as small as possi-
ble while still effectively preventing a short term overesti-
mation. In the final configuration, pulses of 120 ns dura-
tion enter the cluster encoder. 60 ns after one cell has seen
a signal, it checks whether the cluster pattern is locally
fulfilled and, if that is the case, generates a 130 ns output
pulse.

5.5. Calibration Light Pulser

The light pulser generates flashes which are fed into
the detector modules using light fibers. The two main
purposes of the system are to measure the APD gain and
to generate calibration data to align the two QDC ranges.
Additionally, the system is helpful to generate signals to
test and debug the calorimeter.
These applications yield different requirements on the light
pulser system.

The APD gain is measured by comparing the signal
amplitudes at nominal bias voltage (i.e. M = 50) and the
signal amplitude at zero bias voltage (i.e. M = 1). The
measurement at M = 1 suffers from a lower signal am-
plitude and also a higher noise level, due to the increased
junction capacitance of the APD. Therefore, a high inten-
sity flash is needed to achieve a good SNR.
Stability over time is required to a degree that allows to
perform one measurement at M = 1 and one at M = 50.
A good long term stability allows for a long delay between
reference measurements (M = 1).

To align the high and low range of the QDC, pulses
need to be digitized in both ranges.
For this purpose, either the relation between intensity set-
ting and resulting flash intensity needs to be known very
precisely, or a set of intensities needs to be chosen that can
be digitized in both ranges.
The latter requires a fine granularity of the intensity set-
tings for two reasons: The scaling and offset of both ranges
vary from channel to channel in the QDC and the energy
equivalent of the pulser system varies from detector mod-
ule to detector module.
To be able to use one set of intensity settings in measure-
ments in the timescale of months or years, a decent long
term stability is necessary.
As both measurements, gain monitoring and range align-
ment, have to be performed during production beam times,
a high pulse rate is desirable in order to not waste valuable
beam time.
To test and debug the readout, the light pulser has a few

advantages over pulses from cosmic muons. The intensity
can be set on demand and the time of the pulse is known.

Figure 44: Schematic of the essential parts of the light pulser system.

Fig. 44 shows a schematic of the core of the light pulser
system. It consists of 6 identical units. Each unit uses a
high power LED (LZ1-10G100) which illuminates an indi-
vidual bunch of light fibers.

Light pulses are generated by turning on and off the
LEDs with power MOSFETs. The light intensity is roughly
linearly related to the current flowing through the LED.
The magnitude of the current results from the supply volt-
age, the series resistor (R1), and the voltage drop over the
LED (D1). To be able to control the intensity in fine steps,
the supply voltage source is programmable (implemented
with a 12 bit DAC). To extend the accessible intensity
range, each LED has three of those units with different
series resistors (R1 = 3.3 Ω, 60 Ω, and 280 Ω respectively).

The highest available intensity generates pulse ampli-
tudes equivalent to an energy deposit of ∼ 15 GeV (with
APD gain M = 50). During a measurement with M =
1 (APD gain off), this corresponds to amplitudes of ∼
300 MeV in the energy readout.

The light pulser was tested and characterized for sta-
bility using pulse rates up to 5 kHz. Under realistic condi-
tions, the pulse amplitude was found to be stable within
less than 0.1 % [22].

Application of Gain Measurement. As introduced in Sec-
tion 4.2 the APD’s gain suffers from a temperature depen-
dence. The impact of a temperature change can be seen
in Fig. 45. A 22Na source is used to calibrate the output
of one detector unit. One can see how the positions of
the photopeaks shift towards smaller MCA channels, cor-
responding to smaller amplitudes. The unit used for this
test was modified: The temperature compensation circuit
introduced in Section 4.3 was disabled and the APD was
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Figure 45: 22Na spectra at different temperatures, measured without
the compensation circuit in the front-end. The decreasing gain scales
the measured spectrum to smaller MCA values. [22]

operated with a fixed bias voltage. Using the gain informa-
tion obtained from light pulser measurements, the spectra
can be rescaled to compensate for the gain change. The
result can be seen in Fig. 46. The photopeak positions
overlap very well, considering the wide temperature range
covered. Spectra recorded at higher temperatures exhibit
wider peaks. We assume this is caused by the increased
dark current at higher temperatures which increases the
noise level.

For a quantitative discussion, the peak positions are
plotted against the temperature in Fig. 47 for four scenar-
ios. The strongest dependence is found when a constant
bias voltage is used and the gain’s temperature coefficient
is not accounted for (red data points).
If the spectra are rescaled using the light pulser, a low
variation over the full temperture range is achieved (black
data points).
The bias supply with automatic voltage tuning success-
fully compensates the influence of the temperature over a
considerable range (blue data points). These spectra can
addidtionally be rescaled using the gain measured with the
light pulser. An improvement is visible in particular for
high temperatures (green data points).

For all data points, only statistical errors from the fit
are shown, which seem to underestimate the total error.
A known error source of not quantitatively known magni-
tude results from the fit range. A gaussian was used for
the fit and the spectrum was truncated to a region around
each peak. Still, the data shows that over a large tem-
perature range either or both methods combined improve
the gain stability. Better results are obtained when includ-
ing the LED calibration. A quantitative analysis showed
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Figure 46: Same measurement as shown in Fig. 45, spectra rescaled
according to the gain measured with the light pulser. [22]

[22] that the temperature needs to stay within 27...28 °C
to have a gain variation of at most ±0.1 %. This will not
significantly affect the energy resolution, which is 1.8 % at
the highest occurring photon energies and worse at lower
energies (see Sec. 6.2).

Fig. 48 shows the energy resolution extracted from the
22Na spectra. The resolution degrades at high tempera-
tures.

6. Characterization of the Detector Performance

This section presents the performance achieved with
the new readout, in particular the energy and time resolu-
tion. Results are discussed from both, prototype tests and
data from production beam times.

6.1. Prototype Tests at Tagged Photon Beams

To study the performance of a calorimeter, measure-
ments at a tagged photon beam aimed directly at the de-
tector, are a very conclusive test case. For the case of the
Crystal Barrel, the incident photon energy range is com-
parable to those hitting the detector in production beam-
times. The energy resolution of the tagger is usually much
better than that of the calorimeter, allowing the determi-
nation of the energy resolution. The event rate can be
varied beyond realistic scenarios. The precise time infor-
mation provided by the tagger allows the determination of
the time resolution of the detector under test.

Measurements on a detector prototype consisting of a
3×3 array of the CsI(Tl) scintillation crystals with the new
readout, were taken at ELSA (Ee− = 800 MeV, 2.4 GeV,
and 3.2 GeV) and at MAMI [38] (Ee− = 180 MeV, 450 MeV,
and 1.5 GeV).
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Figure 47: Position of the photopeak in dependence of the tem-
perature for four scenarios: fixed bias (red), fixed bias + rescaling
(black), compensating bias (blue), and compensating bias + rescal-
ing (green). [22]

Fig. 49 shows the sum of the detected energy deposits
in the 3×3 detector array versus the tagged photon energy.
The distribution is dominated by a linear correlation. Pile-
up events were not removed from the data, which can re-
sult in much higher energy deposits than tagged (above di-
agonal). As photons might be absorbed in the collimator,
zero energy entries are possible as well as random back-
ground (below diagonal).
The binning of the tagged photon energy corresponds to
the granularity of the tagging detectors, which causes the
sudden change at ≈ 2 GeV in this data set.

6.2. Energy Resolution

Fig. 50 shows the distribution of the detected energy
for a fixed photon energy [22]. Such data was analyzed to
get an estimation of the energy resolution of the calorime-
ter. Instead of extracting the FWHM numerically from
the raw data, a function was fit to the data in order to
reduce the impact of statistical fluctuations.
To account for the asymmetric shape of the distribution,
the Novosibirsk function [39] was used for the fit. This
function has one parameter τ characterizing its asymme-
try. For τ = 0, the function is identical to a Gaussian. It
has a parameter σ characterizing the width of the function
and, like for the Gaussian function, the relation FWHM =
2
√

2 ln 2 · σ is valid, independently of τ .
Fig. 51 shows the determined values for σE

E from var-
ious measurements. These values are the currently best
available estimate for the energy resolution of the Crystal
Barrel calorimeter with the new readout.
The true energy resolution of the CB might differ for sev-
eral reasons: First, the geometry of the prototype detector

Figure 48: Energy resolution in dependence of the temperature at
low energies.

differs slightly. The scintillator crystals in the prototype
have all an identical geometry while the geometry in the
full calorimeter depends on the polar angle θ.

Also, as the scintillators vary in size along the polar an-
gle θ, the energy resolution might in fact be θ-dependent.
Furthermore, only a small subset of all scintillators was
used in the tests. The scintillators vary a lot in scintilla-
tion intensity (see Fig. 23), which may have an effect on
the energy resolution, especially in the low energy range.
While two different prototypes yielded similar results, this
is still a too small subset to claim validity for the whole
calorimeter.
Finally, another point is that lateral shower leakage might
have an impact on the energy resolution. As the proto-
type consists of only 3 × 3 scintillators, lateral leakage is
potentially more pronounced.

In the prototype measurements, the photon beam was
aimed at the center of the detector setup. Higher shower
losses in dead material might occur for photons hitting the
scintillators close to their boundaries.

For the energy resolution of the Crystal Barrel calorime-
ter with the old readout, three datapoints are available [8].
While the error on two of those is unknown, the new data
seems to be in agreement.

The results can be parameterized with the semi-phe-
nomenological function

(σE
E

)2
=

(
2.39(5) %
4
√
E/GeV

)2

+

(
0.46(8) %√
E/GeV

)2

+

(
0.048(7) %

E/GeV

)2

(8)
The first term dominates the total error and is purely phe-
nomenological. The numerical value is in agreement with
the old parametrization [8].
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Figure 49: Detected energy vs. tagged photon energy. Data from
measurement at ELSA, Ee− = 2.4 GeV. Binning changed for ETag >
2.0 GeV accounting for a change in the tagger readout.

The second term has an impact below ∼ 200 MeV. Sta-
tistical fluctuations in the shower formation lead to a con-
tribution ∝ 1/

√
E [40]. The third term contributes below

∼ 30 MeV. Electronic noise in the readout gives a contri-
bution ∝ 1/E [40]. However, the utilization of the phe-
nomenological term might distort such relations and the
formula should just be used as parameterization.

To achieve the full performance at low photon energies,
it is important to carefully consider the number of detector
units used in the cluster reconstruction. For the values in
Fig. 51, the entries of all nine units were added up.
As each unit has a certain amount of electronic noise, each
additionally considered unit increases the noise level in the
sum. The resolution when only considering detector units
with energy entries of 1, 2, or 4 times the unit’s noise level
is shown in Fig. 52.
A major impact is visible for Eγ < 20 MeV while it seems
to be negligible for Eγ > 30 MeV. The data originates
from a measurement using the 3 × 3 prototype [30]. The
situation might be more complex for the full calorimeter.

The data corresponding to Fig. 51 was taken at a low
beam intensity. An important property of a detector is
its capability to handle high event rates. More practically
speaking, the detector needs to still have an adequate res-
olution at production beam time conditions.

To fully characterize what beam time conditions are,
it would actually be necessary to describe the hit rate as
a function of energy, as this spectrum needs not to be
identical to the spectrum of bremsstrahlung. Accepting
the entailed loss of information, the intensity conditions
are described here as hit rate above ETHR = 6.5 MeV in
the central crystal.
For production beam time conditions (primary electron
energy Ee− = 3.2 GeV, extracted beam current 550 pA,
polarized-target phantom) the hit rate above 6.5 MeV was
measured to be in the order of 2000...3000 hits/s in the
most forward scintillation modules [30].

Data E =131.7 ... 132.2MeV
Fit

Figure 50: Distribution of the measured energy at the photon energy
bin (Eγ = 131.7...132.1 MeV) [22].

Fig. 53 shows the estimated energy resolution at four
photon energies in dependence of the detector rate. Only a
small change is visible at small rates. The rate above which
the resolution gets deteriorated depends on the energy in
consideration. While the resolution of 400 MeV photons
seems to be almost constant until a rate of 30 · 103 hits/s,
an impact on the resolution of 37 MeV photons is already
visible at 5 · 103 hits/s.
This study was performed with a QDC used for energy
measurement which is sensitive to pile-up and baseline
shift. The CBELSA/TAPS experiment is being upgraded
with sampling ADCs which can compensate for both. The
authors assume that this readout will be able to stabilize
the energy resolution also towards higher rates.

6.3. Fast Branch

The most important goal of the upgrade was to provide
a hit information that can be included in the first level of
the experiment trigger.
The time resolution needs to be known to properly deter-
mine the coincidence time window in trigger conditions.
As time information improves the clustering during data
analysis, the whole setup was equipped with TDCs.

This section presents the performance that was achieved
with prototypes and the full setup.

Two factors play an important role on the achievable
time resolution: the noise level and the signal shape. The
effects will be discussed for leading edge discriminators as
such are used in the readout of the CB (see Sec. 5.3).
This type of discriminator produces a digital time stamp
when the signal exceeds a predefined threshold. Electronic
noise is a random variation on top of the scintillation sig-
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Figure 51: Estimated energy resolution of the calorimeter. [8, 30, 22]

nal. Therefore it can alter the time at which the threshold
is crossed. The amount of distortion scales with the noise
level and has a random distribution.
The signal shape also has an influence on this variation:
the faster a signal rises (V s−1), the lower the introduced
variation for a given noise level (V).

The signal shape also leads to a deterministic error
in combination with leading edge discriminators, which is
known as time walk. A given set of signal shape, discrim-
inator threshold, and signal amplitude lead to a certain
delay of the digital signal. If the signal shape does not
vary for individual pulses and all parameters are known,
the error can be compensated for.

Online Time-Walk Compensation

This is done for the CB timing signals in two ways.
In the data analysis, the energy information of the slow
branch is used to remove the time walk.
Unfortunately, this information is not available within the
trigger decision time. Thus, other information has to be
used. Constant-fraction discriminators (CFD) are a com-
mon way to remove time walk. However, those have the
drawback that the time defining zero crossing occurs with
a delay which is usually chosen to be close to the peaking
time of the signal. While shorter delays can be used to
generate a zero crossing, the lower latency comes at the
cost of a lower SNR in proximity of the zero crossing.

A dual threshold approach was chosen for the discrim-
inators of the CB. The time it takes the signal to rise from
the first threshold to the second, allows the measurement
of the slew rate of the signal and therefore an extrapolation
the beginning of the signal t0.
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Figure 52: Energy resolution at low photon energies.

Fig. 54 shows the latency in dependence of the sig-
nal amplitude for different stages in the signal processing.
The data points in black (red) show the time walk of a
lower (higher) threshold. These data points have the low-
est latency, however the total time walk is the largest: The
difference between earliest and latest time on each curve
is larger than on any other.

The result of a first improvement is shown in green.
The electronics discard time stamps originating from small
amplitude pulses. This reduces the amount of walk, as
most of it is found in the discarded low amplitude region.
The scheme of the signal processing for this case can be
implemented in an FPGA. When the lower threshold is ex-
ceeded, a timer is started. Once this timer reaches 150 ns,
the status of the second comparator is evaluated. Only if
also the second threshold was crossed, an output pulse is
generated.
The choice of lower and upper threshold and delay results
in a certain amplitude (or energy) cut-off.

Non-Linear Extrapolation

A more sophisticated approach also makes use of the
time difference between the crossing of the lower and the
upper threshold. The shorter this time is, the higher the
amplitude has to be, which corresponds to a low shift in
time. This case occurs at the right end of Figure 54. An
improvement compared to the previous case is achieved
by making use of this measured inter-threshold delay. De-
pending on its value, a certain additional delay is applied
to the lower threshold timing signal.
The result is shown in blue with a light-blue band. The
data points represent the mean time of the output signal.
The band illustrates the variation introduced by the signal
processing in the FPGA. Steps in the band correspond to
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Figure 53: Rate dependence of the energy resolution for different
tagged energies [30].

switching from one value in the look-up table to the next.
Also the sampling frequency and the fact that the input
signals are not correlated to the phase of the FPGA clock
affect the shape of the band.

As it will become clear in Section 6.4, neither the sam-
pling quantization error nor the slight slope of the mean
values at low amplitudes play a role. The accuracy of
the signal’s time information is dominated by the intrinsic
time resolution (noise limited) and therefore there is no
benefit from further improving the walk correction.

6.3.1. Latency

To evaluate the performance of the timing branch, it
would be desirable to have a single parameter specifying
the time resolution.
Unfortunately, it is not that simple, since it is important to
know that the achieved resolution in one system is affected
by various parameters. Some of these mechanisms apply
also to the latency. The dependencies are more simple in
the case of the signal’s latency. Therefore, this feature will
be discussed before the time resolution.

The latency of the time information in the fast branch
is shown in Fig. 55: It increases with an increased thresh-
old and decreases with increased energy deposit. The de-
pendence on two parameters can make it difficult to com-
pare data from different measurements.

The diagram can be simplified by making use of one
property of the signals: the pulse shape does not depend
on its amplitude (i.e. the energy of the corresponding
event), only its amplitude scales with it. This means that
a given fraction of the full amplitude is reached at the
same time for any pulse. Thus, the curves for all thresh-
old settings should be identical, if the x-axis is rescaled
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Figure 54: Time walk of different discriminators. Black: Low thresh-
old. Red: High threshold. Green: Truncated threshold. Blue: Trun-
cated threshold + walk corrected. [37]

properly. Instead of plotting the amplitude (or energy) of
the pulse directly, the value is normalized to the thresh-
old of the corresponding measurement. For example, if
VPulse/VThreshold = 5 (or, equivalently EPulse/EThreshold =
5), then a pulse will always cross the threshold at 20% of
its full amplitude, independent of the actual values. Be-
cause of the constant pulse shape, this will happen at the
same delay after the beginning of the pulse.

The data rescaled this way is shown in Fig. 56. A slight
trend remains: Lower thresholds seem to have a slightly
higher latency in this representation. However, an error in
the threshold determination might result in such a system-
atic shift. Other sources of deviation might be the elec-
tronic noise, which is not constant in this representation,
or a slight correlation between pulse shape and amplitude.

6.4. Time Resolution

The time resolution is one of the most important prop-
erties of a signal used for timing purposes. Unfortunately,
the dependencies are even more complex here than for the
case of latency, making it difficult to compare different
prototypes or measurements.
The result of a measurement can be seen in Fig. 57. The
visible trends are plausible: A higher energy corresponds
to a steeper rising pulse. Electronic noise can cause the
signal to cross the threshold a bit sooner or later. The
steeper the pulse is, the smaller the resulting time varia-
tion will be.

The effect of the threshold is more complicated: Con-
sider a detected energy of E = 20 MeV. Thresholds at (or
very close to) this energy will have a bad time resolution.
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Figure 55: The latency t0 of the hit information of a crystal depends
on the energy deposit EDetector and the discriminator threshold.

The threshold will only be crossed when the pulse reaches
its maximum, which is flatter than any part of its lead-
ing edge. This means: At this energy, a lower threshold
will be crossed by a steeper part of the pulse and therefore
achieve better time resolution.

For very high energies, the opposite seems to be true,
a lower threshold corresponds to a worse time resolution.
Electronic noise means an additional random amplitude at
the beginning of the pulse. This means that the signal has
to rise a bit more or a bit less before crossing the threshold,
compared to a theoretical noise-free signal. This effect
should play a big role for very low thresholds. The data
shown in Fig. 57 supports this hypothesis.

Plotting the data in the same way like the latency in
Fig. 56 cannot resolve this complexity, as the noise level is
constant and should not be scaled for different threshold
settings.
However, there is another way to achieve a simpler de-
pendence. Consider the case EPulse � EThreshold. If now
EPulse is doubled, the steepness of the pulse while crossing
the threshold should also roughly be doubled, resulting in
half of the initial σt (i.e. better time resolution). Therefore
σt · EThreshold should be constant (for a given EThr/EC).
In Fig. 58, this seems to be fulfilled particularly well for
thresholds EThreshold ≥ 5.9 MeV (red).

This method is applied to data shown in Fig. 59. Data
from the first and second prototype detector is shown, as
well as results from the full calorimeter after the upgrade.
The prototype data was acquired at test beam times, the
full calorimeter data set during a production beam time.
All of these data sets have similar thresholds. To remove
the remaining systematic shift, the same method as used
in Fig. 58 was applied to the data.

Figure 56: Same data as in Fig. 55, x-axis rescaled.

In order to have more intuitive units, each data point i
of each data-set j was rescaled to an equivalent threshold
of EThr, eq = 4 MeV. So for each data-set (σi, Ei)j with a
threshold EThr, j, data is plotted according to:

σ̃i,j = σi,j ·
EThr, j

EThr, eq
(9)

and

Ẽi,j = Ei,j ·
EThr, eq

EThr, j
. (10)

The results from the prototypes and the full setup di-
verge at high energies (Ẽ & 100 MeV) from each other.
The prototype measurements are worse than those from
the full calorimeter, trending towards a factor of 2. This
was found to be caused by an error in the readout, where
a faulty connection caused a bad resolution of all TDC
channels. While this problem affects data at all ener-
gies, its effects are not visible at low energies since the
timing resolution there is much worse than the impaired
TDC resolution. The average time resolution of the full
calorimeter is similar to the performances achieved with
the prototypes, which indicates a well working system.

7. The First Year of Operation at ELSA

While data has already been taken that allows the ex-
traction of polarization observables, this section focusses
on results from the perspective of a detector developer, e.g.
the achieved temperature stability and the occurrence of
problems.
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Figure 57: Time resolution of one prototype detector, shown in de-
pendence of the detected energy for different thresholds.

7.1. Detector Sensitivity

The detection efficiency was determined for a data set
acquired during a beamtime. The efficiency η was calcu-
lated via

ηi (E) =
Hi (E)

Ni (E)
, (11)

where i is the index of the detector module, E the energy
measured in this module, Hi(E) the number of events with
a TDC hit in this module within the energy bin in con-
sideration, and Ni (E) the total number of events within
the energy bin. Fig. 60 shows the detection efficiency of
the lower threshold. The detection efficiency is high for all
modules beyond the transition region.
The first few rings (low index) and the last ring (high in-
dex) have higher thresholds to reduce the impact of back-
ground reactions.

7.2. Invariant Mass Spectrum

A plot that indicates the proper operation of the full
calorimeter is the invariant mass spectrum of detected pho-
ton pairs (see Fig. 61). Peaks corresponding to the π0,
η, and η′ decaying into two photons are visible at their
masses. Another peak is visible at the mass of the ω
meson which does not decay in two but in three photons
(ω → π0γ → γγγ). The peak is assumed to result from
events in which one of the three photons is below the de-
tection threshold.

7.3. Temperature Stability

Fig. 62 shows the temperature inside one detector mod-
ule during a production beamtime. During the 6 weeks
shown, the temperature is stable within±0.25 °C. A strong

Figure 58: Same data as in Fig. 57, x- and y-axis rescaled.

variation with a 24 hour periodicity is visible at the be-
ginning of the shown time frame. After settings were opti-
mized in the temperature stabilization system, these vari-
ations do not appear anymore and an even better stability
is achieved.

This stability is sufficient to maintain the full energy
resolution while the gain calibration is not yet required.
More precisely: It was found [22] that the temperature
needs to stay within 27...28 °C to have a gain variation
of at most ±0.1 %. This does not significantly decrease
the energy resolution which is larger than 1.8 % at any
occurring energy.

7.4. Occurrence of problems

A few components broke after the calorimeter was in-
stalled in the experiment. The most frequent type of prob-
lem were broken APDs. This occurred for approximately 5
APDs, corresponding to 0.2 %. Affected channels showed
excessively increased noise levels, which could be traced
back to an increased dark current.
The dark current increased so much that a voltage drop
on the bias voltage could be observed, which is shown in
Fig. 63. The voltage of an APD in normal operation is
shown in red. Variations occur due to the build-in tem-
perature compensation (see Sec. 4.3).
The bias voltage of a broken APD shows much larger vari-
ations (black curve). At the end of the shown time frame,
the voltage drops by 50 V, which corresponds to a dark cur-
rent of ID ≈ 100 µA. In normal operation, the dark current
of this type of APD (X11048(X3), similar to S8664-1010
[23]) is typically ID ≈ 10 nA.

Localizing this error turned out to be difficult as af-
fected APDs sometimes returned to normal operation af-
ter a power cycle, which can also be seen in Fig. 63. A few
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Figure 59: Time resolution of different prototypes and final setup.
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Figure 60: Efficiency of the discriminator (lower threshold).

of the broken APDs were sent back to the manufacturer,
who traced the problem back to stains on the inside of the
ceramic frame. These were caused by a problem in the
production process, which had already been resolved be-
fore the broken APDs were returned to the manufacturer.

8. Summary

The Crystal Barrel calorimeter consists of 1380 CsI:Tl
scintillators. 1320 of these are currently installed and were
equipped with an avalanche photodiode (APD) readout.
The high signal-to-noise ratio allows to use the detector
signals in the first level of the experiment trigger. This also
required the installation of shaping amplifiers and discrim-
inators to obtain hit information. An FPGA based cluster
finder processes the signals fast enough to use multiplicity
signals in the trigger, using a single level trigger scheme.

0

T
hr
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Figure 61: Invariant mass spectrum of photon pairs. Data from first
production beam time after the upgrade.

While a direct comparison is not possible, the energy
resolution seems to be maintained: A prototype achieved a
comparable resolution and, using the full calorimeter, the
width of the pion peak in the γγ invariant mass spectrum
has the same width.

The strong temperature coefficient of the APD’s gain
is counteracted with a temperature stabilization and an
automatic analog bias voltage tuning. The performance
achieved of both methods combined prevents the temper-
ature dependence from degrading the energy resolution.

An LED based light pulser system can be used to mea-
sure each APD’s gain online. This might be necessary if
stronger temperature variations would occur.

In December 2017, the CBELSA/TAPS experiment re-
sumed data taking with the new readout of the Crystal
Barrel and its integration in the first level of the trigger.
Analyses of the new data are ongoing for many different
photoproduction reactions off protons and, due to the new
trigger capabilities, off neutrons. Preliminary results for
the polarization observables T, P and H exeed previously
measured CBELSA/TAPS data regarding statistical pre-
cision as well as angular and energy coverage [41].

9. Outlook: Upcoming Improvements

9.1. Energy Sum

The energy of beam photons in the CBELSA/TAPS ex-
periment is determined with a tagging system. It measures
the momentum of electrons after producing bremsstrahlung
and can detect electrons up to 87.1 % ·E0, where E0 is the
primary energy of the incoming electron beam.
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Figure 62: Temperature in one representative detector module dur-
ing a beamtime.

Electrons with a higher energy are not detected, but
the corresponding photons still contribute to the low en-
ergy part of the primary photon beam (Eγ < 413 MeV for
E0 = 3.2 GeV) and eventually cause events in the detec-
tors.
While such type of event will be filtered out during data
analysis, it still triggers the readout of the DAQ and in-
creases the deadtime.
Removing these events already on trigger level would there-
fore result in a higher number of useful events, recorded in
the same time under the same conditions.

The energy sum upgrade is an approach to increase the
selectivity of the trigger regarding this aspect. The signals
from all channels of the CB calorimeter are summed up
with analog circuits. When properly calibrated, the output
should allow the measurement of the energy in the whole
calorimeter.

As this information is already needed at trigger time,
the signals from the timing branch are used in the sum.

The schematic of one summation circuit is shown in
Fig. 64. It processes the signals of one subsection of the
calorimeter, consisting of 23 detector modules.
Each channel has one variable gain amplifier using a mul-
tiplying DAC (AD5429). This allows a calibration to have
the signals of all detector modules appearing with the same
weight at the output of the sum.
The signals are summed using an ordinary operational am-
plifier summation circuit. An ADC can be used to measure
the offset voltage of the output, and a DAC to remove it.
A test pulse generator is implemented for debugging pur-
poses. Fig. 65 shows a picture of one PCB of the same
circuit.
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Figure 63: APD bias voltage of a normal APD (red) and a broken
one (black). Gaps in the data correspond to phases during which the
bias voltage was turned off.

9.2. Gigabit Interface

The most significant limitation of the Crystal Barrel
discriminator modules is their readout. All modules on
one VME bus have to share the bandwidth in the order of
10 MB/s. The cluster finder VME crate houses 18 mod-
ules.
While this is currently not a limiting factor during produc-
tion beam times, it will be once other components of the
experiment are upgraded and the intensity of the photon
beam is increased.
An extension module that can increase the data transfer
rate significantly is in development. Each discriminator
will be equipped with an individual board which houses a
gigabit ethernet interface.
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