
SUBMITTED TO IEEE TRANSACTIONS ON PATTERN ANALYSIS AND MACHINE INTELLIGENCE 1

SSR-2D: Semantic 3D Scene Reconstruction
from 2D Images

Junwen Huang, Alexey Artemov, Yujin Chen, Shuaifeng Zhi, Member, IEEE,
Kai Xu, Senior Member, IEEE, and Matthias Nießner, Member, IEEE,

Abstract—Most deep learning approaches to comprehensive semantic modeling of 3D indoor spaces require costly dense
annotations in the 3D domain. In this work, we explore a central 3D scene modeling task, namely, semantic scene reconstruction
without using any 3D annotations. The key idea of our approach is to design a trainable model that employs both incomplete 3D
reconstructions and their corresponding source RGB-D images, fusing cross-domain features into volumetric embeddings to predict
complete 3D geometry, color, and semantics with only 2D labeling which can be either manual or machine-generated. Our key
technical innovation is to leverage differentiable rendering of color and semantics to bridge 2D observations and unknown 3D space,
using the observed RGB images and 2D semantics as supervision, respectively. We additionally develop a learning pipeline and
corresponding method to enable learning from imperfect predicted 2D labels, which could be additionally acquired by synthesizing in
an augmented set of virtual training views complementing the original real captures, enabling more efficient self-supervision loop for
semantics. As a result, our end-to-end trainable solution jointly addresses geometry completion, colorization, and semantic mapping
from limited RGB-D images, without relying on any 3D ground-truth information. Our method achieves state-of-the-art performance of
semantic scene completion on two large-scale benchmark datasets MatterPort3D and ScanNet, surpasses baselines even with costly
3D annotations in predicting both geometry and semantics. To our knowledge, our method is also the first 2D-driven method
addressing completion and semantic segmentation of real-world 3D scans simultaneously.

Index Terms—Scene reconstruction, semantic segmentation, scene completion, self-supervised learning, differentiable rendering

✦

1 INTRODUCTION

D IGITIZING real-world 3D environments is a multi-
faceted computer vision problem defined at multi-

ple levels of interpretation. It encompasses diverse tasks
ranging from geometry and appearance reconstruction (e.g.,
aiming to realistically reproduce a scene captured on pho-
tographs as a textured 3D asset) to predicting semantics
and functionality of objects in the scene, to inferring and
describing their spatial relationships, to isolation and recon-
struction of dynamic changes (e.g., [1], [2], [3], [4] provide
high-level summaries on these and other relevant direc-
tions). Downstream applications often require jointly ex-
ploiting more than a single layer of representation to match
their requirements. For instance, compelling free-viewpoint
virtual tours require objects in the scene to have complete 3D
shapes and faithful textures, and change realistically under
varying illumination [3], [5]. For virtual-real interactions
(e.g., such as grasping and manipulation of objects in the
virtual world) to be intuitive, individual dynamic entities
with their shapes and inherent physical parameters have
to be isolated, and more generally, scene layouts should be
parsed [6]. Similar requirements arise in automatic vision-
based robotic grasping [7] and robot navigation [8]; ad-
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ditional benefits in these tasks could be obtained from
leveraging higher level, generalized concepts such as the
utility of each entity (e.g., in the form of affordances [9]).

However, even for static indoor 3D areas which are
the focus of this work, acquisition of high-quality digital
replicas remains a challenging endeavor as acknowledged
in a variety of recent projects focusing on data collection [5],
[10], [11], [12]. Not only are all obtained real-world ac-
quisitions inherently incomplete as physical constraints (e.g.,
occlusions) and limitations of range 3D scanning adversely
affect the coverage of 3D areas, but reconstructing additional
representations (e.g., 3D semantics) remains an issue1. Fur-
thermore, resorting to human experts for either scanning,
artistic editing, or building additional layers such as dense
annotations is yet unlikely to deliver flawless, complete dig-
ital 3D assets while being notoriously labour-intensive [5],
[10].

Formed over the recent years, a new significant direction
in 3D scanning research aims to produce automatic tools
that compensate for scan limitations in a paradigm which
can be roughly summarised as “observe something and recover
the rest”. Within this approach, much effort has been devoted
to processing raw inputs of varying types and sparsity, such
as single-view [18], [19], [20], [21], multi-view [22], [23], and
fused 3D acquisitions [24], [25], [26], [27]. On the other hand,
a number of individual target representations have been
extensively researched, including geometry completion [28],

1. The ability to more easily produce multiple-representation data (in
addition to an increasing photorealism of present computer graphics
engines) has most recently pushed multiple groups to curate simulated
rather then real-world datasets [13], [14], [15], [16], [17].
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Fig. 1: Starting with sparse RGB-D images, our SSR-2D jointly predicts complete geometry, appearance, and semantic labels
from incomplete real-world scans, without access to any in-place 3D ground-truth annotations during training. Instead, we
rely on 2D RGB images and their semantic segmentations obtained from a pre-trained semantic predictor.

[29], semantic [22], [23], [30] and semantic-instance [25], [27]
segmentation, colorization [26], etc. All these approaches
no longer rely on having complete 3D inputs but instead
presuppose that acquisitions are inevitably (and substan-
tially) partial. Technically, these works (much like ours) are
enabled by developments in 3D deep learning realm which
can leverage 3D scan datasets with massive amounts of
partial but complementary observations.

From a practical perspective, it is desirable to combine
learning multiple meaningful representations in a single
algorithm, reasoning beyond purely geometric or textured
reconstructions. First, solving many tasks in one system
would eliminate any additional processing steps that would
otherwise have to be taken once a complete reconstruction
is obtained, thus making reconstruction approaches easier
to apply to large collections of data. Second, mutual in-
terplay between complementary tasks could be efficiently
leveraged to improve performance across all tasks. This has
been noted by a number of works targeting semantic scene
completion [18], [19], [20], [24], [27] (see Sec. 2 for a more
complete study of relevant literature) but was not explored
beyond reconstructing (color-less) semantic instances. Con-
versely, scene reconstruction methods focused on produc-
ing increasingly higher quality textured “3D assets” [26],
but lacked the capability to generate any additional layers
of representation for making sense of the reconstruction.
Lastly, existence of “a useful structure among tasks” (see,
e.g., [31]) and ways to exploit it has been drawing increasing
attention in context of experience transfer and multi-task
learning algorithms (ours is an instance of the latter).

In this work, we propose a deep learning-based ap-
proach that, for the first time for large-scale 3D scenes,
jointly generates a complete, textured 3D reconstruction
equipped with an additional layer of useful representation:
3D semantic segmentation. Specifically, we jointly predict
volumetric geometry, appearance, and semantics using a
three-branch 3D neural architecture; to our best knowledge,
our system is the first to predict the three complementary
targets from imperfect RGB-D scans using a single compact
trained model.

Deep convolutional neural networks (CNNs) provide a
convenient fit for this purpose, as they can easily fuse and
decode multidimensional, heterogeneous signals. However,
training a multi-modal, highly parameterized 3D network
in the 3D domain in a densely supervised manner is chal-
lenging as it depends on vast amounts of diverse, high-
quality, complete, and labeled 3D data. Training on synthetic
datasets [13], [14], [15], [16], [17], [20] can, in principle,
provide suitable training data, the resulting models are
unlikely to fully generalize to real 3D scans; we decided
against this option in our method. In some instances, real-
world RGB-D datasets provide ground-truth 2D/3D seman-
tic segmentation masks (see, e.g., [5], [10], [32]); however,
both geometry and semantic labels in these datasets are
incomplete and imperfect, contaminating training signal.
Instead, we opt for a number of design choices enabling our
learning algorithm to leverage the original RGB-D images
along with 2D semantics only.

First, inspired by recent methods [26], [28], we remove a
subset of RGB-D frames from the input and learn to predict
a complete semantic scene from an incomplete reconstruc-
tion; for this, we design a three-branch deep 3D CNN to
jointly output geometry, color, and semantics in each voxel.
Second, to support end-to-end optimization of our learning-
based algorithm, we develop an extended differentiable
rendering method, enabling us to render 3D volume data
to depth, RGB and semantic images through raycasting
directly. We design our training algorithm to reproduce the
original RGB-D data; as a key ingredient for learning se-
mantics, we learn segmentations provided by either manual
annotations or a generic neural predictor trained on diverse,
multi-domain data. Third, we additionally adapt the virtual
view augmentation scheme inspired by the recent work [30]
to further improve training performance given machine-
generated imperfect labels.

The direction we chose is in line with recent approaches
where 2D view information is used to supervise 3D predic-
tions [26], [33]. Our method can additionally be viewed as
generalizing upon several recent works [24], [26], [28] by
integrating 2D RGB and semantic inputs as supervision; in
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several instances, we compare to these prior arts.
To summarize, our key contributions are as follows:

• To the best of our knowledge, our approach is the
first to address the challenging task of semantic
scene completion from incomplete observations of
challenging real-world indoor 3D scenes, without
requiring manual 3D annotations.

• We achieve state-of-the-art semantic scene comple-
tion performance on two large-scale benchmarks,
namely Matterport3D [5] and ScanNet [10].

• We demonstrate the practicability of our approach
in an important special case by supervising it with
generic, proxy segmentation labels, without access to
expensive human 3D annotations.

2 RELATED WORK

We briefly review closely related approaches that target
analysis of large-scale, volumetric 3D scenes, mentioning
works for other 3D representations where possible.

2.1 Semantic Scene Segmentation
Semantic Scene Segmentation and its variants [34], [35]
generally serve as an initial stage in scene analysis and
continue to be extensively researched, in particular for
RGB images (see, e.g., [34], [36], [37] for a review). Yet,
transferring 2D image segmentation to 3D world is non-
straightforward; to this end, specialized point-, voxel-, and
mesh-based methods were proposed (surveyed in [38]); we
particularly note volumetric approaches [10], [24], [39], [40]
as our network architecturally is a 3D CNN defined on a
voxel grid. Seeking to empower 3D scene segmentation with
image-based features, recent approaches propose multiple
schemes to leverage 2D and 3D data in parallel [22], [23],
[25], [33]. Among these, un-projecting per-pixel appearance
features from nearby RGB-D images for 3D semantic [22]
and 3D instance [25] segmentation, and employing bidirec-
tional view-voxel projection to mutually reinforce 2D and
3D features [23] have proved to be effective. For 3D scenes
represented as meshes, a more direct approach is to render
and segment diversely sampled virtual 2D views using a
pre-trained image-based network [30]; we adapt their view
sampling scheme to our approach. All these approaches are
fully supervised and need dense 3D annotation for training.

For reducing labeling costs and aiding generalization for
3D scene understanding, recent works sought to learn rep-
resentations in a self-supervised fashion in a separate pre-
training step (e.g., [41], [42], [43]); however, these methods
still require 3D annotations for fine-tuning. Most similarly
to our approach, 2D3DNet [33] obtains 2D features in each
image using a pre-trained segmentation model, projects
(“lifts”) these to 3D points, and refines them by a 3D
network trained without 3D labels, bypassing the need for
3D annotations during training. [44] predicts semantic seg-
mentation for a target viewpoint by rendering a volumetric
3D representation of projected semantics predicted by a
pre-trained segmentation model. Similarly to the latter two
works, one of our experiments uses a pre-trained generic
segmentation network. All these approaches entirely leave
out geometry completion or refinement, instead relying on
raw scanned geometry.

2.2 Scene Completion
A common requirement in applications is to infer semantic
labels not only in directly observed but also in occluded
space; to this end, semantic scene completion (SSC) [20]
seeks to address both scene occupancy completion and se-
mantic object labeling jointly. Single-view depth images can
be viewed as minimal input data [20], [21], [29], [45], [46],
[47]; alternatives [18], [19], [24], [27] (including our method)
tackle completing fused reconstructions of entire 3D spaces.
[24] jointly predicts a truncated, unsigned distance field
and per-volume semantics in a series of hierarchy levels
ranging from low to high resolution. Leveraging RGB-D
image back-projection, [27] combines geometry and appear-
ance features to infer semantics and refine 3D geometry;
[19] adopts a view of RGB image segmentation as a prior
and computes the final semantic scene completion using
a 3D CNN. [18] exploits an interplay between the scene-
and instance-level completion tasks and alternates between
semantic scene completion and detection of object instances.
All these methods require dense 3D semantic labels and
complete 3D reconstructions during training, making them
dependent on synthetic data; in contrast, our algorithm is
able to (1) use incomplete, real-world scenes and (2) train
from photometric losses obtained via appearance synthesis
and segmentations in the 2D domain.

2.3 Self-Supervised Scene Analysis
SG-NN [28] learns a scene completion network in a self-
supervised learning task where a more complete sparse
truncated signed distance field (TSDF) volume is used to
guide prediction with inputs from a less complete one.
Most similarly to our work, SPSG [26] diverts from using
imprecise and incomplete 3D volumetric TSDF values as
targets and leverages 2D appearance view synthesis where
2D image-based losses are used for supervising both com-
pletion and colorization. Our work presents an important
extension of this line of research by enabling semantic
segmentation in addition to generating complete and pho-
tometrically realistic scenes. Recently proposed semantics-
enabled variants of neural radiance fields (NeRFs) [48], [49],
[50] strive to represent 3D scene geometry and semantics
by a unified neural encoding; unlike these methods, our
approach does not require expensive per-scene optimization
and can generalize across hundreds of unseen scenes.

3 METHOD

3.1 Method Overview
The goal of our method is to train a generalizable net-
work g to perform semantic geometry completion, appear-
ance (color) reconstruction, and semantic labeling simul-
taneously without having access to any 3D ground-truth
(GT) annotations during training. The input to our method
is a set of RGB-D frames {(Iu, Du), u ∈ U} and their
respective estimated camera poses. To generate input incom-
plete reconstructions, we select a subset of views Ũ ⊂ U ,
fusing these into a truncated signed distance field (TSDF)
representation din through volumetric fusion [51], of which
voxel appearance cin is computed by averaging projected
pixel color. As an output, our model predicts a corrected
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Fig. 2: Our method accepts a fused but incomplete TSDF reconstruction as input and convolves it with a 3D encoder-decoder
CNN, jointly producing complete 3D geometry, colorization, and semantic segmentation. In the general case (Section 3.6),
we generate 2D depth, color, and semantic images using either the original viewpoints U , or arbitrary virtual viewpoints
V , by a differentiable rendering technique. These synthesized views are used to supervise training w.r.t. the original RGB-D
images in a pseudo-supervised training loop, or w.r.t. multi-view consistency in a self-supervised training loop.

TSDF value d̂, color ĉ, and semantic label ŝ in each voxel of
the input grid.

Our network g follows a 3D U-shaped encoder-decoder
architecture with two encoders processing geometry and
color, and three decoder branches to output geometry, ap-
pearance and semantic labels for each voxel, respectively
(Section 3.2). For computed predictions, we synthesize 2D
depth D̂v , appearance Îv , and semantic Ŝv views via a
raytracing-based differentiable rendering process for TSDF
volumes [26] (Section 3.3). To enable self-supervised training
without ground-truth 3D annotations, we minimize a set
of 2D losses involving (1) the ground-truth image Iv and
the synthesized color image Îv , (2) the reference semantic
map SP

v (either a ground-truth image, or produced by a
generic semantic segmentation model) and the semantic
map ŜR

v generated via rendering the reconstructed seman-
tics (Section 3.6), (3) the raw depth acquisition Dv and the
depth rendering D̂v of the refined TSDF volume. For geom-
etry completion, we additionally perform self-supervised
training using the incomplete scans to produce their more
complete counterparts.

During training, we are able to leverage machine-
generated imperfect segmentations from a generic segmen-
tation model [52] instead of GT 2D labels. We have found
that fusing heterogenuous, multi-view information in our
learning process results in competitive 3D segmentation
performance (Section 3.4) that can be further boosted by

integrating generic segmentations computed from a set of
virtual viewpoints (c.f ., [30], Section 3.5).

The overall pipeline of our training procedure is shown
in Figure 2. Our framework is modular, and we have in-
vestigated the effect of having various inputs, processing
branches, and diverse supervision options; we summarise
our conclusions in following sections and report experimen-
tal results supporting them in Section 4.

3.2 Semantic Scene Reconstruction Architecture
We base our network architecturally on the variant pro-
posed previously for photometric scene generation [26]. As
input, our algorithm accepts a 4D tensor (i.e., 3D volume
with per-voxel TSDF RGB values). To extract geometry and
color features from the input volumes, we use a dense 3D
U-Net [53] backbone comprised of two 3D encoder branches
with 5 ResNet-type [54] convolutional blocks each, and three
3D decoder branches with an equal number of convolutional
blocks in each.
Network Architecture Details. The architecture of our 3D
CNN is shown in Figure 3, where we summarise the data
flow between the layers in our convolutional model. We
extract subvolumes of input data from the scene-level 3D
geometry and color data for training purposes. First, we pro-
cess these separately and in parallel by 3D-convolving volu-
metric inputs with convolutional layers in the two encoders,
gradually downsampling the input down to cv ×w × h× d
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Fig. 3: Our 3D CNN architecture comprises two encoders for
geometry and color , and three decoders for completed

geometry , semantics , and color , respectively.

feature volumes (we use 128 × 8 × 4 × 4 codes). At each
block before downsampling, we additionally compute a
stacked geometry/color feature map for passing to the
respective upsampling blocks in the decoders. Next, the
independently computed feature volumes are concatenated
into a 4D feature map (2cv×w×h×d) and fused by a bank of
convolutional layers to construct a joint latent feature space
with the same shape. Finally, this fused feature volume
is processed by three decoder branches independently to
produce refined TSDF d̂, color ĉ, and semantics ŝ values
in each voxel. To enable better feature propagation at each
level of the downsampling-upsampling hierarchy in the
U-Net, we concatenate the color/geometry encodings to
corresponding upsample layers in the decoders.
Input and Network Varieties without Color Information.
We note a few important architectural differences w.r.t. the
original SPSG prototype [26], subject to available inputs. In
certain instances, raw captured inputs may not include color
images but provide depth only observations {Du}. Impor-
tantly, in this regime, colors can potentially assume arbitrary
values (e.g., walls in a room may be painted white or vividly
textured); however, hallucinating realistic appearance from
geometry alone is a difficult generative problem and would
require non-trivial complications to our model’s architecture
(e.g., including an adversarial component in [26]). To verify,
we modify our model and make it entirely “color-blind”
by removing 2D and 3D color encoders and decoders,
and disabling appearance synthesis during rendering and
excluding RGB loss term as well. Overall, we have found the
depth-only inputs to considerably decrease the performance
of our method compared to that with RGB-D inputs. We
leave detailed specification on training each variant for
Section 3.6.

3.3 Differentiable Rendering of Depth, Color and Se-
mantics
Our key design choice is to train a network defined in
3D space, but leverage the information contained in the
original 2D RGB-D images (possibly, augmented with se-
mantic information) instead of relying on 3D annotation
directly. We thus require a 3D-to-2D conversion to enable
gradient flow from pixelwise to voxelwise representations.
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<latexit sha1_base64="35j84hSxYmYcMLa8Vk/cMZ+yr8E=">AAACI3icbVBNSwMxFMzWr1q/9eglWISeyq6IehS8eFRobaEtks2+bUOzyZK8VcrSn+FVT/4ab+LFg//FbN2DtQ4Ehpk3eY8JUyks+v6nV1laXlldq67XNja3tnd29/bvrM4MhzbXUptuyCxIoaCNAiV0UwMsCSV0wvFV4XcewFihVQsnKQwSNlQiFpyhk3r9RxHBiGEeTe93637Tn4EukqAkdVLi5n7Pq/QjzbMEFHLJrO0FfoqDnBkUXMK01s8spIyP2RB6jiqWgB3ks5un9NgpEY21cU8hnam/EzlLrJ0koZtMGI7sX68Q//N6GcYXg1yoNENQ/GdRnEmKmhYF0EgY4CgnjjBuhLuV8hEzjKOrqTa3JtR6jCy07hPacvGR4GNQ1EkSaNG4rbnWgr8dLZK7k2Zw1gxuT+uXjbK/KjkkR6RBAnJOLsk1uSFtwokmT+SZvHiv3pv37n38jFa8MnNA5uB9fQMW/KMA</latexit>

bd
<latexit sha1_base64="E9PebdiVR5orm6a+Ynyk7qCA1tg=">AAACI3icbVDLSgMxFM3UV62vVpdugkXoqsyIqMuCG5cV+oK2lEx624ZmkiG5o5Shn+FWV36NO3Hjwn8xfSxs64HA4Zx7ci8njKWw6PvfXmZre2d3L7ufOzg8Oj7JF04bVieGQ51rqU0rZBakUFBHgRJasQEWhRKa4fh+5jefwFihVQ0nMXQjNlRiIDhDJ7U7z6IPI4Ypn/byRb/sz0E3SbAkRbJEtVfwMp2+5kkECrlk1rYDP8ZuygwKLmGa6yQWYsbHbAhtRxWLwHbT+c1TeumUPh1o455COlf/JlIWWTuJQjcZMRzZdW8m/ue1ExzcdVOh4gRB8cWiQSIpajorgPaFAY5y4gjjRrhbKR8xwzi6mnIra0Ktx8hC6z6hNRcfCT4GRZ0kgc4atznXWrDe0SZpXJWDm3LweF2slJb9Zck5uSAlEpBbUiEPpErqhBNNXsgrefPevQ/v0/tajGa8ZeaMrMD7+QUVRqL/</latexit>

bc
<latexit sha1_base64="UwX70l+TY3WZkVZ7K3z5CZ+v5vs=">AAACI3icbVDLSgMxFM3UV62vVpdugkXoqsyIqMuCG5cV+oK2lEx624ZmkiG5o5Shn+FWV36NO3Hjwn8xfSxs64HA4Zx7ci8njKWw6PvfXmZre2d3L7ufOzg8Oj7JF04bVieGQ51rqU0rZBakUFBHgRJasQEWhRKa4fh+5jefwFihVQ0nMXQjNlRiIDhDJ7U7z6IPI4apnfbyRb/sz0E3SbAkRbJEtVfwMp2+5kkECrlk1rYDP8ZuygwKLmGa6yQWYsbHbAhtRxWLwHbT+c1TeumUPh1o455COlf/JlIWWTuJQjcZMRzZdW8m/ue1ExzcdVOh4gRB8cWiQSIpajorgPaFAY5y4gjjRrhbKR8xwzi6mnIra0Ktx8hC6z6hNRcfCT4GRZ0kgc4atznXWrDe0SZpXJWDm3LweF2slJb9Zck5uSAlEpBbUiEPpErqhBNNXsgrefPevQ/v0/tajGa8ZeaMrMD7+QUwpqMP</latexit>

bs

<latexit sha1_base64="+BBrmi8p0BGcLGLpPWcEeV/HGPU="></latexit>

render R
<latexit sha1_base64="Wp+hxmqfjyM7XbjUZfnMT2IjasM="></latexit>

predict �seg

<latexit sha1_base64="+BBrmi8p0BGcLGLpPWcEeV/HGPU="></latexit>

render R

<latexit sha1_base64="g+78f7mjLFdAfNtbIjOvGo18MxI=">AAACLnicbVDLSgMxFM3UV62v+tjpIlgEV2VGRF0KblxWaLXQDiWT3trQTDIkd4p16L+41ZVfI7gQt36GaTsLtR4IHM65J/dyokQKi77/7hUWFpeWV4qrpbX1jc2t8vbOrdWp4dDgWmrTjJgFKRQ0UKCEZmKAxZGEu2hwNfHvhmCs0KqOowTCmN0r0ROcoZM65b02wgNmhqmujmmiLdDxsFOu+FV/CjpPgpxUSI5aZ9srtLuapzEo5JJZ2wr8BMOMGRRcwrjUTi0kjA/YPbQcVSwGG2bT88f0yCld2tPGPYV0qv5MZCy2dhRHbjJm2Ld/vYn4n9dKsXcRZkIlKYLis0W9VFLUdNIF7QoDHOXIEcaNcLdS3meGcXSNlX6tibQeIIus+4TWXbwv+AAUdZIEOinfllxrwd+O5sntSTU4qwY3p5XLg7y/Itknh+SYBOScXJJrUiMNwskjeSLP5MV79d68D+9zNlrw8swu+QXv6xvq9Kbo</latexit>

random pose v

<latexit sha1_base64="hn+onnDrgZF6xcc7iszu/NagdZo=">AAACJnicbVBNSwMxFMzWr1q/Wj3qIVgET2VXRD0WiuBRoa1Cu5Zs+mpDs8mSvBXL0v/hVU/+Gm8i3vwppnUPWh0IDDNv8h4TJVJY9P0Pr7CwuLS8Ulwtra1vbG6VK9ttq1PDocW11OYmYhakUNBCgRJuEgMsjiRcR6PG1L++B2OFVk0cJxDG7E6JgeAMnXTbRXjArHFOpbZ20itX/Zo/A/1LgpxUSY7LXsUrdPuapzEo5JJZ2wn8BMOMGRRcwqTUTS0kjI/YHXQcVSwGG2azsyf0wCl9OtDGPYV0pv5MZCy2dhxHbjJmOLTz3lT8z+ukODgLM6GSFEHx70WDVFLUdNoB7QsDHOXYEcaNcLdSPmSGcXRNlX6tibQeIYus+4Q2XXwo+AgUdZIEOi3dllxrwXxHf0n7qBac1IKr42p9L++vSHbJPjkkATkldXJBLkmLcGLII3kiz96L9+q9ee/fowUvz+yQX/A+vwAVQKP2</latexit>

CE loss
<latexit sha1_base64="Q1Abh0uVFitCv0/nmTBUlh52Fdg=">AAACL3icbVBNSwMxFMzW7/rVKp70ECyCBy27IupR8OKxQqtCdynZ9LUNzSZL8rZYlv4Yr3ry14gX8eq/MK09aHUgMMy8yXtMnEph0fffvMLc/MLi0vJKcXVtfWOzVN66tTozHBpcS23uY2ZBCgUNFCjhPjXAkljCXdy/Gvt3AzBWaFXHYQpRwrpKdARn6KRWaScEKVt5iPCAuYXk2IyOBqNWqeJX/QnoXxJMSYVMUWuVvULY1jxLQCGXzNpm4KcY5cyg4BJGxTCzkDLeZ11oOqpYAjbKJ/eP6IFT2rSjjXsK6UT9mchZYu0wid1kwrBnZ72x+J/XzLBzEeVCpRmC4t+LOpmkqOm4DNoWBjjKoSOMG+FupbzHDOPoKiv+WhNr3UcWW/cJrbt4T/A+KOokCXTcvi261oLZjv6S25NqcFYNbk4rl3vT/pbJLtknhyQg5+SSXJMaaRBOcvJInsiz9+K9eu/ex/dowZtmtskveJ9fAE2neg==</latexit>

`sem-r,v

<latexit sha1_base64="GvtpaPXEAbymSDuaUNA4DNe0Prs=">AAACMHicbVDLSgMxFM3Ud31VBTe6CBbBVZkRUZeCG5cKfQjtUDLpbRuaSYbkjljG/oxbXfk1uhK3foVpOwtbPRA4nHNPbnKiRAqLvv/hFRYWl5ZXVteK6xubW9ulnd261anhUONaanMfMQtSKKihQAn3iQEWRxIa0eB67DcewFihVRWHCYQx6ynRFZyhk9ql/RbCI2baiJ5QTNJEW6CjtF0q+xV/AvqXBDkpkxy37R2v0OponsagkEtmbTPwEwwzZlBwCaNiK7WQMD5gPWg6qlgMNswmHxjRY6d0aFcbdxTSifo7kbHY2mEcucmYYd/Oe2PxP6+ZYvcyzIRKUgTFp4u6qaSo6bgN2hEGOMqhI4wb4d5KeZ8ZxtF1VpxZE2k9QBZZdwmtunhf8AEo6iQJdFy/LbrWgvmO/pL6aSU4rwR3Z+Wrw7y/VXJAjsgJCcgFuSI35JbUCCdP5Jm8kFfvzXv3Pr2v6WjByzN7ZAbe9w+vZqfP</latexit>

original pose u

<latexit sha1_base64="1CkbKU6ty/NeJayUwOZGZSQcm6U=">AAACG3icbVBNTwIxEG3xC/EL9OilEU08kV1j1COJF71hBCEBQrplgGa77abtmpANP8Grnvw13oxXD/4bu8BBwJc0eXkzb2b6glhwYz3vB+fW1jc2t/LbhZ3dvf2DYunwyahEM2gwJZRuBdSA4BIallsBrVgDjQIBzSC8zerNZ9CGK1m34xi6ER1KPuCMWic93veSXrHsVbwpyCrx56SM5qj1SjjX6SuWRCAtE9SYtu/FtptSbTkTMCl0EgMxZSEdQttRSSMw3XR664ScOaVPBkq7Jy2Zqn8dKY2MGUeB64yoHZnlWib+V2sndnDTTbmMEwuSzRYNEkGsItnHSZ9rYFaMHaFMc3crYSOqKbMunsLCmkCp0NLAuCGk7uwjzkKQxEkCSJa0KbjU/OWMVsnTRcW/qvgPl+Xq6Ty/PDpGJ+gc+egaVdEdqqEGYmiIXtAresPv+AN/4q9Zaw7PPUdoAfj7F9uhnys=</latexit>

Iu

<latexit sha1_base64="Wp+hxmqfjyM7XbjUZfnMT2IjasM="></latexit>

predict �seg

<latexit sha1_base64="+BBrmi8p0BGcLGLpPWcEeV/HGPU="></latexit>

render R
<latexit sha1_base64="hn+onnDrgZF6xcc7iszu/NagdZo=">AAACJnicbVBNSwMxFMzWr1q/Wj3qIVgET2VXRD0WiuBRoa1Cu5Zs+mpDs8mSvBXL0v/hVU/+Gm8i3vwppnUPWh0IDDNv8h4TJVJY9P0Pr7CwuLS8Ulwtra1vbG6VK9ttq1PDocW11OYmYhakUNBCgRJuEgMsjiRcR6PG1L++B2OFVk0cJxDG7E6JgeAMnXTbRXjArHFOpbZ20itX/Zo/A/1LgpxUSY7LXsUrdPuapzEo5JJZ2wn8BMOMGRRcwqTUTS0kjI/YHXQcVSwGG2azsyf0wCl9OtDGPYV0pv5MZCy2dhxHbjJmOLTz3lT8z+ukODgLM6GSFEHx70WDVFLUdNoB7QsDHOXYEcaNcLdSPmSGcXRNlX6tibQeIYus+4Q2XXwo+AgUdZIEOi3dllxrwXxHf0n7qBac1IKr42p9L++vSHbJPjkkATkldXJBLkmLcGLII3kiz96L9+q9ee/fowUvz+yQX/A+vwAVQKP2</latexit>

CE loss
<latexit sha1_base64="rieTeP7DGGNmpCdV8Mpi2N0cm9s=">AAACL3icbVDLSgMxFM3Ud321iitdBIvgQsuMiLoU3Lis0NZCW0omvW1DM8mQ3BHL0I9xqyu/RtyIW//CTJ2FrwOBwzn35F5OGEth0fdfvcLc/MLi0vJKcXVtfWOzVN5qWp0YDg2upTatkFmQQkEDBUpoxQZYFEq4DcdXmX97B8YKreo4iaEbsaESA8EZOqlX2umAlL20g3CPqYXhcTw9Sqa9UsWv+jPQvyTISYXkqPXKXqHT1zyJQCGXzNp24MfYTZlBwSVMi53EQsz4mA2h7ahiEdhuOrt/Sg+c0qcDbdxTSGfq90TKImsnUegmI4Yj+9vLxP+8doKDi24qVJwgKP61aJBIippmZdC+MMBRThxh3Ah3K+UjZhhHV1nxx5pQ6zGy0LpPaN3FR4KPQVEnSaBZ+7boWgt+d/SXNE+qwVk1uDmtXO7l/S2TXbJPDklAzskluSY10iCcpOSBPJIn79l78d6896/RgpdntskPeB+f8LSncQ==</latexit>

`seg-p,u

(a): pseudo-supervised (b): self-supervised

<latexit sha1_base64="qnoXe3nKhZz9RiZLGPjQePaVmM0=">AAACJnicbVDLSgMxFM3UV62vqks3wSq4KjMi6lJw47JiX9COJZPe2tBMMiR3xDL0P9zqyq9xJ+LOTzFtZ+HrQOBwzj25lxMlUlj0/Q+vsLC4tLxSXC2trW9sbpW3d5pWp4ZDg2upTTtiFqRQ0ECBEtqJARZHElrR6HLqt+7BWKFVHccJhDG7U2IgOEMn3d7cZl2EB8xqk0kv7ZUrftWfgf4lQU4qJEett+0Vun3N0xgUcsms7QR+gmHGDAouYVLqphYSxkfsDjqOKhaDDbPZ2RN66JQ+HWjjnkI6U78nMhZbO44jNxkzHNrf3lT8z+ukODgPM6GSFEHx+aJBKilqOu2A9oUBjnLsCONGuFspHzLDOLqmSj/WRFqPkEXWfULrLj4UfASKOkkCnZZuS6614HdHf0nzuBqcVoPrk8rFQd5fkeyRfXJEAnJGLsgVqZEG4cSQR/JEnr0X79V7897nowUvz+ySH/A+vwDEF6Ri</latexit>

SP
u

<latexit sha1_base64="liUYASANBziTAXKOT1liiGdMy0Q=">AAACJXicbVDLSgMxFM3UV63P6tJNsAquyoyIuhTcuKzYVqEdSia9taGZZEzuKGXod7jVlV/jTgRX/oqZdha+DgQO59yTezlRIoVF3//wSnPzC4tL5eXKyura+sZmdattdWo4tLiW2txEzIIUClooUMJNYoDFkYTraHSe+9f3YKzQqonjBMKY3SoxEJyhk8Lug+jDkGF2Nemlvc2aX/enoH9JUJAaKdDoVb1St695GoNCLpm1ncBPMMyYQcElTCrd1ELC+IjdQsdRxWKwYTa9ekL3ndKnA23cU0in6vdExmJrx3HkJmOGQ/vby8X/vE6Kg9MwEypJERSfLRqkkqKmeQW0LwxwlGNHGDfC3Ur5kBnG0RVV+bEm0nqELLLuE9p08aHgI1DUSRJo3rmtuNaC3x39Je3DenBcDy6Pamd7RX9lskN2yQEJyAk5IxekQVqEkzvySJ7Is/fivXpv3vtstOQVmW3yA97nF7Zyo9M=</latexit>

bSu

Fig. 4: To train our approach with pseudo-GT labels, we
optimize: (a) for the original views, deviations between
segmented RGBs ϕseg(Iu) and same-view semantic render-
ings R(ŝ;u); (b) for virtually sampled views, deviations be-
tween semantic predictions of RGB renderings ϕseg(R(ĉ; v))
and direct semantic renderings R(ŝ; v) in the same view.

Such operations, known as differentiable volumetric render-
ing [55], have proven essential in multiple tasks (e.g., scene
generation [26] or surface reconstruction [56]). Among these,
we opted to extend a straightforward, efficient raycasting-
based rendering approach for TSDF volumes [26] with a
subroutine to render semantic maps.

Our differentiable rendering algorithm R accepts a pre-
dicted TSDF volume d̂ with per-voxel predicted colors ĉ
and semantics ŝ and produces a set {D̂v = R(d̂; v), Îv =
R(ĉ; v), Ŝv = R(ŝ; v)} of depth, color and semantic images,
respectively. To this end, we select RGB-D images taken
from the viewing directions {v} with the most overlap w.r.t.
the chunk surface (top 5 views each with at least 5% depth
samples within 2 cm to the near-surface voxels) for supervi-
sion. For rendering semantics, we compute a binary mask to
represent each semantic class through raycasting, obtaining
a nsem-channel one-hot semantic image where nsem equals
the number of semantic classes. Depth and color rendering
are obtained using a smilar process to [26]. The resulting
RGB color images contain three channels, and the semantic
images contain nsem channels, representing binary semantic
masks for each of the semantic classes in the class taxonomy
of the respective collection [5], [10]. Image resolution of
synthesized views is set to 320× 256 pixels.

We note that as the predictions are assumed to be com-
plete in 3D, one may use arbitrary viewing directions; we
explore this idea in our view synthesis and augmentation
technique in Sections 3.4–3.5 and its implications for perfor-
mance in Section 4.2.

3.4 Pseudo-Supervision using a Generic Predictor
To showcase the generalizability and practicality of our
method, we discuss a relevant instance of our task —
complete absence of ground-truth semantic segmentation
labels for the original RGB-D data. Indeed, while obtain-
ing reasonable RGB-D captures is increasingly cheap, their
semantic labelling (particularly, manual) remains expensive;
the question is then: can we still use our approach to obtain
semantic reconstructions in 3D?

We opted to answer this question using a generic se-
mantic predictor (either a pre-trained neural network or
an untrained model such as CRFs [57]), which we can
use to construct a set of labels, that we refer to as pseudo-
ground-truth. More formally, let ϕseg denote a function that
maps an observed RGB image I to per-pixel semantic la-
bels S. To obtain a set of pseudo-ground-truth semantic
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Fig. 5: Example virtual views synthesized for the Matter-
port3D dataset. Virtual 2D view selection enables incorpo-
rating richer context information of underlying 3D scenes
into the renderings for training.

labels of captured RGB-D images, we use ϕseg and com-
pute SP

u = ϕseg(Iu). As the original RGB images are free
from photometric prediction artifacts, using the pseudo-
GT SP

u instead of GT segmentations on source RGB images
can provide a stable learning signal. In principle, one can
view using ϕseg as a generalization of annotations for the
case of imprecise, universal labels, formulating our pseudo-
supervised training loop as shown in Figure 4 (a).

However, since the finite set of source views potentially
limits the volume of supervision available to our model, the
generic predictor gives us the flexibility to generate pseudo-
labels on larger amounts of (synthesized) RGB images from
arbitrary poses. We thus create a self-supervised training
loop, as shown in Figure 4 (b), using only supervision pre-
dicted from these virtual views.

To this end, we randomly sample a set of viewing direc-
tions V = {v} (see Section 3.5 for details of generating these
viewpoints), render RGB Îv and semantic Ŝv images for each
view, predict a segmentation ŜR

v = ϕseg(Îv) for a rendered
appearance view Îv , and compute per-pixel cross-entropy
between pairs (Ŝv, Ŝ

R
v ) of respective semantic maps. Unlike

real captured images, semantic maps ŜR
v above need to be

produced on the fly for rendered RGB images at arbitrary
view points. As a result, during training under this setup,
we include an extra supervision from this training loop
(see Figure 4) with an additive term semantic segmentation
cost. Integrating both semantic objectives above, we seek
to make the directly rendered Ŝv , pseudo-GT SP

v , and pre-
dicted ŜR

v semantic views differ as little as possible.

3.5 Virtual View Generation and Selection
We found that generating additional views significantly
boosts performance of our method. A similar observation
has been made by [30] who have argued that generating
novel views with a wide range of unusual viewing di-
rections and fields of view (FOV) results in a significant
improvement in performance of semantic 3D mesh seg-
mentation. We follow this line of intuition and construct a
view selection scheme that we experimentally demonstrate
to boost performance of our approach.

We seek to construct virtual views that cover meaningful
regions in the scans, observe large number of complete
objects, and reflect their contextual relationships. To this

end, we start with the original camera poses which en-
ables binding cameras to room spaces without recomput-
ing chunk-view correspondences, and randomly perturb to
their positions, orientations, and FOVs. More specifically, we
vary camera intrinsic parameters (under the pinhole camera
model) by enlarging its field of view by a factor uniformly
distributed in [1, 3], allowing to capture larger spatial con-
texts. To perturb camera extrinsic parameters, we

• Randomly disturb the yaw angle of cameras
by adding random delta uniformly distributed
in [−45◦,+45◦];

• Randomly disturb the pitch angle of cameras
by adding random delta uniformly distributed
in [−30◦,+30◦];

• Randomly offset camera positions by independently
shifting along x, y, z axes with a distance distributed
uniformly in [−1m,+1m];

• To enrich the scales of 2D views as well as context in-
formation, we randomly translate the camera for up
to 2 m in the direction away from the zero-isosurface
of SDFs;

• Original views are also adopted as they tend to be
manually chosen good views within real-world 3d
scenes with physical constraints.

In practice, we apply combinations of these virtual view
generation procedures. Figure 5 presents example virtual
views resulting from our selection process for scenes from
Matterport3D [5].

3.6 End-to-End Joint Training with 2D Supervision
In this section, we introduce adopted loss terms of each
key component during training. We note that while our
learning algorithm is inspired by SPSG [26], it differs from
SPSG, most importantly, by injecting semantic supervision
and excluding adversarial components, which considerably
simplifies our system. Similarly to SPSG though, our final
scheme involves the objectives formulated in the 2D domain
only, is end-to-end differentiable, and results in a 3D CNN
model.
Geometry Completion. To self-supervise the geometry
completion task, we use rendered depth images and pe-
nalize their deviations to the captured depth maps via a
pixel-wise L1 loss:

ℓgeo,u =
∑

p

||Du(p)− D̂u(p)||1. (1)

We additionally use an L1 3D loss term ℓgeo-3d to self-
supervise geometry reconstruction on the predicted 3D
TSDF distances, by comparing against their complete coun-
terparts fused from complete RGB-D sequences:

ℓgeo-3d,i =
1

ni

∑

p∈chunki

|g(p)− ĝ(p)|1, (2)

where ni is the number of valid voxels of i-th chunk. We
sum over all chunks to obtain the final 3D loss ℓgeo-3d.
Appearance Reconstruction using Raw RGB Images.
SPSG [26] heavily emphasizes the need for adversarial train-
ing and optimizes a perceptually-based loss for achieving
visually compelling RGB synthesis. In contrast, we opted to
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Method Supervision Matterport3D [5] ScanNet [10]

3D GT 2D GT 2D Pseudo mAcc mIoU mAcc mIoU

BPNet [23] ! ! 12.3 10.9 29.5 22.7
ScanComplete [24] ! 34.9 28.2 26.9 22.7
Ours ! 47.9 30.1 52.0 33.3
Ours ! 50.0 34.4 64.7 47.1
Ours ! ! 53.6 35.1 69.8 51.2
Ours ! 35.3 21.5 37.8 25.9

TABLE 1: Semantic scene completion (SSC) results for Matterport3D [5] and ScanNet [10] benchmarks. Our method
outperforms two strong baselines and sets the new state-of-the-art on two challenging, real-world benchmarks. The three
bottom rows present varieties of our method leveraging 2D ground-truth (2D GT) and/or 3D ground-truth (3D GT) labels
as well as machine-generated 2D pseudo-labels (2D Pseudo) supervision during training (Section 4.4).

Method Geo. Recall Geo. mIoU

SGNN [28] 57 28
SPSG [26] 64 39
ScanComplete [24] 36 30
Ours 67.9 40.2

TABLE 2: Geometry completion results on Matterport3D [5].
Our self-supervised method outperforms all baselines in
terms of both measures.

train without an adversarial part with either color or normal
maps, hence bypassing the need for training a discrimina-
tor; to make the training task easier for the optimizer, we
additionally exclude the perceptual loss term. Overall, we
have found these modifications to have limited effect on
achieving high-quality completion and semantic segmenta-
tion while significantly simplifying our system, accelerating
convergence, and reducing the number of trainable parame-
ters. As a result, to enable faithful color synthesis using our
model, we simply minimize per-pixel L1 distances between
the synthesized appearance view Îu and the target view Iu:

ℓapp,u =
∑

p

||Iu(p)− Îu(p)||1. (3)

Semantic Segmentation from Real and Virtual Views. Our
semantic loss follows a general intuition requiring that the
segmentation ŝ inferred in the 3D domain generates plausi-
ble 2D semantic maps {Ŝv} under a certain set of 2D views.
We consider the segmentation labels {SP

{u,v}} available for
both the original captured RGB-D images {(Iu, Du), u ∈ U}
as well as for rendered RGB images at virtual camera poses
{Iv, v ∈ V } (Section 3.5), and compute a cross-entropy (CE)
loss ℓseg-p between each pair of rendered Ŝ{u,v} and refer-
ence semantic views SP

{u,v} (i.e., ground-truth and machine-
generated segmentations, the lower index is either u or v):

ℓseg-p,{u,v} =
∑

p

LCE(Ŝ{u,v}(p), S
P
{u,v}(p)). (4)

Joint Training Configuration. To summarize, our final train-

ing objective integrates geometry, color, and semantic terms

L =
∑

{u,v}∈{U,V }

1

n{u,v}

[
ℓgeo,u + ℓapp,u + ℓseg-p,{u,v}

]
(5)

+
∑

chunks

ℓgeo-3d,

where, for each batch, the first term sums over the set of
n{u,v} valid pixels at view set u or v (i.e., pixels where
surface geometry was predicted in d̂), and the second term
sums over number of chunks. Specifically, to calculate the
loss terms in the 2D domain, we use a 3D volumetric
mask of the form {x : d̂(x) < ε} (we use ε = 3 cm)
corresponding to the generated geometry, available upon
completing geometry in each voxel of the input volumetric
grid.

4 EXPERIMENTS

4.1 Implementation Details

Generic Semantic Predictor. For training with pseudo-GT
labels, we model these using a pre-trained MSeg semantic
segmentation network [52], treating it as a generic semantic
predictor (ϕseg in Section 3.4); we stress that this model is
applied in test mode, on data unseen during its training.
Following [24], we map the 196 universal classes of MSeg
into the most frequent categories in our test data (11 for Mat-
terport3D and 15 for ScanNet). Quantitatively, our generic
predictor demonstrates a mean IoU performance of 36.9%
and 37.4% for Matterport3D and ScanNet, respectively (on
the training split without any fine-tuning).
Differentiable Rendering of Semantics. Our differentiable
renderer produces a multi-channel semantic map in each
camera view, in addition to color and depth maps. To
construct RGB, depth, and semantic channels, we cast rays
into each occupied voxel of the scene (a maximum of 640K
rays) from the camera’s optical center. We set the maximum
depth to 6 m; pixels corresponding to rays exceeding this
depth will be set to a special value.
Training with Virtual View Selection. During training, we
on-the-fly generate additional, virtual views independent
to the original views in our data, to provide auxiliary se-
mantic supervision. A similar technique is proposed in [30],
yielding improved performance of a semantic 3D mesh
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Input Scan Target ScanOursScanComplete

Fig. 6: Qualitative semantic scene completion (SSC) results using our approach and ScanComplete [24] on ScanNet [10] (top
3 rows) and Matterport3D [5] (bottom 3 rows) datasets. Compared to this baseline, our method predicts more complete
geometry and accurate semantics on both input regions as well as unobserved space.

segmentation by sampling views with otherwise unusual
directions and fields of view.

Training Details. We use 128×64×64 chunks, correspond-
ing to spatial extents of 2.56 × 1.28 × 1.28m3. For training
with large-scale scenes in Matterport3D dataset, to enable
high-efficiency and data-efficient training, we use a batch
size of 2 and the SGD optimizer with an initial learning
rate of 0.01, which is annealed according to an exponen-
tial learning rate schedule. On average, for Matterport3D
data, our model needs around 15 epochs (roughly 200K

training iterations) and for ScanNet data, 20 epochs (260K
iterations) to achieve convergence. We train our model for
about 60 hours using a single Nvidia RTX3090 GPU.

4.2 Benchmarks and Data Generation

Benchmark Datasets. To evaluate our system and validate
our design choices, we conduct a series of experiments
using the challenging large-scale real 3D scans in the Mat-
terport3D [5] and ScanNet dataset [10] collections.
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Fig. 7: Qualitative semantic segmentation results using our approach and baseline method BPNet [23] on Matterport3D
dataset. Compared to the baseline, our approach demonstrates robust performance.

ScanNet is a large-scale real-world RGB-D video dataset
providing over 1,500 scenes. Around 2.5 million RGB-D
scans are captured by a handheld structure sensor. Matter-
port3D provides a vast source of RGB-D scans with 194,400
RGB-D images collected from 90 building-scale scenes. Im-
ages are collected by a stationary tripod mounted camera
rig with three color and three depth cameras, which aims to
avoid motion blur and other artifacts sufferred by hand-held
video cameras during real-time scanning. The different cap-
turing configuration also leads to different processes duing
our data generation, as discussed in the next subsection.

Both datasets provide sufficient amounts of real-world
training and testing data; following the official guidelines,
we use 1788 spaces for training and validation, and 394 for
testing on Matterport3D; on ScanNet, we use 1201 spaces for
training and 312 for validation. To obtain highly detailed
reconstructions, we use fine voxels with a 2 cm resolution
during TSDF fusion; to enable memory efficient training,
we extract 64× 64× 128 subvolumes from fused scans like
[26]. Overall, we use 77,581 and 88,420 chunks for training
with Matterport3D and ScanNet, respectively.
Generation of Incomplete Scans. To generate incomplete
scans with reasonable instance coverage across scenes for
our training and evaluation, we use slightly different proce-
dures for experiments involving Matterport3D and ScanNet
collections, given their distinct data acquisition configura-
tions.

For Matterport3D, we generate input reconstructions by
selecting a subset of views Ũ ⊂ U and fusing these into a
TSDF volume using volumetric fusion [51]. In practice, we
use 40% views on average to build incomplete inputs.

For ScanNet, we use all of the available views to first
reconstruct the scene but crop random parts from fused
reconstructions by masking the volumetric grid using cube-
shaped masks. The main motivation behind is that objects
within ScanNet scenes are covered by few views, therefore

directly fusing a subset of sequences leads to complete
loss of certain scene contents which are no longer possible
to recover. Performing an analysis of the two collections,
we have statistically found that, to incompletely sample
∼90% of object instances per scene, ScanNet needs ∼60%
randomly chosen frames (in comparison, Matterport3D re-
quires ∼38%), yet keeping this ratio would effectively use
nearly all of the data of ScanNet scenes. However, aggres-
sively reducing the sampling ratio to match Matterport3D
would lead to entirely losing a substantial share of objects
in the scene. Therefore, we opted for this straightforward,
controlled block-masking approach to showcase the capa-
bilities of our method on ScanNet scenes.

As to random masking of ScanNet data generation, we
use 3 shapes of cubes, specifically s1 = 503, s2 = 253,
and s3 = 103 cubic voxels, respectively (here 1 cubic voxel
equals 2× 2× 2 cm3). We associate each cube with an equal
probability pi = 0.2, i = 1, 2, 3, reserving the probability of
1 − ∑

i pi = 0.4 for the part of the scan to remain intact.
To apply masking, we extract subvolumes in the input scan
using a sliding window over each of the three dimensions
of the volumetric grid by each size of the cube and apply
masking by cube shaped as si with the probability pi. As a
result, we end up masking nearly 60% of valid input voxels.
Evaluation Metrics. Following [23], [24], [26], [28], [30],
for 3D semantic segmentation we report mean intersection-
over-union (we use mIoU and Sem. mIoU interchangeably)
and mean voxel-wise accuracy (we use mAcc and Sem. mAcc
interchangeably); for geometry completion we report mean
geometric intersection-over-union (Geo. mIoU) and mean ge-
ometric recall (Geo. Recall).

4.3 Comparisons to State-of-the-Art

Evaluation Setups. We focus on evaluating two different
challenging tasks (1) semantic scene completion (SSC) and (2)
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Fig. 8: Scene colorization results on the Matterport3D dataset, demonstrating qualitatively comparable performance to
SPSG [26] with adversarial components.

Method Input scan
Supervision Matterport3D [5] ScanNet [10]

3D GT 2D GT 2D Pseudo mAcc mIoU mAcc mIoU

BPNet [23] comp. ! ! 41.1 32.2 42.5 33.1
ScanComplete [24] comp. ! 42.1 29.7 44.4 30.1
VMFusion [30] comp. ! 24.9 17.6 26.9 22.7
Ours comp. ! 39.3 28.2 52.2 37.6
Ours comp. ! 46.3 33.5 62.8 43.4
Ours comp. ! 32.9 20.4 39.1 24.9

BPNet [23] raw ! ! 47.7 33.3 68.2 57.6
ScanComplete [24] raw ! 46.6 35.8 44.4 30.1
Ours raw ! 48.3 36.7 50.8 36.4
Ours raw ! 50.9 39.5 64.6 48.2
Ours raw ! 35.3 21.5 37.8 21.9

TABLE 3: Semantic scene segmentation (SG) with partial (raw) and complete (comp.) input scans for Matterport3D [5]
and ScanNet [10] benchmarks. In both sections, two bottom rows present varieties of our method leveraging 3D ground-
truth (3D GT) labels as well as machine-generated 2D pseudo-labels (2D Pseudo) supervision during training (Section 4.4).

semantic scene segmentation (SG), as these tasks require pre-
dicting different semantic-related quantities. In particular,
semantic scene completion is our central task as we expect
our method to produce high-quality 3D scans with both
complete 3D geometry and accurate semantic segmentation,
given raw and incomplete RGB-D scans (SSC). To separately
demonstrate the ability of our method to produce 3D labels
given scans of various quality and completeness levels, we
additionally evaluate semantic segmentation performance
by fixing input geometry and predicting semantic labels in
each voxel (SG).

During quantitative evaluation, for SSC task we take the

raw, partial scan as input, which in our case has only around
40% of occupied ground-truth voxels, and evaluate on a
complete scene. Whereas for a fair comparison of SG task,
we exclude the completion part and only evaluate on the
voxels that appeared in the input scan. To compute accuracy
of the SSC task on a certain scene, we divide the number of
correct semantic predictions by the number of ground-truth
surface voxels, where we evaluate the m-IoU and the m-Acc
of all the semantic categories for both input voxels and the
ones generated as a completion to the input scan.

For the SG task, since we focus on semantic segmen-
tation alone which does not change surface geometry, we
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Fig. 9: Qualitative semantic reconstruction (SSC) results
using our approach and baseline method (i.e., depth-aided
Semantic-NeRF [50]) on the ScanNet dataset.

normalize the number of correct semantic predictions by
the number of input surface voxels. Importantly, semantic
segmentation can be performed in two fine-grained scenar-
ios, that we denote raw. and comp. (Table 3). The former
focuses on evaluating semantic segmentation for a signif-
icantly incomplete scene, i.e. raw, sparse input geometry
obtained by fusing a subset of RGB-D images is to be
segmented; accordingly, the number of input surface voxels
of an incomplete scene serves as a normalization constant.
For the latter, comp. scenario, we run semantic segmentation
on the more complete, ground-truth geometry obtained by
fusing all available RGB-D images, normalizing the result
w.r.t. input surface voxels viewed as a ground-truth.

As an overall rule to evaluate the output semantics, SSC
task takes a partial scan as input but evaluates on a complete
ground-truth scan; SG takes either a complete or a partial
raw scan as input and evaluates on the same voxels with
the input ones.
Semantic Scene Completion (SSC). As a semantic scene
completion baseline, we utilize ScanComplete [24], a su-
pervised method that operates on 3D TSDF volumes and
performs both scene completion and semantic segmentation
simultaneously, similar to our proposed method. However,
ScanComplete conducts these tasks in a hierarchical fashion.
We also evaluate against BPNet [23], a state-of-the-art super-
vised method that takes both 3D scans and 2D RGB images
as input and supervises the network with semantic labels
across domains. Though BPNet does not perform geometric
completion, it utilizes 2D domain information to assist 3D
semantic prediction. It is noteworthy that these methods
leverage 3D annotations as the supervision signal to train
a 3D network, which is much more expensive than using
only 2D annotations. In contrast, our proposed method can
complete the scan geometrically and predict semantics for
both input and reconstructed surface voxels, with only 2D
annotations from the given subset of views, even when given a
raw scan with limited RGB-D views.

In addition, we evaluate the geometric completion re-

Method ScanNet [10] Matterport3D [5]

Sem. mIoU Geo. mIoU Sem. mIoU Geo. mIoU

Semantic-NeRF [50] 54.6 3.9 49.5 2.5
Ours 62.9 49.8 57.9 46.3

TABLE 4: SSC results vs. Semantic-NeRF [50]. Note that
unlike this method, our algorithm delivers an accurate,
clean geometric reconstruction (see Figure 9).

sults as a reference and compare them to self-supervised SG-
NN [28] and SPSG [26], which do not aim for the semantic
segmentation task. Among these methods, ScanComplete
and SPSG perform complex multi-modal training, while SG-
NN focuses on completion only.

We present the statistical results in Tables 1 and 2 on
two challenging real-world benchmarks, Matterport3D [5]
and ScanNet [10]. For both the semantic segmentation and
geometry completion constituents of the Semantic Scene
Completion (SSC) task, our proposed method exhibits a
substantial advantage over all baselines on both datasets,
demonstrating the effectiveness of our framework which
jointly performs appearance prediction, geometry comple-
tion, and semantic segmentation in a unified manner. We
also provide detailed visual comparisons of semantic scene
completion on both datasets in Figure 6.
Semantic Scene Segmentation (SG). To demonstrate our
performance on 3D semantic labeling across various mesh
qualities, we also conducted an evaluation of semantic la-
beling in isolation, without performing geometry comple-
tion. Our results for quantitative and qualitative semantic
segmentation on the Matterport3D and ScanNet datasets, of
which scenes are either partial or complete, are presented
in Table 3 and Figure 7, respectively.

It is important to note that our network was trained
jointly for both completion and segmentation, specifically
semantic scene completion. To ensure a fair compari-
son with the state-of-the-art 3D segmentation method BP-
Net [23], we utilized the official implementation of BPNet
and trained it to predict segmentation labels on input 3D
scenes without scene completion. We report the semantic
segmentation performance of BPNet by supplying it with
the same training input as our method (truncated scans).

Although our method only leverages 2D labels, it outper-
forms most of the baselines in various aspects. When eval-
uating complete input scans (comp.), our method demon-
strates a remarkable improvement compared with all the
baselines on ScanNet dataset by a large margin. Similarly,
when evaluating the raw partial input scans (raw), our
method also outperforms all the baselines on the Matter-
port3D dataset evidently. This indicates that our approach
is capable of maintaining high performance on observed 3D
regions while generating new, unobserved regions.

At another end of spectrum, we present the performance
given adequate costly 3D annotations to reach the upper
bound performance. It turns out that our method could
achieve state-of-the-art segmentation performance over all
baselines with a single compact model. We believe this
result reveals the effectiveness of our framework design
with multi-modal learning. We, however, do not claim it
as our main result as we are more interested in leveraging
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Fig. 10: An ablative visualization for an unobserved chair,
showing that our method can complete the scene from the
real-world context reasonably, but will not give fabricated
predictions if no contextual information is provided.

more accessible 2D labels.

Semantic Fusion via Differentiable Rendering. Our
method relies on differentiable rendering to enable semantic
scene completetion from only 2D images. In this sense,
recently proposed Neural Radiance Fields (NeRF) [58] also
learns an implicit 3D semantic scene representation from
dense 2D observations in a self-supervised manner [50].
We think it would be inspiring to see how these methods
perform under the challenging setup with sparse RGB-
D observations, as both methods aim to semantically re-
construct the 3D scenes from only posed 2D images and
labels via differential rendering. Though our method differs
conceptually from NeRF-based approaches such as [50] in
a number of ways, making a direct point-to-point compar-
ison less possible and meaningful, we conduct quantitative
and qualitative comparisons to highlight the generalization
capability and crisp reconstruction of complicated indoor
scenes by our approach (Figure 9).

Specifically, we have used the public implementation of
Semantic-NeRF [50] to evaluate on 5 ScanNet scenes. For a
fair comparison, we introduce additional depth supervision
into [50] and use the same number of input views as ours.
We empirically found that Semantic-NeRF, with per-scene
optimization, struggles to predict sharp 3D geometry for
cluttered indoor scenes due to limited views and its density-
field representation. To further highlight the performance of
semantic label fusion, we isolate the semantic evaluation
of [50] from its underlying geometry, by projecting its 2D
semantic rendering onto the perfect 3D geometry fused from
ground-truth depths. As reported in Table 4, our approach
still achieves much better 3D segmentation performance.

Color reconstruction. To demonstrate that our model can
maintain good quality in both semantic and color recon-
structions from input partial scans, we additionally show
the qualitative results of the reconstructed colored meshes
on Matterport3D dataset in Figure 8. Compared to SPSG
[26], we achieve equivalent performance on both geometry
completion and color inpainting.

Supervision type Num. views mAcc mIoU

2D GT 15 48.2 32.6
2D GT 5 47.9 30.1
2D GT w/o VS 0 42.1 26.9

2D Pseudo 15 37.4 23.1
2D Pseudo 5 35.3 21.5
2D Pseudo w/o VS 0 32.1 20.5

TABLE 5: Virtual view selection (VS) boosts semantic label-
ing (SG) performance for Matterport3D dataset [5].

4.4 Ablative Studies

Effect of Pseudo Labeling. Within this section, we un-
dertake a rigorous quantitative analysis to evaluate the
performance implications of substituting 2D GT labels
with machine-generated 2D pseudo-labels, derived from
a generic network trained using Equation (4). The results
presented in Table 3 highlight the remarkable superiority
of our method over the direct fusion technique VMFu-
sion [30], which also relies exclusively on 2D labels for the
reconstruction of 3D semantics. It should be noted that the
reported results correspond to the semantic segmentation
(SG) task conducted on complete input scans, as VMFusion
necessitates an adequate array of views to reconstruct the
entire scene.

Given the unavailability of a publicly accessible imple-
mentation of VMFusion [30], we present its performance by
fusing the same set of training 2D labels into 3D voxels,
utilizing the camera poses and depths provided by our
method. It is crucial to emphasize that, in order to ensure
a fair and unbiased comparison, we meticulously imple-
mented VMFusion [30] and employed identical 2D pseudo-
semantic labels during the inference process, mirroring our
own method. The resulting 3D segmentation is obtained
through a process of back-projection and fusion, wherein the
2D pseudo labels are combined with ground truth depths
and camera poses. This further underscores the effective-
ness of our approach in bridging the gap between 3D and
2D observations, particularly when contrasted with purely
view-based methodologies.

Furthermore, we report the results of the Semantic Scene
Completion (SSC) task in Table 1, which exhibits a decline
in performance compared to our model trained with 2D GT
labels. Nonetheless, the achieved results still remain rea-
sonable when compared to the outcomes of SSC baselines.
These findings elegantly demonstrate the inherent flexibility
of our framework in effectively leveraging imperfect generic
labels, thereby showcasing its potential benefits.
Effect of Virtual View Selection. We delve into the inves-
tigation of the influence of utilizing varying quantities of
synthetic views generated by our virtual view generation
and selection mechanism (described in Section 3.5). We
provide a comprehensive analysis of the number of virtual
views supervised using both 2D GT labels and 2D pseudo
labels in Table 5. For 2D GT supervision, we leverage 3D an-
notations to render virtual views corresponding to specified
poses, thus providing additional supervision signals from
the 2D domain; for 2D pseudo supervision, we leverage the
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Model mAcc mIoU

Ours w/o completion 41.2 32.8
Ours 48.3 36.7

TABLE 6: The effect of geometry completion on semantic
segmentation (SG) performance.

pre-trained predictor to produce the segmentation labels for
the virtual RGB images.

It is important to note that we limit the number of
additional views for each chunk to five in order to ensure
fair comparisons with the baselines and optimize training
efficiency. We observe that a greater number of additional
views leads to improved results in terms of semantic recon-
struction. However, in the case of pseudo-label training, the
performance is constrained by the limited quality of the pre-
trained and re-mapped labels, preventing the attainment of
exceptionally high accuracy. Nevertheless, we believe that
incorporating a larger number of views based on 2D ground
truth labels will yield improved performance accordingly,
gradually reducing the performance gap compared to GT
labels (Table 5).
Effect of Geometric Completion on Segmentation. Al-
though not the primary focus of our paper, it is pertinent to
inquire whether learning scene completion is instrumental
when the objective is solely semantic segmentation of poten-
tially incomplete input meshes. To address this question, we
conducted an experiment by removing the completion head
from our framework. As shown in Table 6, there is a signifi-
cant decline in semantic segmentation accuracy without the
inclusion of completion. Hence, we draw the conclusion that
explicit and joint reasoning of geometry and semantics is
advantageous for semantic segmentation, particularly when
dealing with challenging partial 3D structures.
Effect of Color Supervision. At the other end of the spec-
trum, we examine the impact of color information on the
attainment of precise semantic reconstruction outcomes. In
our investigation, we conduct an ablation study on the
network architecture depicted in Figure 3 by selectively re-
moving either the color encoder branch or the color decoder
branch within the framework of the SSC task.

Intuitively, the role of the color encoder is to capture RGB
information from the raw partial input scan, thereby con-
tributing to the extraction of textural and contextual features
for the latent embedding. Conversely, the color decoder
functions as a multi-task header in conjunction with the
geometric completion and semantic prediction branches. It
is expected that the actual RGB images provide supervision
for the color reconstruction of the predicted voxels.

According to the findings presented in Table 7, the inclu-
sion of color information in either the encoder or decoder
is vital for the performance of our approach. Moreover, we
observed that the absence of the color encoder leads to a
more significant decline in performance compared to the
absence of the color decoder. This suggests that encoding
color information into the feature embedding is of greater
importance for the prediction of both semantic completion.
Thus, we conclude that, in our case, the multi-modal train-
ing benefits more from incorporating color information at

Method mAcc mIoU

Ours w/o color encoder 40.9 22.4
Ours w/o color decoder 43.5 26.3
Ours 44.8 28.6

TABLE 7: The effect of encoding appearance information,
via a color encoder and a decoder, on semantic reconstruc-
tion (SSC) performance.

the input stage rather than relying solely on supervision
from the output head.
Completing an Absent Object. Figure 10 demonstrates
the capacity of our methodology to effectively complete
chair geometry using partial cues, while highlighting the
challenges associated with inferring a chair in the absence
of any geometric cues. We select a scan crop where a chair is
only partially observed (upper right input) and utilize this
scan as input to our model, resulting in the generation of a
complete chair (upper right output). To facilitate compara-
tive analysis, we subsequently mask the chair in the input
scan(lower right input), consequently, the chair’s presence
is entirely removed, as evident in the output scan (lower
right output) where the chair is conspicuously absent. This
outcome is consistent with our expectations, as our network
is trained to proficiently complete unobserved regions within
the context of observed contextual information, rather than
engaging in holistic scene generation. By prioritizing the
network’s capacity to generate coherent content specifically
tailored to real-world scans, we ensure that the network
does not engage in the production of arbitrary or unrealistic
content.
Effect of 3D-2D Joint Training. In order to assess the upper
limit of performance achievable by our method, we leverage
both 2D and 3D ground-truth annotations as the supervision
signal during network training. The outcomes of the seman-
tic scene completion task are presented in Table 1, revealing
that the inclusion of supervision from both modalities yields
enhanced performance when compared to utilizing solely
2D or 3D ground-truth labels. This finding emphasizes the
versatility of our framework in accommodating diverse
forms of supervision, thereby demonstrating its scalability
across different modalities.
Robustness Concerning Different Levels of the Sparsity
of Input Scans. To assess the resilience of our model, we
conducted experiments involving incomplete input recon-
structions by selectively using different proportions of views
from the captured real images. In Table 8 above, we present
the impact of varying degrees of input data completeness
during the inference process. Our findings reveal that our
method consistently performs well when provided with
30% to 50% of the frames. Even when reducing the per-
centage of available input frames to as low as 10%, the per-
formance degradation remains within reasonable bounds.
Cross-Evaluation on Real-World Datasets. To assess the
generalizability of our method beyond trained scenes, we
conduct cross-evaluation experiments using two distinct
real datasets: Matterport3D and ScanNet. The purpose is
to examine how our model scales across different domains
with varying room scales and structures. The results, as
summarized in Table 9, demonstrate that our model exhibits
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Level of completeness mAcc mIoU

10–20% 27.5 19.1
20–30% 39.9 28.6
30–40% 48.3 36.7
40–50% 52.1 40.4

TABLE 8: The effect of varying levels of completeness of the
input data on semantic segmentation (SG) performance on
Matterport3D [5].

the capability to generalize across different domains suc-
cessfully. However, it is worth noting that there is a more
noticeable degradation in performance when the model
is pre-trained on the ScanNet dataset and subsequently
tested on the Matterport3D dataset. This discrepancy can
be attributed to the greater diversity and larger scales of
rooms within the Matterport3D dataset compared to the
ScanNet dataset. Nonetheless, our model still demonstrates
a reasonable level of generalizability across these different
datasets and domains.

5 CONCLUSION

We have presented the first-to-date algorithm to learn ge-
ometry completion, scan colorization, and semantic seg-
mentation in a single, self-supervised training procedure.
Our approach to self-supervised learning builds on several
crucial design choices, most importantly, an efficient multi-
modal deep neural U-network with residual blocks, a differ-
entiable rendering technique augmented to produce seman-
tic maps, and progress in universal semantic pretraining.
Fundamentally, our approach enables joint geometry and
color reconstruction as well as semantic labeling for unseen
scenes without requiring ground-truth labels, a stepping
stone in building accurate, semantic models of real-world
environments. We have additionally established that adding
ground-truth information where it is available consider-
ably improves semantic reconstruction performance; in fact,
leveraging 3D ground-truth enables achieving state-of-the-
art results.

Though in our experiments we have proved that our
approach, even with a limited number of RGB-D images
captured in a new room, it is capable of generating recon-
structed colored meshes with 3D semantic labels. There still
exists a performance gap when we apply cross-evaluation
on Matterport3D and ScanNet datasets. The substantial
disparities in object distributions, room scales, decoration
styles, and lighting conditions contribute to this domain
adaption issue, although they share some common semantic
categories. These challenges commonly arise in real robotic
scenarios. Addressing this challenge in future research
through the exploration of data augmentation and test-time
adaptation techniques holds promise. Furthermore, in the
context of large-scale outdoor environments, maintaining
a balance between training efficiency and scan resolution
remains a challenge that requires further investigation.
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