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Abstract—Hardware-firmware integration is becoming a pro-

ductivity bottleneck due to the increasing complexity of ac-
celerators, characterized by intricate memory hierarchies and
firmware-intensive execution. While numerous verification tech-
niques focus on early-stage, approximate modeling of such sys-
tems to speed up initial development, developers still rely heavily
on FPGA emulation for integrating firmware with RTL/HLS
hardware, resulting in significant delays in debug iterations and
time to market. We present a fast, cycle-accurate co-verification
framework that bridges production firmware and RTL/gate-level
hardware. FIREBRIDGE enables firmware debugging, profiling,
and verification in seconds using standard simulators such as
VCS, Vivado Xsim, or Xcelium, by compiling the firmware
for x86 and bridging it with simulated subsystems through
randomized memory bridges. Our approach provides off-chip
data movement profiling, memory congestion emulation, and
register-level protocol testing, which are critical for modern
accelerator verification. We demonstrate a speedup of up to 50×
in debug iteration over the conventional FPGA-based flow for
system integration between RTL/HLS and production firmware
on various types of accelerators, such as systolic arrays and
CGRAs while ensuring functional equivalence. FIREBRIDGE ac-
celerates system integration by supporting robust co-verification
of hardware and firmware, and promotes a structured, parallel
development workflow tailored for teams building heterogeneous
computing platforms.

I. INTRODUCTION

Rapid advancement of artificial intelligence (AI) has led to
the emergence of a wide range of AI accelerators [1], each
tailored for specific applications in domains such as computer
vision, natural language processing, autonomous systems, and
scientific computing. These accelerators, often deployed as
heterogeneous IP blocks within System-on-Chip (SoC) plat-
forms, implement highly complex memory access patterns
due to the data-intensive nature of deep neural networks
(DNNs), which account for over 60–75% of total latency in
practical workloads [2]. They also pose significant challenges
in verification, especially in early-stage firmware development,
where understanding full-system interactions is crucial.

The conventional workflow typically involves building the
RTL/HLS design of the accelerator, integrating it within an
SoC, and then writing firmware and testing it on an FPGA
through hardware emulation. This process is slow, hardware-
dependent, and ill-suited for iterative development. Functional
bugs in memory protocols or firmware-induced corner cases
often only surface after full integration, significantly increas-
ing debug and development cycles. Additionally, hardware
emulation on the FPGA does not verify the physical design
process, such as clock domain crossings, which are often
verified independently in gate-level simulations.
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Fig. 1: (a): Conventional HW/FW integration and debugging
flow results in lengthy development cycles. (b): FIREBRIDGE
allows the user to compile the firmware natively for x86 and
link to the RTL or Netlist to perform behavioral or gate-level
simulation through open-source and commercial tools. (c):
Our approach wraps host-side firmware in DPI-C interfaces
to enable integration with our generalized memory bridges,
which interface with transactional SystemVerilog testbenches
via an optional memory congestion emulator.

To accelerate the development time, prior works, such as
Gem5-accel [3] and SMAUG [2] have attempted to evaluate
simpler, pre-RTL models of accelerators linked to system
simulators such as Gem5 [4]. While this is suitable for early-
stage design, it does not facilitate the identification of bugs
in RTL/HLS implementations of accelerators. Utilizing them
to verify hardware-firmware integration requires building and
maintaining a C++ behavioral model of the accelerator that
must stay in sync with RTL throughout the development cycle,
and continually ensuring their equivalence doubles the overall
verification effort.
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Therefore, we present FIREBRIDGE (Firmware-in-RTL
Evaluation Bridge), a fast and scalable co-verification frame-
work that directly integrates firmware with the RTL (or
gate-level netlist) using SystemVerilog DPI-C. The firmware
is compiled natively for x86 and is connected to standard
memory interfaces, such as AXI, through DPI-C wrappers.
Our method allows production firmware to be tested against
real RTL memory accesses and register protocols within
seconds, using commercial simulators such as VCS, Xcelium,
or Vivado.

We also provide functionality to profile the transactions be-
tween the hardware subsystems, DDR memory, and memory-
mapped registers. Off-chip data movement costs orders of
magnitude more energy than computation itself [5], and hence
accelerators aim to minimize it through extreme data reuse.
The data movement in a real system-on-chip significantly
varies from design estimates, due to issues such as stalls and
denial-of-service within hierarchical interconnects [6] [7]. Our
profiling features help to identify and fix such unexpected
issues before deployment.

Our results demonstrate up to 50× faster hardware-firmware
co-verification cycles than FPGA emulation, empowering
hardware and software teams to collaboratively iterate and
debug new SoC designs with significantly higher productivity.
Conventionally, firmware integration begins after extensive
hardware-only verification, which can take weeks to iteratively
debug interactions on FPGA-based emulation platforms. FIRE-
BRIDGE enables such teams to begin firmware development
in parallel with RTL/HLS design, iteratively verifying their
interactions and fixing bugs in simulation using standard high-
performance simulators. They would then deploy the same
firmware on the emulation platform and get it working within
the first few attempts. Our key contributions include:

• A framework to co-verify, profile, and iteratively develop
firmware and heterogeneous hardware (RTL, Netlist) de-
signs, enabling up to 50× faster debug iterations.

• A novel approach of compiling firmware to x86 and
bridging with hardware subsystems via DPI-C to accel-
erate verification time.

• Abstractions that ensure firmware and hardware debugged
using FIREBRIDGE seamlessly transition to FPGA emu-
lation, significantly reducing integration issues..

• Support for profiling off-chip data movement, bandwidth
utilization, and accesses to sensitive memory regions.

• Memory congestion emulation to stress-test the design
and to uncover SoC protocol handling related bugs.

• Native compatibility with industry-standard verification
tools such as VCS, Xcelium, and Vivado Xsim.

II. BACKGROUND

This section details the steps in the development of an
embedded system with an accelerator, unique challenges faced
in verifying modern accelerators, a concrete use case of
FIREBRIDGE from the perspective of a widely used hardware
design framework, and DPI-C, the key ingredient used by

FIREBRIDGE to bridge hardware and firmware within veri-
fication, while being compatible with all major verification
tools.

A. Embedded Accelerator Design Flow
The four main stages in the development of accelerator-

based systems, shown in Fig. 2 are as follows.
1) System Design: System architects utilize frameworks

such as Gem5 [4] or Electronic System Level (ESL) modeling
approaches to analyze the feasibility of potential architectures
and their dataflow patterns and estimate key metrics, including
latency, throughput, and memory bandwidth utilization.

2) Hardware Design: The chosen hardware is implemented
as Register Transfer Level (RTL) or using High-Level Synthe-
sis (HLS) tools. Its submodules are first tested in smoke tests,
then in unit-level randomized testbenches, and finally inte-
grated and tested with system-level testbenches using frame-
works such as Universal Verification Methodology (UVM).

3) Firmware Development: The hardware team generates
address maps for control & data registers throughout the het-
erogeneous design hierarchy and hands them to the firmware
team. Parts of the firmware can be developed in parallel to
hardware, but functionality that involves hardware-firmware
interactions can only be done after the design is ready for
hardware emulation. Even then, debugging across the hard-
ware implemented in the FPGA and the firmware, as well as
finding the root of bugs, is a time-consuming process.

4) Physical Design: For ASICs, the design is then syn-
thesized, placed, and routed for a given technology node, and
verified with gate-level simulation before tape-out. For FPGAs,
the design is further validated before deployment.

B. Complex Memory Access Patterns in Modern Accelerators
Such hardware-firmware integration has become increas-

ingly challenging as deep learning accelerators adopt more
intricate memory access patterns to optimize data movement
across their complex memory hierarchies. The weights, in-
puts, and outputs of each layer in deep neural networks
are multidimensional tensors. The number of multipliers and
accumulators in an accelerator is orders of magnitude less
than the number of operations required to compute a layer.
This necessitates unique dataflow patterns for each accelerator,
where multidimensional tensors are sliced into even more
dimensions (tiling), and the order of dimensions is shuffled (N-
D transpose) and read from or written to memory out-of-order.
Such complex patterns are adopted to ensure all processing
elements are fed in every clock cycle, thereby maximizing the
performance efficiency of the accelerator, and to reduce energy
consumption by minimizing off-chip data movement through
the reuse of data in multiple levels of caches.

A typical accelerator has multiple high-bandwidth memory
access ports (e.g. AXI manager ports). When integrated into
an embedded system-on-chip, they share the data bus with
other subsystems (AXI managers and subordinates) in the chip
through a hierarchy of memory interconnects. This makes the
data movement non-deterministic, and debugging a complex
dataflow on top of that becomes a herculean task.



Fig. 2: Comparing conventional development of accelerator-based embedded systems and development with FIREBRIDGE. Prior
work focuses on early modeling of accelerators. (A) FIREBRIDGE significantly shortens time spent on firmware development
and integration testing with hardware on FPGA by allowing teams to directly test the final firmware in both cycle-accurate
RTL/HLS verification. (B) It also enables testing the final firmware in gate-level simulation. (C) Our profiling features also
allow measuring and debugging data movement issues against those expected from early modeling.

C. Firmware
In modern accelerator-based systems, complex data trans-

formations required to facilitate the correct operation of such
memory access patterns are handled by the software stack, also
known as the firmware [2]. Since accelerators only support
specific dataflows, multidimensional input tensors must first be
tiled, rearranged, and flattened, where noncontiguous slices of
the tensor are copied into contiguous data that can be fed to the
accelerator. Similarly, the output data of the accelerator comes
tiled, which should be untiled and retiled for the next operation
or to be given as the output of the inference. These operations
in firmware often account for over 70% of the inference
latency [8] [2]. FIREBRIDGE provides the profiling tools to
measure these bottlenecks, compare against the early-modeling
estimates, and fix them before tapeout or deployment.

D. FPGA Emulation
The most common method of system-level integration test-

ing, especially with firmware, is FPGA emulation. If the goal
is to verify the hardware design of the accelerator IP block,
an FPGA with a hard processor in it, such as a ZYNQ
programmable SoC, could be used. The accelerator IP would
be connected to the processor via an AXI interconnect, and
the corresponding C firmware, which runs on the integrated
processor, is developed and tested through numerous iterations
on the FPGA board. Instead, if the goal is to verify a full
system-on-chip, the entire system, with the processor, is built
as an RTL design, implemented in multiple large FPGAs
with proprietary software interconnecting them, and run with
the firmware developed and executed within the hardware-
emulated processor. For large systems, such hardware emu-
lation is the only viable method for conducting end-to-end
system testing.

However, a non-trivial bug in an accelerator design that
expects data to arrive in a particular order within a fixed
latency would likely go unnoticed in the steps of architecture
modeling, smoke testing, unit-level randomized verification,
and complete accelerator verification. Such a bug would rarely
show up in FPGA emulation, and if it did, it would not be
easily reproducible. Tracing down the source of such a bug
often takes weeks, unexpectedly delaying the development

cycle & time-to-market. FIREBRIDGE allows the accelerator
to be tested with production-ready firmware, with randomized,
transactional testbenches, before the FPGA emulation step.
The complex memory access patterns can be verified more
easily, and any bugs can be traced easily, either through wave-
forms or breakpoints in simulation, boosting the development
of novel accelerators.

E. HLS4ML

As a concrete use case, consider HLS4ML [14], an open-
source framework widely used within the scientific computing
community for accelerating machine learning models on FP-
GAs and ASICs. Its standard workflow involves generating
an HLS-based IP with AXI-Stream interfaces, validating it
through C-simulation and subsequently integrating it into an
SoC. Engineers then construct the SoC by incorporating AXI
DMA controllers, additional IP blocks for pre- and post-
processing data, and iteratively developing data-movement
firmware while testing on FPGAs. However, the HLS4ML
community has identified the absence of a fast, full-system
verification methodology encompassing all IPs and the inabil-
ity to iteratively develop firmware in the loop as significant
limitations in their workflows [15]. We demonstrate FIRE-
BRIDGE’s ability to comprehensively verify HLS4ML designs
with firmware.

F. Direct Programmable Interface for C (DPI-C)

SystemVerilog DPI-C (Direct Programming Interface for
C) is a powerful interface that allows seamless integration
between SystemVerilog testbenches or RTL code and C/C++
functions. It enables users to call C functions directly from
SystemVerilog, and vice versa, without the need for complex
inter-process communication mechanisms. This interface is
particularly useful for tasks that benefit from C/C++ per-
formance or existing software libraries, such as algorithmic
modeling, high-performance data manipulation, or interfacing
with system-level software stacks. It is much easier to write
golden models in C/C++ using existing libraries. For example,
to verify an accelerator for signal processing tasks, one would
use FFT libraries, model the accelerator, then import that as
a C function into SystemVerilog via DPI-C and compare its



Simulation Type Cycle Acc. Firmware RTL Sim Memory Profiling Verification Stage†

FIREBRIDGE RTL + C FW ✓ Production ✓ Bus level (AXI..) 1 2 3 4

SMAUG [2] C++ HW Model + gem5 - Functional - Analytical 1 2 3 4

PARADE [9] Abstract FW + HW - Abstracted - Abstract 1 2 3 4

STONNE [10] Cycle-level ✓ - - DRAM Trace 1 2 3 4

SCALE-Sim [11] Analytical - - - DRAM Trace 1 2 3 4

LAMBDA [12] Analytical - - - Access counts 1 2 3 4

FireSim [13] FPGA-Emulated ✓ Production ✓ Full System 1 2 3 4
† Circles correspond to the four stages in the development flow of accelerator-based embedded systems shown in Fig. 2:
1 Early System Design, 2 RTL/HLS Hardware Design, 3 Firmware Development & Integration with Hardware, 4 Physical Design.

TABLE I: Comparison of Simulation Frameworks Across Firmware and Hardware Co-simulation Capabilities

results with those of the design under test. Our key novelty lies
in leveraging this feature to address the significant challenge
of long debug iterations in accelerator development.

III. RELATED WORK

With increasing interest in deep learning accelerator de-
sign, several works have identified full system validation
and verification as critical bottlenecks and proposed solu-
tions. They mainly focus on early-stage, high-level modeling,
which involves identifying and resolving as many problems
as possible in the first stage (System Design in Fig. 2) of
the development process, helping architecture researchers in
design space exploration (DSE).

Table I compares relevant related works with our work. It
can be seen that FIREBRIDGE does not compete with these
frameworks, but supplements them, by validating their pre-
RTL performance analysis on post-RTL/HLS designs. A newly
designed system still requires hardware-firmware integration
via emulation, which some works focus on accelerating, to
speed up the integration process.

A. Early-Stage Modeling

Gem5 [4] and its extensions (e.g., gem5-Aladdin, gem5-
SALAM, gem5-X) remain popular for early-stage full-system
simulation of AI accelerators due to their modularity and sup-
port for heterogeneous memory hierarchies. Aladdin [16] pro-
vided a trace-based approach to estimate power, performance,
and area without requiring RTL, while gem5-Aladdin [17] ex-
tended this capability to simulate complete SoCs by combining
Aladdin with gem5. SMAUG [2] builds on gem5-Aladdin to
offer end-to-end simulation of DNN workloads, incorporating
multiple accelerator models and workload schedulers. The user
specifies a DNN with their Python API, and a C++ architecture
model, and holistically evaluates the performance of the DNN
from the software stack and data movement to the behavior
of the hardware accelerator. This evolution reflects a growing
awareness that optimizing just the accelerator microarchitec-
ture in isolation is insufficient.

PARADE [9] helps system architects by automatically gen-
erating accelerator models and running cycle-level simulations
with Gem5. STONNE [10] lets the user model an accelerator
using a library of micro-architectural elements (adder trees,
dataflow type) and simulate them directly from PyTorch.

ASTRA-sim is a cycle-level [18], event-driven simulator for
distributed deep-learning workloads that integrates accelera-
tor unit models and network models to enable large-model
design-space explorations. ScaleSim [11] performs cycle-level
simulations based on analytical models of the accelerator and
dataflow, without RTL/HLS. NNASIM [19] is a fast, event-
driven simulator designed for vector-based DNN accelerators
for RISC-V based systems. It uses a library of building
blocks characterized with ASIC tools to derive the timing,
and simulates it with RISC-V binaries. LAMDA [12] extends
Timeloop [20] / Accelergy [21] to add detailed analytical
modeling of communication and memory subsystems, and
enable multi-chip module (MCM) accelerator simulation. ASH
[22] accelerates RTL simulation itself by compling RTL into
dataflow tasks and using their custom ASH hardware to
accelerate them.

However, in such early-stage modeling, firmware is not
executed against actual memory-mapped RTL but instead
interacts through high-level abstractions, which limits its fi-
delity for system-level verification. While these tools offer
fast evaluations, they cannot verify real RTL behavior or
register-level protocol correctness. Instead, they model data
movement and resource contention, and assume fixed-function
accelerators, requiring detailed workload traces.

B. SystemC-based Modeling & Firmware testing

Electronic System Level (ESL) modeling and verification is
another early-modeling paradigm used in the industry to build
SoCs. CoFluent Studio by Intel [23] is a popular industry tool
for DSE and modeling. HEPSIM2 [24] is an advanced ESL
tool that employs SystemC for functional and timing HW/SW
co-simulation and analysis. It utilizes a Communicating Se-
quential Processes (CSP) model of computation, enabling
system behavior representation, simulation, and formal anal-
ysis. Firmware integration within this ESL approach involves
interactions between modeled firmware behaviors and targeted
hardware architectures defined during the DSE process. Tools
such as HEPSYCODE-RT [25] and HEPSIM2 enable mapping
of software processes onto hardware components, consider-
ing real-time and non-functional constraints. Such tools do
not provide cycle-accurate verification or work on RTL/HLS
hardware designs, and cannot be used to identify firmware-



hardware integration bugs introduced by subsystems such as
SoC interconnects and DMAs.

C. Accelerating FPGA Emulation

Recent works have also identified emulation as a particular
bottleneck and focused on accelerating it. FireSim [13] is an
FPGA-accelerated, cycle-exact simulator capable of modeling
high performance network & I/Os with an integrated firmware
stack on Amazon cloud FPGAs. In contrast, FIREBRIDGE
focuses on smaller, accelerator-based embedded systems that
can be simulated by the user on their own machines. Chip-
yard [26] harnessed FireSim for full system simulation and
validation. Farshchi et al [27] integrated an NVIDIA Deep
Learning Accelerator with RISC-V SoC using FireSim, as an
example of incorporating AI/ML accelerators into real-time
embedded systems. RoSÉ [28] integrates FireSim with AirSim
for robotics SoC evaluation, enabling real-time hardware-
software interaction through a synchronization bridge.

IV. FIREBRIDGE

FIREBRIDGE is built as a randomized transactional verifi-
cation environment in SystemVerilog (SV) and C, designed to
accelerate the functional verification of heterogeneous SoCs.
As shown in Fig.1(c), the framework consists of SV and C
domains, bridged through the DPI-C (Direct Programming
Interface for C). During RTL or gate-level simulation, the
host code is compiled into an x86 binary and linked with the
testbench. This architecture enables efficient execution of host
code while maintaining equivalence with the real hardware-
firmware system that would run on FPGA/ASIC.

The control flow of the entire simulation is described in
Fig 3. It begins within the initial begin..end blocks of
the SV testbench, to ensure native compliance with industry
tools. The user wraps their host-side firmware in C functions
provided by FIREBRIDGE, which get imported as SV tasks and
called within the main initial block. The DDR memory
of the overall system under test is mapped to the DDR of
the user’s machine and maintained within the C domain for
maximum performance. A core strength of our framework is
its full compatibility with various commercial and open-source
simulation tools, such as Verilator, AMD Vivado Simulator,
and Cadence Xcelium.

A. User Workflow

Our API is designed to test the final firmware in the
verification stage, minimizing the overhead required to in-
terface with DPI-C, boosting the productivity of embedded
engineering teams. The user’s host-side firmware reads and
writes to DDR memory using idiomatic C, by dereferencing
pointers and accessing arrays. Registers and on-chip memory
that are memory-mapped can be accessed in the firmware
through fb_read_32(addr) and fb_write_32(addr, data)

functions provided in FIREBRIDGE. This abstraction enables
the firmware to execute control flows seamlessly, such as
writing to control registers to trigger hardware actions, polling
status registers for synchronization, and post-processing data

main(){
.
fb_read32();
.
.
.
fb_write32();
.
}

initial begin
 .
 main();
 .
 .
 .
 .
 .
 .
 $finish();
end

struct arena{
…
};

rd_mem(){…}

wr_mem(){…}

read32 begin
...
end

write32 begin
...
end

initial begin

 initialize();

end

Fig. 3: Execution flow of hardware & firmware bridged via
FIREBRIDGE during verification. Control flow begins in a
standard SystemVerilog testbench where all initial blocks
start together and execute in parallel. FIREBRIDGE is ini-
tialized as one of them. The primary initial block starts the
firmware.Reading/writing hardware registers is done through
the provided functions. DDR can be accessed through regular
C pointers. Hardware subsystems, such as accelerators, access
the memory maintained in the C domain through provided
generic bridges.

generated by other subsystems. These functions are SV tasks
that interface with our generic memory bridges, which in
turn interface with subsystems in the design under test via
bus-specific (e.g., AXI) VIPs. This allows FIREBRIDGE to
monitor and profile the transactions between the hardware
and firmware without sacrificing performance. After verifi-
cation, when the same host code is compiled for the target
architecture, such as ARM or RISC-V, the wrapper functions
of FIREBRIDGE are set to be statically optimized away,
producing the same functionality in the taped-out ASIC or
the final FPGA-based system-on-chip.

B. Cycle Accuracy

Many early-stage modeling tools, such as those based on
Gem5 provide cycle-level simulation of the CPUs, but rely on
analytical models for the custom hardware. However, when
you are building the custom hardware yourself and actively
debugging it, cycle-level accuracy is critical for RTL simu-
lation. At the gate level, even greater precision is required to
uncover subtle issues, including sub-cycle effects like parasitic
delays. Achieving that level of precision in CPU simulation
would be prohibitively time-consuming. Moreover, since CPU
IPs are typically well-validated and come with high licensing
costs, such detailed simulation is generally unnecessary. As
FIREBRIDGE intends to speed up hardware-firmware inte-
gration cycles, we choose to maintain cycle (and sub-cycle)



Fig. 4: The representative accelerator-based system used to
compare the time & resources required for traditional vs
proposed hardware-firmware integration flows. A 2D systolic
array of 8-bit multipliers and 32-bit accumulators is integrated
with four AXI4 DMAs.

accuracy for RTL while maintaining functional equivalence of
the firmware.

C. Memory Bridges

The subsystems on the SV domain can use any bus interface.
Our memory bridges interfaced with the DPI-C wrappers are
protocol-independent, supporting protocols such as AXI and
TileLink. We provide wrapper verification IPs for AXI4 as
an example. Requests initiated from either side trigger DPI-C
calls, enabling seamless memory access synchronized with the
hardware simulation.

We include a model within the framework to emulate
extreme bus congestion behavior. This allows randomized
control of memory access signals with adjustable probabilities
while adhering to the protocols, allowing the user uncover
hardware bugs related to incorrect bus protocol handling.

D. Profiling & Monitoring Features

FIREBRIDGE also optionally profiles bus utilization, mem-
ory stalls, and memory access patterns over the simulation
time. This helps users benchmark the final RTL/HLS hardware
and final firmware against the numbers predicted by pre-RTL
modeling frameworks described in Section III-A, and validate
performance before moving on to FPGA deployment or ASIC
physical design flow. We demonstrate this feature in Fig. 8
and Fig. 9, on a firmware-heavy accelerator running a CNN.

V. EVALUATION

We evaluate both the traditional flow and our proposed flow
on various types of accelerators & corresponding firmware to
demonstrate the productivity boost enabled by FIREBRIDGE.
A representative SoC with multiple AXI4 DMAs and a sys-
tolic array of varying sizes is taken through both flows to
characterize their performance scaling with design complexity,

Fig. 5: Comparing the runtime of FPGA implementation flow
using Vivado, vs simulation flow with FIREBRIDGE, as a
proxy for the time user spends on an iteration of debugging
hardware-firmware integration. A representative SoC (Fig. 4,
Section V-B) with a systolic array of varying numbers of
processing elements is taken through both flows to demonstrate
the scalability of FIREBRIDGE with increasing design com-
plexity. 2500 PEs is the largest design that fits in the FPGA.

measured in FPGA resources. SoCs with end-to-end neural
networks are built using HLS4ML and evaluated in both flows
to demonstrate the utility of FIREBRIDGE for HLS-based
designs and the scientific computing community, solving a
real-world problem. We utilize AMD ZCU102 [29], an FPGA
evaluation kit featuring 600K logic cells, 2.5K DSPs, and an
integrated ARM Cortex-A53 processor, for hardware-firmware
integration and debugging of the entire system.

A. Traditional vs Proposed Debug Iterations

This section provides a brief description of the proposed
flow and compares it with a traditional development flow in a
typical hardware acceleration scenario for AMD platforms. We
take different kinds of representative accelerators, described in
Subsections V-B, V-C, and V-D for a fair comparison.

1) Traditional Debug Iteration: We generate a block dia-
gram & Xilinx IPs, synthesize, place, and route the design
on the FPGA fabric using AMD Vivado 2020.2. We then
use AMD Vitis 2020.2 to build and deploy the firmware and
bitstream on the FPGA board. At this step, users face the
firmware-hardware integration bugs that frequently arise from
the complex data movement patterns of the accelerators. For
example, the AXI DMAs often hang / become unresponsive
when the amount of data requested or the timing between
DMAs is incorrect, and the memory-mapped registers usually
do not read/write data correctly. To debug such errors, a user
typically marks specific signals for debugging, invokes the
Internal Logic Analyzer (ILA), synthesizes, places, and routes
the design, and deploys firmware & bitstream to the FPGA



again, and observes the behavior. This is repeated for days, or
often weeks, until all bugs are identified and fixed in hardware
and firmware. For a conservative estimate, we measure the
runtime of Vivado to synthesize, place & route the system
with ILAs placed on two AXI buses, as the debug iteration
time for FPGA emulation.

2) Proposed Debug Iteration: We integrate the RTL/HLS
of the system and the firmware using FIREBRIDGE, and
run Vivado Xsim to simulate both together. The user would
encounter integration bugs at this step before proceeding to
the FPGA. To debug such errors, the user would view the
VCD waveform of all signals (not the limited ILA signals),
identify the bug, update the firmware C code and the hardware
RTL/HLS code, and then rerun the simulation. After repeated
debugging iterations, the user would take the firmware and
hardware through Vivado + Vitis SDK once, deploy it on the
FPGA, and get it working within the first few attempts, as
we did. This becomes possible due to the equivalence ensured
by FIREBRIDGE. We measure the compile time + runtime
of the simulation of RTL/HLS bridged with C firmware via
FIREBRIDGE as the debug iteration time for the proposed flow.

B. A Representative System-on-Chip

Systolic arrays are at the heart of most of the DNN
accelerators from the industry, such as Amazon Titanium
[30], Google TPU [31], Intel Gaudi [32] & Tenstorrent
Greyskull [33], and from academia, such as AutoSA [34] and
Gemmini [35]. Therefore, we demonstrate the scalability of
FIREBRIDGE through the verification of data access patterns
and firmware on a representative system-on-chip detailed in
Fig. 4. The system consists of a parameterizable systolic
array, four AXI4 DMAs, AXI-Stream adapters, and a DMA
controller with memory-mapped configuration registers. The
memory-mapped to stream (MM2S) DMAs read data from
off-chip DDR through 128-bit high-performance AXI4 ports,
and generate full-performance AXI-Stream packets. The AXI-
Stream packets of weights & input activation are synchronized
and sent to the systolic array. Its output AXI-Stream packet is
summed with the partial sum stream and sent to the stream-
to-memory-mapped (S2MM) DMA, which converts it into
full-performance AXI4 burst transactions that write data into
the off-chip memory. Fig. 5 shows the conventional debug
iteration and FIREBRIDGE compared on increasingly complex
versions of this design until the FPGA is filled.

C. End-to-end DNNs with HLS4ML

We shift focus to a different class of accelerators in this sub-
section. HLS4ML , described in Section II-E, is an end-to-end
toolchain for low-latency DNN accelerator implementation,
widely used by the scientific computing community, especially
by hardware non-experts. Instead of requiring manual RTL
design, it automatically generates an HLS-based description
of the accelerator from a DNN described in Python. The
complete SoC architecture produced by HLS4ML is shown
in Fig. 6, which features a simple memory access pattern with
light-weight firmware logic and highly customized, complex

Fig. 6: An end-to-end, low-latency accelerator system, built
using HLS4ML [14] and tested with traditional and proposed
flows, to demonstrate the generalizability of FIREBRIDGE, and
its utility to the scientific computing community.

Fig. 7: Execution time and max memory usage (log scale) of
simulation by FIREBRIDGE vs FPGA prototyping of cascaded
dense layers quantized to 16 bits. RTL is auto-generated by
hls4ml. We scale the network until it fails to fit on the
ZCU102, which is highlighted in pink, then compare the
host-side runtime and peak memory usage of FIREBRIDGE
against the FPGA-prototyping EDA flow.

hardware logic. We conducted experiments using different
sizes of DNNs as shown in Fig. 7. The elapsed time and peak
memory consumption were measured after generating the RTL
using the HLS tools. FIREBRIDGE achieves significantly lower
runtime and peak memory usage than the FPGA-prototyping
flow across the hls4ml streaming interface and for all network
sizes that still fit on the ZCU102.

D. End-to-end Evaluation of a Firmware-Heavy Accelerator

We profile a CGRA-based accelerator using FIREBRIDGE
to debug and profile the numerous hardware-firmware interac-



Fig. 8: Profiling the memory bandwidth utilization of a CGRA-based accelerator, through the inference of ResNet-18 (0.7B
operations). Memory stalls (denial of service by SoC interconnect) are also measured, which helps to identify bottlenecks and
fix them before deployment.

Fig. 9: Profiling the memory access patterns of a CGRA-based
accelerator, along with an end-to-end inference of a small
CNN (left) and ResNet-18 (right) running ResNet-18.

tions required to run the inference of an entire model. The ac-
celerator performs heavy operations, such as convolution and
matrix multiplication in the CGRA, and pointwise operations
and data transformations in the C firmware. We use Fig. 8 an-
alyzes the memory bandwidth utilization of the CGRA and its
three AXI DMAs over an inference of ResNet-18, a CNN with
0.7 billion operations. We can see that the memory bandwidth
is significantly underutilized, leaving room for improvement
in the SoC architecture. Since the weights are prefetched, the
input DMA was given higher priority based on early-stage
modeling analysis. Therefore, the higher number of stalls faced
by weights DMA from the interconnect validates the design
trade-offs. Fig. 9 are heatmaps that show the memory access
patterns on a small and a large DNN. Ping pong buffering on
alternating layers can be observed in the input read operations,
and a consistent pattern of weights reading can also be seen.
These observations of hardware-firmware interactions offer
critical insights to further optimizing the memory hierarchy,

such as adding separate caches for the subsystems that clearly
operate on distinct memory regions.

VI. CONCLUSION

In this work, we introduce FIREBRIDGE, a fast and cycle-
accurate framework for co-verifying firmware and heteroge-
neous RTL/Netlist hardware systems. Leveraging SystemVer-
ilog DPI-C and a protocol-compliant memory congestion em-
ulator, FIREBRIDGE enables production firmware to interact
with RTL hardware in simulation, thereby minimizing the time
spent in traditional FPGA-based emulation. This drastically
shortens integration debug cycles by up to 50× and allows
firmware teams to test and refine software in tandem with
hardware development.

Our evaluation across diverse accelerator types, including
systolic arrays, CGRAs, and widely used accelerator genera-
tors, demonstrates the versatility, scalability, and profiling ca-
pabilities of our framework. FIREBRIDGE bridges the critical
gap between high-fidelity RTL testing and production firmware
execution, bringing software-in-the-loop verification to the
forefront of modern SoC design. We plan to release this as an
open-source framework to encourage adoption, reproducibility,
and community-driven improvements. By enabling fast, repro-
ducible, and transparent functional integration, FIREBRIDGE
facilitates a more systematic and concurrent co-development
process between firmware and hardware, addressing key chal-
lenges in the design of increasingly heterogeneous architec-
tures.
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