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Figure 1. Dynamic Gaussian Splatting from monocular videos. Our method synthesizes high-quality novel views from monocular
videos, while the compared methods, e.g., MoSca [22], HIMoR [25], and SplineGS [32], fail to faithfully reconstruct the dynamic windmill.

Abstract

We present an approach for high-quality dynamic Gaus-
sian Splatting from monocular videos. To this end, we
in this work go one step further beyond previous meth-
ods to explicitly model continuous position and orienta-
tion deformation of dynamic Gaussians, using an SE(3) B-
spline motion bases with a compact set of control points.
To improve computational efficiency while enhancing the
ability to model complex motions, an adaptive control
mechanism is devised to dynamically adjust the number
of motion bases and control points. Besides, we develop
a soft segment reconstruction strategy to mitigate long-
interval motion interference, and employ a multi-view dif-
fusion model to provide multi-view cues for avoiding over-
fitting to training views. Extensive experiments demon-
strate that our method outperforms state-of-the-art meth-
ods in novel view synthesis. Our code is available at
https://github.com/hhhddddddd/se3bsplinegs.

1. Introduction

Novel view synthesis (NVS) is a fundamental problem in
computer vision with various applications in virtual reality,

*Corresponding author (zhangq93 @mail.sysu.edu.cn).

augmented reality, and film production. Although signifi-
cant progress has been made to synthesize novel views from
multi-view dynamic videos, it remains a challenge to recon-
struct high-quality novel views from monocular videos lack
of multi-view cues.

Building upon 3D Gaussian Splatting (3DGS) [18] and
Neural Radiance Field (NeRF) [31], numerous methods
have been proposed to reconstruct dynamic scenes from
monocular videos. Some of them [5, 25, 40, 46] implic-
itly construct dynamic Gaussian deformation trajectories by
learning a Gaussian transformation from canonical space to
observation space. On the other hand, SplineGS [32] pro-
poses to explicitly models the continuous Gaussian position
deformation trajectories via a cubic hermite spline, which
is subsequently extended to improve the computational effi-
ciency [6]. Although these methods demonstrate promising
results, they are susceptible to non-continuous Gaussian ori-
entation deformation and tend to incur artifacts, especially
in regions with complex motions.

To address the limitation of previous methods, we in
this work present an approach that allows high-quality dy-
namic Gaussian Splatting from monocular videos, by ex-
plicitly modeling continuous Gaussian position and orien-
tation deformation trajectories. To do so, we employ an ex-
plicit continuous SE(3) B-spline motion bases for control-
ling dynamic Gaussian trajectories using the SE(3) cumula-
tive B-spline with a small number of control points. To im-
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prove computational efficiency while enhancing robustness
to complex motions, we devise an adaptive control mecha-
nism to dynamically adjust the number of motion bases and
control points. Moreover, we develop a soft segment re-
construction strategy to reduce the interference of dynamic
Gaussians led by long-interval motion deformation during
scene reconstruction. Finally, we adopt multi-view cues
from a multi-view diffusion model to avoid overfitting to
training views by imposing a SDS loss.
In summary, our main contributions are:

* We present a dynamic Gaussian Splatting framework
that explicitly models continuous position and orienta-
tion deformation of dynamic Gaussians using adaptive
SE(3) B-spline motion bases.

* We introduce a soft segment reconstruction strategy to
reduce artifacts from dynamic Gaussians under long-
term deformation, and propose to employ multi-view
cues from multi-view diffusion model to enable better
generalization to novel views.

» Experiments on benchmark monocular video datasets
demonstrate the superiority of our method over state-
of-the-art novel view synthesis methods.

2. Related Works

Dynamic NeRF. Neural Radiance Field (NeRF) has shown
great success in novel view synthesis for static scenes. Re-
cent works extend NeRF to handle dynamic scenes, which
can be broadly divided into two categories. One line of
works uses time-varying neural radiance fields to model dy-
namic scenes [2, 5, 11, 36]. For example, K-Planes [11]
introduces a spatiotemporal radiance field interpolating the
feature vectors indexed by time. Another line of works
model dynamic scene using a canonical space NeRF and a
deformation field [15, 33-35, 39, 42, 45, 51]. Among them,
HyperNeRF [34] models the scene dynamics as a deforma-
tion field mapping to a canonical space. However, existing
dynamic NeRF methods still suffer from low rendering ef-
ficiency due to dense ray sampling and expensive volume
rendering, and struggle to produce high-quality novel views
from monocular videos.

Dynamic 3DGS. There are various methods focusing on
achieving dynamic Gaussian Splatting by introducing learn-
able deformations to Gaussian [8, 10, 23, 26, 29, 44, 46, 47].
One line of works define motion as a time-conditioned
deformation network that warps Gaussians from canoni-
cal space to observation space [7, 13, 14, 19, 24, 43, 46].
Among them, D3DGS [46] models motion with an MLP
that predicts deformation variables between canonical space
and observation space. 4DGS [43] replaces MLP with k-
plane [11] to extract spatio-temporal information that is
beneficial to dynamic reconstruction. Another line of works

model motion as trajectories of 3D Gaussians [3, 16, 23,
25, 30, 32, 38, 40, 50]. For instance, Shape-of-Motion [40]
models motion as a linear combination of SE(3) motion
bases, while MoSca [22] uses 4D motion scaffolds built
upon 2D foundational models as the motion representation.
However, as these methods do not explicitly model continu-
ous Gaussian position and orientation deformation trajecto-
ries in a unified framework, they are less effective in dealing
with monocular videos with complex motions.

3. Method

Our method aims to achieve dynamic Gaussian splatting
that enables high-fidelity yet sharp novel view synthesis
from monocular videos. Figure 2 presents an overview of
our method. Below we describe our method in detail.

3.1. SE(3) B-spline Motion Bases

Representation of motion base. Current methods for re-
constructing dynamic scenes from monocular video do not
explicitly model continuous dynamic Gaussian deformation
trajectories. Some existing methods [25, 40] model de-
formation by learning the corresponding affine transforma-
tions from the canonical space to the observation space at
each timestamp. These cannot guarantee that the dynamic
Gaussian maintains a continuous trajectory within the ob-
servation space at each timestamp. Although other methods
[6, 32] model the continuous position trajectory of the dy-
namic Gaussian using Cubic Hermite Spline function [1],
they cannot guarantee that the orientation changes of the dy-
namic Gaussian are continuous. This results in non-smooth
pose variations of the dynamic Gaussian, leading to signifi-
cant artifacts in the rendered images.

To ensure that the dynamic Gaussian maintains continu-
ous positional and orientational deformations, we represent
the motion bases of dynamic objects using mathematically
continuous SE(3) Cumulative B-spline [28]. Then, we use
SE(3) B-spline motion bases to control the dynamic Gaus-
sians so that they exhibit continuous deformation in both
position and orientation. Specifically, the SE(3) B-spline
motion bases are constructed by learnable control points. To
initialize control points, we follow the data preprocessing
procedure of MoSca [22] to obtain the pose state ) = [R, t]
of 3D tracklets, where ¢ represents their spatial position and
R their orientation in 3D space. Then, we utilize the pose
state () as the control points. Similar to SE(3) Cumulative
B-spline[28], we compute the relative pose transformation
between adjacent 3D tracklets as follows:

AQ = Q; ' Qit1, 9]

where Q; and @);+1 denote the pose state of the i-th and
(i + 1)-th 3D tracklets, respectively. Then, we transform
the relative pose transformation A() into the Lie algebraic
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Figure 2. Overview of our method. We first initialize static Gaussians via depth reprojection and dynamic Gaussians from tracking points,
by modeling their transformations with learnable SE(3) B-spline Motion Bases. We then adjust the number of motion bases and control
points based on an adaptive control mechanism. Next, we employ a soft segment reconstruction strategy to fuse dynamic Gaussians at
different reference timestamps to the observation timestamp, and further supplement the monocular video with scene-level multi-view cues

derived from a multi-view diffusion model.

space [4] using the Lie algebraic logarithmic transformation
as follows:

£ =log(AQ), )

where £ denotes the Lie algebra space relative pose transfor-
mation, which represents the speed of the pose transforma-
tion between adjacent 3D tracklets. Based on SE(3) Cumu-
lative B-spline [28], we define the representation of SE(3)
B-spline motion bases as follows:

= H exp(Q(t)&)) To, 3)

where ;(¢) represents the B-spline basis function, N, de-
notes the number of control points, and T}, represents the
pose state of the 3D tracklets in the first frame. In the
supplementary material, we introduce the initialization of
SE(3) B-spline motion bases.

Adaptive control of motion bases. Excessive control
points not only increase the computational complexity of
deformation but also risk causing overfitting of the SE(3)
B-spline motion bases, leading to degraded rendering ef-
ficiency and quality. Moreover, since different regions of
the scene exhibit diverse motion complexity, the number
of motion bases should be adaptively densified according
to local motion complexity. To address this, we introduce
an adaptive control mechanism for SE(3) B-spline motion

bases, which prunes redundant control points and increases
the density of motion bases adaptively without compromis-
ing expressive power.

For pruning control points, we perform a pruning oper-
ation every Nj.,n iterations. Each pruning operation at-
tempts to reduce the control points by one. Specifically, we
first select the optimal pruning control point in each motion
base as follows:

min S5 [ 709 = ()3, “)

where Np represents the number of monocular video
frames, T'(t)¥ represents the SE(3) B-spline motion base
after removing the control point @, and T'(¢) represents the
original SE(3) B-spline motion base. Then, we remove the
optimal pruning point Q if the error £ between T'(¢)? and
T'(t) is smaller than a threshold €,,yne = 5.0, E is calcu-
lated as follows:
B = 5 700 - T2 ®)
Every Ngensify iterations, we perform motion bases
densification in complex motion regions where the model-
ing capacity of motion bases is insufficient. First, we de-
termine the complex motion regions by using the rendering
errors at the training views and the corresponding dynamic
region masks. Specifically, for the i-th training view v;, we
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Figure 3. Visual comparison of novel view synthesis on the iPhone dataset [12].
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obtain the rendering error m.,.,.,,. as follows:

o (©)

Merror =

i _ True, if |IA1 - Iil > €error
False, otherwise

where I and I’ represent the rendered image and the
ground-truth image at training view v;, respectively, and
€error = 0.5. We obtain the complex motion regions mt
from the current view v; as follows:

mi = mirro‘r N mfi? (7)
where m; represents the dynamic region mask at the cur-
rent view v;, which is obtained using the dynamic region
mask calculation method adopted by MoSca [22]. Accord-
ing to Eq. (6) and Eq. (7), we obtain the mask sequence
M = [m° m!,..m"N7~1 of the complex motion regions
at all time stamps. We use M to select the SE(3) B-spline
motion bases that need to be densified. Specifically, for the
j-th SE(3) B-spline motion base T'(t)7, we project the 3D
position of 7'(t)7 at all timestamps to the image plane under
the corresponding view as follows:

p=KP(t)T(t), (8)

where p denotes the 2D projection of the 3D position of
T(t)’ onto the image plane, K represents the camera in-
trinsics, and P(t) represents the camera extrinsics. If the
number of p instances that fall within the mask sequence
M exceeds 50%, we perform a densification operation on
T(t)7. Specifically, we simply copy the control point pa-
rameters of the SE(3) B-spline motion base 7'(¢)’ and add
random perturbations to T} .

3.2. Dynamic Scene Reconstruction

Scene initialization. To avoid introducing deformation in-
terference in static regions of the scene and reduce the com-
putational overhead of deformation, we construct the scene
using both static and dynamic Gaussians, ensuring that de-
formation calculations are performed only on the dynamic
Gaussians. Specifically, we initialize static Gaussians by
reprojecting the background depth across frames and share
the same parameter composition as the original 3D Gaus-
sians. Then, dynamic Gaussians are initialized by repro-
jecting the 2D tracklets’ depth across frames. Dynamic
Gaussians include an additional reference time parameter
trey € R, which represents the timestamp of the depth map
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Figure 4. Visual comparison of novel view synthesis on the NVIDIA dataset. Note, images are cropped to highlight dynamic regions.

that initializes the dynamic Gaussian.

Dynamic Gaussian deformation. In our method, the dy-
namic Gaussians are deformed by following the deforma-
tion of their nearest SE(3) B-spline motion base. Specifi-
cally, for the dynamic Gaussian g, we first use the nearest-
neighbor algorithm to obtain its nearest SE(3) B-spline mo-
tion base T'(¢)? at the reference time t7_,. Then, we use
the k-nearest neighbors algorithm to obtain the K SE(3) B-
spline motion bases that are the nearest neighbors of T'(¢)9
at all timestamps. Then, we use the DQB [17] to fuse
the relative pose transformation A of the SE(3) B-spline
motion bases between the reference space state (),..y and
the observation space state )5 to obtain the relative pose
transformation AQY of the dynamic Gaussian:

where AQ? represents the relative pose transformation of
the i-th SE(3) B-spline motion base T'(t)* from the refer-
ence space to the observation space. The corresponding
weight w; follows the weighting strategy in MoSca [22].
Then, we calculate the position 7, and orientation Ry, of the

dynamic Gaussian g in the observation space as follows:
,u’g = AQ g, R; = AQR,. (10)

Soft segment reconstruction. To effectively model the
temporary appearance and disappearance of dynamic ob-
jects in the scene, we use Eq. (9) and Eq. (10) to con-
vert the dynamic Gaussians at all reference timestamps to
the i-th observation timestamp. However, for monocular
videos with very long frame rates, the time interval between
the reference timestamp and the observation timestamp can
affect the accuracy of the dynamic Gaussian transforma-
tions. To alleviate the severe interference caused by dy-
namic Gaussian transformations with long time intervals,
we design a soft segment reconstruction strategy. This strat-
egy ensures that the dynamic Gaussian at any observation
timestamp is primarily composed of transformations from
nearby local reference timestamps. We adjust the opacity o
of the dynamic Gaussians as follows:

o' = sigmoid(scale(1 — |tref — tops|)) * 0, (11)

where o' denotes the adjusted dynamic Gaussian opacity,
and the scale is set to 5.0. Obviously, the opacity of the
dynamic Gaussian at the reference timestamp with a longer



interval from the observation timestamp is lower, thereby
reducing the reconstruction uncertainty caused by the dy-
namic Gaussian transformations with a longer time interval.

3.3. Diffusion-based Multiview Prior

Due to lack of multi-view cues in monocular videos, cur-
rent dynamic scene reconstruction methods tend to overfit
to the training views. This often leads to severe artifacts
and motion blur in novel views, especially in regions with
significant motion. Although traditional methods, such as
background warping, can generate a target view image from
a source view image to obtain multi-view information, the
generated image only contains regions that are co-visible
between the source and target views. Therefore, the multi-
view information obtained by background warping does not
include the invisible areas occluded by the training views.

To optimize the invisible areas in training views, we
propose to use the scene prior information learned from
the existing diffusion model to optimize the invisible ar-
eas. Specifically, we use the SDS loss to extract the prior
knowledge in the diffusion model. To ensure the consis-
tency of multi-view, we use a multi-view diffusion model
[27], which can infer the target view image based on the
source view image and the relative camera transformation
between the source view and the target view. The SDS loss
calculation process is as follows:

Lsgs = Et,E ”w(t)(€¢(zt7t’Ptpslles) - 6)”% , (12)

where P, and P; denote the camera extrinsics of the source
and target view, respectively. I, denotes the ground-truth
image of the source view.

3.4. Loss Function

Reconstruction loss. We supervise the training process
with a reconstruction loss to align per-frame pixel-wise
color input I. The rendered image Iis supervised by the
following reconstruction loss:

['rec = (1 - /B)El(iv I) + /B['ssim(ia 1)7 (13)

where £ and L., are L loss and SSIM [41] loss, and
B = 0.2. We also constrain the scene geometry using the
depth D:

Lgeo = L£1(D, D). (14)

Motion smoothness loss. Similar to MoSca [22] and SoM
[40], we introduce two motion smoothness losses, Lgrqp
and L¢qck, to enhance the smoothness of motion repre-
sentation. Lg,qp is a multi-scale ARAP loss to constrain
the motion bases to maintain locally rigid transformation as
much as possible, and L4, leverages the optical flow es-
timated from training images to constrain the deformation

of the dynamic Gaussians. Further details of the two losses
are provided in the supplementary material.

Camera smoothness loss. Camera parameters in most
monocular video datasets are often inaccurate. As a result,
the scene cannot remain consistent across views, causing
artifacts in the rendered images. To alleviate the impact
of inaccurate camera parameters on scene reconstruction,
we fine-tune the camera extrinsics P. Specifically, during
the training process, we set the camera extrinsics as learn-
able parameters and optimize them together with the scene
Gaussians and SE(3) B-spline motion bases. Considering
that camera poses in monocular videos typically change
smoothly over time, we design a camera smoothness loss
L smo to enforce temporal consistency of camera poses:

Lomo = XN P |2, (15)

where P, and P, denote the camera extrinsic of the ¢-th
and (¢ + 1)-th timestamps. The overall loss function for our
model is:

L= Arecﬁrec + Ageo‘cgeo + )\sdsﬁsds+

(16)
Ar/L'r'oLpLa7'a]) + /\track['t’rack + )\smoﬁsmoa

where we set Ageo = 0.075, Ao = 1.0, Agrap = 1.0,
Atrack = 1.0, Agqs = 0.01, and A4, = 0.01.

3.5. Implementation Details

We set Nprune = 500, Ngensify = 500, and N, = 100.
We employ the Adam optimizer [20] to jointly optimize the
Gaussians, the SE(3) B-spline motion bases, and the camera
extrinsic parameters. The learning rates are setto 1.6x 104
for SE(3) B-spline motion bases, and 3 x 10~* for camera
extrinsic parameters. We train each scene for 8,000 itera-
tions. More implementation details are given in the supple-
mentary material.

4. Experiments

Datasets. We evaluate our method on two datasets, i.e.
iPhone [12] and NVIDIA [48]. The iPhone dataset contains
generic, diverse dynamic scenes captured with a handheld
iPhone using realistic camera motions for training, and uti-
lizes two static cameras at significantly different poses from
the training views for testing. It comprises 14 scenes, 7 of
which contain multi-camera captures for the evaluation of
novel view synthesis. Following SoM [40], we use five of
these scenes and exclude two due to camera pose inaccura-
cies. The NVIDIA dataset consists of seven scenes captured
with a rig with 12 cameras, where all scenes are used.

Metrics. Akin to previous work [22, 25, 37, 40], we com-
pute mPSNR, mSSIM [41], and mLPIPS [49] over regions
indicated by a co-visibility mask on the iPhone dataset. For
the NVIDIA dataset, we directly compute PSNR, SSIM,
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Figure 5. Visual ablation study on scenes from the iPhone and NVIDIA datasets.

Table 1. Quantitative comparison of novel view synthesis on the iPhone [12] and NVIDIA [48] datasets. Note that all training times
are measured on the skating scene using a single NVIDIA RTX 4090 GPU, and FPS is measured on the same GPU at 480 x 360 resolution.

iPhone NVIDIA o

Method mPSNRT  mSSIMT  mLPIPS| PSNRf SSIM{ Lpipsy  Faram.  Training Time  FPS
MarbleGS [37] 16.08 0.568 0.433 2456 0667 0110  51.6M 13 hrs 8.367
SoM [40] 17.13 0.674 0.279 2458 0651 0124 1734M 1 hr 38.754
HiMoR [25] 16.02 0.558 0.325 2480 0694 0118  1852M | hr 34.156
MoDec-GS [21]  14.65 0.320 0.461 2394 0628 0132  86.IM | hr 9.074
SplineGS [32] 15.52 0.483 0.371 2712 0872 0052 1584M 2 hrs 387.469
MoSca [22] 19.33 0.718 0.274 2676 0854 0070  98.5M 30 mins 35.425
Ours 20.17 0.729 0.274 2781 0871 0049  1347M 30 mins 45.124

Table 2. Ablation studies on the iPhone and NVIDIA dataset.
“w/o Adap.” denotes removing the adaptive control in SE(3) B-
spline motion bases, “w/o Soft.” means omitting soft segment re-
construction, and “w/o Ls4s” and “w/o Lgm,” refer to ignoring
multi-view SDS loss and the camera smoothness loss, respectively.

Table 3. Ablation study of SE(3) B-spline motion bases on the
iPhone dataset. “w/ Pose trans.” means replacing our motion
representation with the SE(3)-based pose transformation used in
SoM [40]. “w/ Motion scaff.” indicates replacing the representa-
tion with the motion scaffolds used in MoSca [22].

Method iPhone NVIDIA Method mPSNRT mSSIM? mLPIPS|
mPSNRT mSSIM1T mLPIPS| PSNRt SSIM{ LPIPS)
o Ad I8.84 0,685 0350 68 0803 0128 w/ Pose trans. 18.17 0.675 0.328
wio Adap. : : : : : : w/ Motion scaff. 19.26 0.698 0.296
ft. 19.02 .62 .32 27. .832 .
wlo Soft 9.0 0.628  0.328 06 0.832 0.085 Ours 2017 0.729 0.274

w/o Lsgs 19.39 0.715 0.288 27.13  0.845 0.074
wlo Lsmo 1918 0.713 0.295 27.15 0.861 0.076
Ours 20.17 0.729 0.274 27.81 0871 0.049

and LPIPS for evaluation. We also adopt the percentage of
correctly transferred keypoints (PCK-T) to evaluate long-
range tracking from training views.

4.1. Comparison with State-of-the-Art Methods

Baselines. We compare our method with various state-of-
the-art methods, including Shape-of-Motion [40], MoSca
[22], Gaussian Marbles [37], SplineGS [32], MoDec-GS
[21], and HiMoR [25]. For fair comparison, we produce

their results using publicly available implementations or
trained models provided by the authors with the recom-
mended parameter settings.

Evaluation on novel view synthesis. Table | reports the
quantitative results, where we can see that our method out-
performs others on both the two datasets. Figures 3 and 4
further present visual comparisons of novel view synthesis.
As shown, our method produces better novel view synthesis
results for both dynamic and static regions, while the com-
pared methods struggle to provide sharp results with well-
preserved structural details. Please see the supplementary
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Figure 6. Effect of SE(3) B-spline Motion Bases.
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material for more comparison results.

Evaluation on correspondence. We also quantitatively
evaluate the correspondence tracking accuracy on the
iPhone dataset. Comparing the results in Table 4, it is clear
that our method outperforms other methods, demonstrating
our superiority in obtaining accurate correspondence.

4.2. More Analysis

Ablation studies. Here we conduct ablation studies to eval-
uate the contribution of each component in our model, i.e.,
adaptive control of motion bases, soft segment reconstruc-
tion, the multi-view SDS loss, and the camera smooth loss.
As shown by the numerical results in Table 2, each of our
design has a clear contribution to our performance. Besides,
we in Figure 5 qualitatively validate the necessity of each
component in our model. We also assess the effectiveness
of SE(3) B-spline motion bases in Figure 6 and Table 3.
Specifically, we compare it with two alternatives: (i) SE(3)-
based pose transformation in SoM [40] (w/ Pose trans.),
(i1) motion scaffolds in MoSca [22] (w/ Motion scaff.). As
shown, our explicit continuous motion representation based
on SE(3) B-spline motion bases clearly outperforms the two
alternatives, manifesting its effectiveness. Please see the
supplementary material for more ablation results.

Effect of 2D prior errors. Similar to previous methods
[22, 32, 37, 40], our method also leverages a 2D tracking
prior from pretrained models [9]. Unlike their sensitivity to
error of 2D tracking prior, our method has some tolerance to
the error due to our explicit continuous motion representa-
tion. Specifically, the continuous nature of SE(3) B-spline
motion bases can help mitigate tracking jitter error in 2D
tracking prior. We also quantitatively evaluate how errors
from external 2D tracking prior affect the performance of
our method. As shown by the numerical results in Table 5,
the performance drop led by a random perturbation of 2D
tracking prior is quite limited, validating our robustness to

MoDec-GS [21]

o NI

o Ours GT

Sy

MoSca [22]

Figure 7. Failure cases. Our method fails to handle dynamic
scenes with large non-rigid motion.

Table 4. Comparison of correspondence on the iPhone dataset.

Metric MarbleGS [37] HiMoR [25] MoSca [22] Ours
PCK-T?t 0.803 0.809 0.821 0.833

Table 5. Effect of 2D prior errors. “w/ Prior pert.” indicates that
the 2D tracking prior is perturbed by adding random noise within
the range of [-15, 15].

iPhone NVIDIA
mPSNRt mSSIM{ mLPIPS| PSNR{ SSIM{ LPIPS,

w/ Prior pert. ~ 20.11 0.725 0278 2774 0.867 0.051
Ours 20.17 0.729 0.274  27.81 0.871 0.049

Method

2D prior errors.

Limitations. Our method has limitations. First, as shown in
Figure 7, dynamic scenes with substantial non-rigid defor-
mation and motion blur remain a challenge for our method.
Second, our method fails to handle blurry monocular videos
with rapid camera or object motion.

5. Conclusion

We have presented a framework that allows high-quality dy-
namic Gaussian Splatting from monocular videos. Our key
idea is to explicitly model the continuous Gaussian position
and orientation deformation trajectories. To this end, we
devise an explicit continuous SE(3) B-spline motion bases,
which control dynamic Gaussian trajectories using SE(3)
Cumulative B-spline with a small number of control points.
Besides, we introduce a soft segment reconstruction strat-
egy to mitigate the interference of dynamic Gaussians in-
duced by long-time interval motion deformation on scene
reconstruction. Furthermore, we propose to augment scene
multi-view cues by using a multi-view diffusion model with
rich priors to introduce SDS loss on the invisible regions
under the training view in monocular videos. Extensive ex-
periments demonstrate the superiority of our method.
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6. Additional Details

Initiation of motion bases. We use the 2D tracklets 7 ob-
tained from the pre-trained model [9] to initialize the motion
bases.

7 = [(p, v) N5, (17)

where p; and v, represent the position and visibility of the
2D tracklet, respectively. We lift the 2D tracklet position
into 3D using depth reprojection. For training view v, given
the 2D tracklet p,,, we obtain the corresponding 3D position
q, as follows:

Gv = Pvﬂ']_(l(pvyDvLPU])a (18)

where ﬂ';(l denotes the back-projection using the camera
intrinsics K, P, denotes the camera extrinsics of training
view v, and D,, represents the depth map of the same view.
Since the depth values at the locations corresponding to in-
visible 2D tracklets do not reflect the true depth after repro-
jection, these invisible tracklets degrade the initialization of
the motion bases. To mitigate this issue, we replace the 3D
reprojection values of invisible tracklets with those of the
nearest visible 3D position g, using linear interpolation.

Then, we initialize the orientation of all 3D points with
the identity matrix I. Finally, we uniformly sample 3D
points over time as control points for the SE(3) B-spline
motion bases.

Details of multi-view diffusion model. We use Zero123-
xl-diffusers (Stable-Diffusion v1.5) as the multi-view diffu-
sion model, where the conditioning inputs consist of a ref-
erence image and the corresponding relative camera pose.
Following DreamScene4D [8], the reference image contains
only the foreground region of the input. We achieve view
sampling by applying a small random perturbation to the
center of the training camera.

Zero123-xl-diffusers can only provide an object-centric
multi-view SDS prior, a naive application of object-centric
multi-view SDS prior will inevitably suffer from a domain
gap issue. However, we mitigate this by the following oper-
ations: (i) similar to DreamScene4D [8], we apply SDS loss
only over foreground objects, thereby reducing the scene-
level task to a foreground object modeling problem. (ii) we
perform view sampling near the training views to ensure a
reliable diffusion prior. (iii) we use rendered and reference
images from the same time frame to increase geometric con-
sistency of foreground objects.

Motion smoothness loss. Similar to MoSca [22], we main-
tain motion smoothness and propagate the visible informa-

4DGaussian MarbleGS Ours

Figure 8. Visual comparison of novel view synthesis.

w/ Random

Figure 9. Effect of pruning strategy.

Table 6. Ablation on the iPhone and NVIDIA datasets. “w/
Random” denotes randomly pruning a control point with error be-
low €prune, While “w/ All” prunes all control points with errors
below €prune-

iPhone NVIDIA

Method " pSNRT mSSIM mLPIPS| PSNRT SSIM{ LPIPS)

w/Random  19.84 0.721 0.283 27.59 0.853  0.062
w/ All 19.37 0.716 0.293 2726  0.848  0.065
Ours 20.17 0.729 0.274 27.81 0.871  0.049

tion to the unknowns by optimizing a physics-inspired as-
rigid-as-possible (ARAP) loss. Given two timestamps sep-
arated by a time interval A, we define the ARAP loss Lrqp
as:

S [ B RN
m=1neK(m)
+ |t e — Qe (19)

where n € K (m) denotes that motion base n is one of the k-
nearest neighbors of motion base m. The first term encour-
ages the preservation of local distances within the neigh-
borhood, while the second term preserves local coordinates
by involving the local frame () in the optimization. Similar
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frame = 35 frame = 50 frame = 65 frame = 80 frame = 95

Figure 10. Effect of soft segmentation reconstruction.

to SoM [40], we maintain dynamic Gaussian deformation
smoothness by optimizing the track loss. Specifically, we
additionally render the 2D tracks p,_,+ for a pair of ran-
domly sampled timestamps ¢ (query) and ¢’ (target). We su-
pervise these rendered correspondences with the lifted long-
range 2D track:

Lirack = ||pt—>t’ —ﬁt—n" Z (20)

7. Additional Comparison Results

Comparison with Per-Point Deformation Methods. As
shown in Figure 8, both our motion representation and per-
point deformation field (PPDF) based methods (4DGaus-
sians and MarbleGS) struggle to handle large non-rigid mo-
tion, but our method produces a slightly better result. The
reason is that, our method allows us to fuse dynamic Gaus-
sians across all frames to construct the target frame’s dy-
namic foreground, while PPDF is highly prone to overfit-
ting to the training view despite its strong representation
flexibility of motion.

More qualitative results. Figures 11, 12, 13, and 14 pro-
vide more visual comparison of novel view synthesis results
on the iPhone [12] and NVIDIA [48] dataset. As shown, our
method clearly outperforms previous methods.

8. Additional Ablation Results

Adaptive control mechanism. We conduct an ablation
study to evaluate the effectiveness of our control point prun-
ing strategy. Our method selects the control point with the
smallest pruning error among those whose errors are below
the threshold €p,yne. We compare it with two alternatives:
(i) randomly pruning one control point whose pruning er-
ror is below €p,yne (W/ Random), and (ii) pruning all con-
trol points whose pruning errors are below ¢€,,.,ne (W/ All).
As shown in Table 6, our strategy achieves the best perfor-
mance.

Soft segment reconstruction. We conduct an ablation
study to evaluate the effectiveness of our soft segment re-
construction. As shown in Figure 10, soft segment re-
construction helps to reconstruct dynamic paper-windmill
(cropped view) with better long-term consistency.
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Figure 11. Visual comparison of novel view synthesis on the scene “Apple” of the iPhone dataset [12]. The time interval between
adjacent images is ten frames.
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Figure 12. Visual comparison of novel view synthesis on the scene ‘“Paper-windmill” of the iPhone dataset [12]. The time interval
between adjacent images is ten frames.
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Figure 13. Visual comparison of novel view synthesis on the scene “Balloon1” of the NVIDIA dataset [48]. The time interval between
adjacent images is two frames.
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Figure 14. Visual comparison of novel view synthesis on the scene ‘“Umbrella” of the NVIDIA dataset [48]. The time interval between
adjacent images is two frames.




	Introduction
	Related Works
	Method
	SE(3) B-spline Motion Bases
	Dynamic Scene Reconstruction
	Diffusion-based Multiview Prior
	Loss Function
	Implementation Details

	Experiments
	Comparison with State-of-the-Art Methods
	More Analysis

	Conclusion
	Additional Details
	Additional Comparison Results
	Additional Ablation Results

