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Abstract
Large-scale radiology data are critical for developing robust medical
AI systems. However, sharing such data across hospitals remains
heavily constrained by privacy concerns. Existing de-identification
research in radiology mainly focus on removing identifiable infor-
mation to enable compliant data release. Yet whether de-identified
radiology data can still preserve sufficient utility for large-scale
vision-language model training and cross-hospital transfer remains
underexplored. In this paper, we introduce a utility-preserving de-
identification pipeline (UPDP) for cross-hospital radiology data
sharing. Specifically, we compile a blacklist of privacy-sensitive
terms and a whitelist of pathology-related terms. For radiology
images, we use a generative filtering mechanism that synthesis a
privacy-filtered and pathology-reserved counterparts of the orig-
inal images. These synthetic image counterparts, together with
ID-filtered reports, can then be securely shared across hospitals
for downstream model development and evaluation. Experiments
on public chest X-ray benchmarks demonstrate that our method
effectively removes privacy-sensitive information while preserv-
ing diagnostically relevant pathology cues. Models trained on the
de-identified data maintain competitive diagnostic accuracy com-
pared with those trained on the original data, while exhibiting a
marked decline in identity-related accuracy, confirming effective
privacy protection. In the cross-hospital setting, we further show
that de-identified data can be combined with local data to yield
better performance.

CCS Concepts
• Computing methodologies→ Computer vision problems;
Image generation; Machine learning approaches; • Applied com-
puting→ Health informatics.
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1 Introduction
Radiology data play a crucial role in the development of medical
Vision Language Models (VLMs), facilitating applications such as
automated report generation, diagnostic assistance, and large-scale
clinical studies [13, 38]. However, sharing data across hospitals is
usually hindered by strict privacy rules [4, 20]. Additionally, the
training of VLMs for generating high-quality reports requires sub-
stantial human and computational resources [17]. These challenges
limit the size and diversity of public available datasets and impede
cross-hospital collaboration, thereby slowing progress in research
and model development.
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Figure 1: Limitations of real radiology data for cross-hospital
model training. Real radiology data are usually difficult to
share across hospitals due to privacy restrictions, limited ac-
cessibility, and institution-specific barriers. These challenges
motivate de-identification as a practical solution for privacy-
preserving data transfer and scalable cross-hospital model
training.

To address this issue, prior de-identification studies in radiol-
ogy have mainly focused on removing explicit identifiers from
text or masking privacy-sensitive information for compliant data
release [12, 32]. While such efforts are important, they largely em-
phasize privacy removal itself. For cross-hospital medical AI devel-
opment, however, privacy protection alone is not sufficient. The
shared data should also preserve enough clinically relevant informa-
tion to remain useful for downstream training. This issue becomes
even more important in the era of large-scale VLM training, where
both image content and report semantics contribute to representa-
tion learning. If de-identification removes not only identity-related
information but also diagnostically important pathology cues, the
resulting data may be safe to share but substantially less useful
for model development. Therefore, a key open question is whether
radiology data can be de-identified in a way that simultaneously
protects privacy and preserves utility for large-scale model training
and cross-hospital transfer.

In this paper, we study this problem from a utility-preserving per-
spective and propose a Utility-Preserving De-identification Pipeline
(UPDP) for cross-hospital radiology data sharing. Our main idea
is to explicitly filter out privacy-sensitive information from clini-
cally relevant pathological data, and then preserve the latter dur-
ing the de-identification process. On the senmantic side, we con-
struct a blacklist of privacy-sensitive terms as well as a whitelist
of pathology-related terms to filter reports while retaining clini-
cally meaningful semantics. On the image side, instead of directly
discarding or heavily masking original data, we introduce a gen-
erative filtering scheme to produce privacy-filtered yet pathology-
preserved image counterparts. These de-identified image-report
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pairs can then serve as safer transferable data for downstream
model development across institutions.

We evaluate ourmethod on publicly available chest X-ray datasets
MIMIC-CXR-JPG [19] and IU-Xray [11] by training vision-language
models to generate radiology reports. Results show that models
trained on de-identified data produce reports with diagnostic ac-
curacy comparable to those trained on the original data, while sig-
nificantly reducing identity-related information. This confirms the
effectiveness of our privacy protection approach. In cross-hospital
settings, combining de-identified data with local datasets further im-
proves model report generation quality and downstream diagnostic
performance, demonstrating the practical utility and generalization
of our method.

2 Related Work
De-identification in medical image. De-identification aims to
remove patient-identifiable information from medical data, includ-
ing both textual metadata and image content, to support safe data
sharing. [30] In the textual domain, conventional approaches typi-
cally rely on rule-based systems, curated dictionaries, and named
entity recognition models to detect protected health information;
however, their applicability is often limited due to variations in
reporting styles and terminology. In the visual domain, traditional
de-identification techniques typically rely on metadata sanitization,
anatomical masking, or spatial obfuscation (e.g., blurring, inpaint-
ing) to obscure identity-related cues; while straightforward, these
heuristic operations often degrade radiographic fidelity and inad-
vertently suppress diagnostically critical features. Recent advances
have shifted toward generative frameworks, such as GANs and
diffusion models, to synthesize privacy-compliant images with en-
hanced perceptual realism; however, they often prioritize privacy
at the cost of diagnostic fidelity and cross-modal semantic align-
ment between images and their paired report, which limits their
effectiveness for downstream vision-language tasks.

Medical Report Generation. Medical report generation fo-
cuses on automating the creation of clinically coherent radiology
reports from imaging modalities such as chest X-rays. Early ap-
proaches predominantly employed CNN-RNN architectures [37, 46],
wherein convolutional encoders extracted visual representations
and recurrent decoders generated text autoregressively [29, 33].
Subsequent methods incorporated attention mechanisms, hierar-
chical decoders, and memory modules to better model long-range
dependencies and enhance the structure of reports [45]. More re-
cently, transformer-based models, such as R2Gen and HuatuoGPT-
Vision, have demonstrated superior capabilities in modeling global
context and producing fluent reports by leveraging large-scale pre-
training [7, 9, 41]. Furthermore, strategic prompt engineering has
been shown to enhance the logical consistency and clinical accuracy
of generated outputs [43]. Despite these advances, all methods re-
main critically dependent on large-scale, high-quality image-report
pairs, and their performance tends to degrade when training data
is scarce. This limitation is primarily due to the relative scarcity of
medical imaging data, as well as the specific credentials required to
access such data [27].

Synthetic Data for Report Generation. Given the scarcity
of paired CXR-report data, researchers have explored using syn-
thetic image-text pairs to augment training [26, 44]. A common
method is to generate synthetic CXRs from real reports using gen-
erative adversarial networks (GANs) or latent diffusion models
(LDMs) [5, 31]. These synthetic data can then be used to pre-train
or fine-tune report generation frameworks, reducing dependence on
real medical images and easing privacy concerns. While leveraging
synthetic data has proven effective in improving model robust-
ness [22, 24], ensuring strict image-text semantic correspondence
remains a fundamental bottleneck [8]. Conditioning generation
on noisy or overly sanitized clinical text—as frequently occurs af-
ter standard de-identification—can lead to the omission of critical
pathological cues. Consequently, the resulting synthetic images
may lack diagnostic fidelity, undermining their utility for training
reliable report generation systems [8, 15, 23].

3 Method
3.1 Motivation
Radiology report generation relies on large-scale paired image-
report datasets, yet privacy regulations severely constrain cross-
institutional data sharing. Medical images usually contain plenty
of identifiable information, either explicitly through burned-in an-
notations or implicitly via anatomical features on radiology im-
ages. Furthermore, reports may retain residual identifiers even after
standard de-identification procedures [6, 36]. Regulations such as
HIPAA and GDPR impose strict rules on data use and dissemi-
nation [28, 40], which significantly restrict access to high-quality
training data. Existing methods largely focus on removing identifi-
able information, often neglecting clinically relevant features that
are important for downstream tasks and model performance. In ra-
diology report generation, this creates a challenge: how to remove
privacy-sensitive content while maintaining accurate image-text
alignment and preserving diagnostic information across modalities.

To address this, we treat de-identification as a controlled genera-
tion problem. Instead of modifying images or reports in isolation,
we use diffusion-based image synthesis guided by de-identified tex-
tual prompts to produce coherent outputs. Specifically, for a target
chest X-ray dataset, our objective is to generate a de-identified ver-
sion that suppresses identity-related information while retaining
clinically meaningful content for report training. We optimize tex-
tual prompts before synthesis rather than relying on raw reports,
which allows precise and interpretable control over the balance
between privacy protection and data utility.

3.2 Problem Definition
We formulate medical image de-identification as a controlled image
generation task. Rather than disseminating raw data, our objective
is to transform a target chest X-ray dataset into a de-identified
counterpart that systematically suppresses privacy-sensitive cues
while preserving diagnostically relevant clinical content.

Formally, let
D𝑇 = {(𝑥𝑖 , 𝑦𝑖 )}𝑚𝑡

𝑖=1 (1)
denote the target dataset, where 𝑥𝑖 is a CXR image and 𝑦𝑖 is the
corresponding radiology report. The reports are drawn from pub-
licly available, HIPAA-compliant corpora (e.g., MIMIC-CXR and IU
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Figure 2: Overview of the utility-preserving De-identification pipeline. Given an real image-report pair, we extract image and
text features with a pretrained vision language model. We optimize continuous content embeddings toward the paired image
features, as well as a semantic optimization towards whitelist and blacklist, and use the resulting prompt to condition the
diffusion model for chest X-ray de-identification.

Algorithm 1 De-identified Images Generation with Semantic Con-
strained list

Require: D𝑇 = {(𝑥𝑖 , 𝑦𝑖 )}𝑚𝑡

𝑖=1, pretrained encoders 𝐸𝑇 , 𝐸𝐼 , diffusion
model 𝐺 , vocabulary V , forbidden tokens F (blacklist), pre-
ferred tokens P (whitelist), learning rate 𝜂, top-K, num steps𝑇

Ensure: D𝑆 (de-identified images dataset)

1: Initialize D𝑆 ← ∅
2: for each (𝑥𝑖 , 𝑦𝑖 ) ∈ D𝑇 do
3: Tokenize report 𝑦𝑖 : 𝐻𝑖 ← [𝑒 (𝑤1), ..., 𝑒 (𝑤𝐿)]
4: Extract initial semantic features:

𝑓𝑟𝑝𝑡 ← 𝐸𝑇 (𝐻𝑖 ), 𝑓𝑖𝑚𝑔 ← 𝐸𝐼 (𝑥𝑖 )
5: for 𝑡 = 1 to 𝑇 do
6: Semantic Alignment: optimize content to preserve

diagnostic content
7: Compute alignment loss: L ← 1 − 𝑓𝑟𝑝𝑡 ·𝑓𝑖𝑚𝑔

∥ 𝑓𝑟𝑝𝑡 ∥ ∥ 𝑓𝑖𝑚𝑔 ∥
8: Update soft prompt embeddings: 𝑓𝑟𝑝𝑡 ← 𝑓𝑟𝑝𝑡 −𝜂∇𝑓𝑟𝑝𝑡L
9: end for
10: Semantic Constrained Projection (De-Identification)
11: for 𝑗 = 1 to 𝐿 do
12: Compute similarity with vocab: 𝑠 𝑗 (𝑡) =

cos(𝑓𝑟𝑝𝑡,𝑗 , 𝑒 (𝑡)),∀𝑡 ∈ V
13: Blacklist filtering: 𝑠 𝑗 (𝑡) = −∞ for 𝑡 ∈ F ⊲ remove

private info
14: Whitelist top-K selection: T𝑗 ← TopK({𝑠 𝑗 (𝑡) | 𝑡 ∈
P}) ⊲ keep diagnostic info

15: Sample discrete token: 𝑦𝑖, 𝑗 ∼ softmax(𝑠 𝑗 (𝑡)) for 𝑡 ∈ T𝑗
16: end for
17: Construct de-identified content: 𝑦𝑖 ← [𝑦𝑖,1, ..., 𝑦𝑖,𝐿]
18: Generate de-identified image: 𝑥𝑖 ← 𝐺 (𝑦𝑖 )
19: Add to de-identified images dataset: D𝑆 ← D𝑆 ∪ {(𝑥𝑖 , 𝑦𝑖 )}
20: end for
21: return D𝑆

X-Ray), but may still contain residual identifiers or dataset-specific
biases.

The objective is to construct a de-identified dataset

D𝑆 = {(𝑥𝑖 , 𝑦𝑖 )}𝑚𝑠

𝑖=1, (2)

where 𝑥𝑖 denotes a privacy-preserving version of 𝑥𝑖 . Specifically, 𝑥𝑖
is generated by a latent diffusionmodel conditioned on an optimized
content 𝑦𝑖 , such that identity-related features are suppressed while
maintaining semantic alignment with 𝑦𝑖 .

To achieve this, we adopt a lexically constrained content opti-
mization framework with three stages. First, each image report
pair is encoded using a pretrained vision language model to obtain
aligned multimodal representations. Next, the report embeddings
are refined to better match the paired image in feature space, while
lexical constraints are applied to suppress sensitive tokens and em-
phasize clinically informative terms. Finally, the optimized conteng
is used to guide a diffusion model to generate a de-identified image,
which is then paired with the original report for downstream report
generation.

De-identified Image Generation. The resulting content 𝑦𝑖 is
provided to a latent diffusion model 𝐺 to generate the image:

𝑥𝑖 =𝐺 (𝑥𝑖 , 𝑦𝑖 ) . (3)

This procedure enables controlled image synthesis guided by se-
mantically aligned prompts while preserving diagnostic content.

3.3 Semantic Filtering for De-identification
To suppress identity-related information while preserving diagnos-
tic content, lexical constraints are applied in the mapping from
continuous embeddings to discrete tokens.

Constrained Token Selection. Token selection is performed in two
stages: global exclusion using a blacklist and soft promotion using
a whitelist.

All sensitive tokens in a blacklist F are excluded prior to the
computation of Top-𝐾 candidates:

𝑠𝑖, 𝑗 (𝑡) = −∞, ∀𝑡 ∈ F . (4)

The blacklist is designed to cover multiple categories of sensitive
information, including direct patient identifiers (e.g., name, med-
ical record number), healthcare personnel identifiers (e.g., doctor,
attending), contact and location information, dates, demographic
attributes, institutional identifiers, and other common PHI cues
according to HIPAA guidelines. By enforcing this global hard con-
straint, identity-sensitive tokens are deterministically excluded
from generation.
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Figure 3: (Left): Effectiveness of De-identification. (Right): Effectiveness of utility-preserving evaluation using Bert Score and
RadGraph F1. We show that our UPDP pipeline can successfully filer our ID information while still preserving utility of
training VLM model.

The Top-𝐾 candidates T𝑖, 𝑗 are then selected from the remaining
tokens:

T𝑖, 𝑗 = TopK(𝑠𝑖, 𝑗 , 𝐾). (5)
Within these Top-𝐾 candidates, tokens present in a whitelist P

are given a small positive bias 𝜆 to favor clinically informative and
diagnostically relevant terms. The whitelist typically includes terms
describing imaging modalities, acquisition views, core anatomical
structures, tissue characteristics, and neutral or normal clinical de-
scriptors. This soft promotion mechanism enhances the likelihood
of selecting medically useful tokens while maintaining privacy:

𝑠𝑖, 𝑗 (𝑡) = 𝑠𝑖, 𝑗 (𝑡) + 𝜆 · 1𝑡 ∈P , 𝑡 ∈ T𝑖, 𝑗 . (6)

Finally, discrete token indices are obtained by sampling with
softmax over 𝑠𝑖, 𝑗 restricted to T𝑖, 𝑗 , providing a balance between lexi-
cal control and diversity. This two-stage design ensures strict global
suppression of sensitive tokens while simultaneously promoting
clinically relevant tokens within the Top-𝐾 candidates, enabling
privacy-preserving yet diagnostically faithful generation.

3.4 De-identification Optimization
To preserve diagnostic utility during de-identification, textual em-
beddings are optimized while maintaining semantic consistency
with the original image content.

Semantic Feature Alignment. Given an image-report pair (𝑥𝑖 , 𝑦𝑖 ),
textual embeddings 𝐻̃𝑖 ∈ R𝐿×𝐷 are optimized to align with the
image representation in the vision-language latent space:

L𝑖 = 1 − cos(𝐸𝑇 (𝐻̃𝑖 ), 𝐸𝐼 (𝑥𝑖 )). (7)

where 𝐸𝑇 and 𝐸𝐼 denote the text and image encoders of a pre-
trained vision-language model (e.g., BiomedCLIP). This objective
encourages each token-level embedding to capture clinically rele-
vant features from the image, preserving diagnostic information
and ensuring semantic consistency with the associated report.

Nearest-Neighbor Projection. To bridge continuous optimization
with discrete generation, the optimized embeddings are projected
onto the token embedding space using normalized nearest-neighbor
matching. Each embedding vector 𝑒𝑖, 𝑗 is ℓ2-normalized and com-
pared with the normalized token embedding matrix 𝐸 ∈ R |V |×𝐷 :

𝑠𝑖, 𝑗 (𝑡) = cos(𝑒𝑖, 𝑗 , 𝑒 (𝑡)), 𝑡 ∈ V . (8)

where 𝑒 (𝑡) denotes the embedding of token 𝑡 .

After computing scores for all tokens, forbidden tokens in a
blacklist F are excluded by assigning them a score of −∞. The
Top-𝐾 candidates are then selected based on the remaining scores:

T𝑖, 𝑗 = TopK(𝑠𝑖, 𝑗 , 𝐾) . (9)

Within these Top-𝐾 candidates, tokens in a whitelist P are given
a small positive bias to favor clinically informative terms. A final
token is chosen from T𝑖, 𝑗 using either softmax sampling or greedy
selection, producing discrete indices that are mapped back to the
embedding space for generation.

4 Results
4.1 Experiment Details
Experiments are conducted on two widely used chest X-ray bench-
marks: IU X-Ray [11] and MIMIC-CXR [19]. The IU X-Ray dataset
contains 8,121 chest radiographs paired with 3,996 diagnostic re-
ports, whereas MIMIC-CXR comprises 377,110 radiographs from
227,835 imaging studies of 65,379 patients, each associated with a
free-text radiology report.We follow the official train/validation/test
splits provided by the original datasets to ensure fair comparison
with prior work.

To maintain a consistent generation and evaluation protocol
across all methods, we restrict both datasets to frontal-view (PA)
radiographs only. This standardization mitigates cross-view dis-
tribution shifts and enforces anatomical consistency during both
synthetic data generation and report evaluation, which is critical for
preserving diagnostic utility. For MIMIC-CXR, we further sample a
10k subset from the training split to enable controlled and computa-
tionally efficient experimentation while preserving sufficient data
diversity. This setup allows us to systematically evaluate whether
de-identified data can retain sufficient utility for downstreammodel
training under constrained data regimes.

Qwen2.5-VL [2] serves as the backbone model for evaluations on
both IU X-Ray andMIMIC-CXR. To assess the impact of model archi-
tecture and capacity, we further fine-tune Gemma-3-4B-IT [39] and
Phi-3.5-Vision-Instruct [1] on the IU X-Ray dataset. All models are
adapted via parameter-efficient Low-Rank Adaptation (LoRA) [16]
for 3 epochs, with hyperparameters set as follows: lora_rank = 64,
lora_alpha = 64, lora_dropout = 0.05, base learning rate 1 × 10−5,
merged-layer learning rate 1 × 10−5, and vision backbone learn-
ing rate 1 × 10−4. A uniform batch size of 36 is used across all
experiments. This configuration balances stable convergence with
computational efficiency on both datasets.
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Table 1: Utility-preserving performance on MIMIC and IU X-Ray. We evaluate two distinct application scenarios: (1) training
VLMs exclusively on transferred data, and (2) using transferred data to augment local datasets. In both settings, we systematically
compare models trained on de-identified versus non-de-identified data to assess the pipeline’s utility-preserving capability.

Dataset Transfer Local Metrics

Target Sim Semantic BLEU-1 BLEU-2 BLEU-3 BLEU-4 METEOR ROUGE-L BERTScore RadGraph F1

MIMIC-CXR [19]

✗ ✗ ✓ 18.42 10.09 5.84 3.68 8.88 17.32 18.76 17.22

✗ ✗ ✗ 11.34 5.64 3.29 2.09 6.68 15.94 16.42 15.65
✓ ✗ ✗ 12.62 6.74 4.15 2.83 7.60 17.83 17.03 15.70
✓ ✓ ✗ 13.62 7.39 5.29 3.49 7.89 17.88 18.01 16.51

✗ ✗ ✓ 19.61 10.52 6.05 3.24 9.12 17.38 17.24 16.21
✓ ✗ ✓ 20.01 11.03 5.92 3.37 9.17 17.68 18.75 17.42
✓ ✓ ✓ 23.93 11.79 6.45 3.80 9.35 18.29 20.65 18.65

IU X-Ray [10]

✗ ✗ ✓ 45.47 30.05 20.74 13.98 21.11 33.84 41.01 41.48

✗ ✗ ✗ 42.78 28.30 17.70 12.39 19.96 32.33 37.58 37.01
✓ ✗ ✗ 43.57 28.41 19.45 13.48 20.90 32.89 38.04 37.65
✓ ✓ ✗ 44.42 31.58 19.90 13.84 21.08 33.58 39.10 38.14

✗ ✗ ✓ 45.37 29.89 20.97 14.58 21.38 34.27 39.02 39.69
✓ ✗ ✓ 46.95 31.29 21.27 15.03 22.15 35.25 40.67 41.91
✓ ✓ ✓ 47.01 31.58 22.27 15.83 22.45 34.50 41.28 42.57

We further compare our method against representative content
optimization baselines on the IU X-Ray dataset, including MMA-
Diffusion [42] and STEPS [35]. To ensure a fair and controlled
evaluation, all methods are implemented and assessed under a
unified setting using the same backbone model, Qwen2.5-VL-7B-
Instruct. Although these baselines were originally developed for
general text-to-image optimization, we adapt them to the medical
report-generation task, enabling a more meaningful comparison of
their effectiveness in this domain.

Models are evaluated using standard medical report generation
metrics, including BLEU-1 to BLEU-4 [34], METEOR [3], ROUGE-
L [25], as well as BERTScore [48] and RadGraph F1 [18]. These
metrics collectively provide a comprehensive assessment of both
lexical precision and semantic fidelity, as well as clinical correctness
and entity-level alignment between generated reports and ground-
truth references.

4.2 Main Results
Evaluation for Utility-Preserving Ability During Data Trans-
fer.We evaluate existing mainstream models, i.e., Qwen2.5-VL [2]
onMIMIC-CXR and IU X-Ray under four training regimes: (1) using
non-de-identified data only, (2) using de-identified data only, (3)
using local real data only, and (4) mixed training. Table 1 presents
a comparison between transfer data generated from raw reports,
transfer data generated using our UPDP, and real data, as well as
their augmentation effects on real data.

A consistent trend emerges across both datasets: de-identified
transfer data generated by UPDP yields superior training perfor-
mance compared to models trained on the original data, indicating
that UPDP effectively preserves pathological information. For in-
stance, under the synthetic-only training regime on MIMIC-CXR,
BLEU-1 improves from 11.34 to 13.62, while on IU X-Ray, the score
rises from 42.78 to 44.42. These results demonstrate that the syn-
thetic supervision produced by UPDP is more consistent with the
paired reports and confirms its effectiveness in preserving medical
semantics.

As shown in Table 1, although training on transfer data alone
performs slightly worse than training on local data across all evalu-
ation metrics, the difference is small, and transfer data can also be
used to augment local data. Specifically, combining local data with
non-de-identified data results in better performance than training
on local data alone. These results indicate that our proposed UPDP
framework preserves clinically meaningful content, allowing non-
de-identified data to serve as a valuable complement to local data
and ultimately improve overall model performance.

Table 2 demonstrates that this trend is consistent across different
model architectures. For Gemma-3-4B-IT, Phi-3.5-Vision-Instruct,
and Qwen2.5-VL-7B-Instruct, the transfer data generated using our
optimized pipeline consistently retains clinically relevant infor-
mation more effectively than non-de-identified transfer data. Al-
though the absolute performance gap relative to local data training
varies among models, the consistent improvement demonstrates
the utility-preserving capability of our approach across diverse
backbones. Furthermore, when transfer data is combined with lo-
cal data for training, the resulting performance surpasses that of
local-only training, indicating that our utility-preserving transfer
data can effectively complement local data.

De-identification Effectiveness.We evaluate the effectiveness
of the proposed de-identificationmethod bymeasuring the extent to
which identity-related information is removed from the generated
images.To this end, we construct a patient identity classification
task on the MIMIC-CXR dataset. Specifically, we randomly select
50 patients from the dataset, resulting in a subset of 2,682 chest
X-ray images. A classifier is trained to predict patient identity based
on input images, thereby serving as a proxy for measuring identity
leakage. We evaluate the trained classifier on three types of images:
(1) local images — classifier accuracy 97.21%, (2) images without
de-identification — classifier accuracy 13.69%, and (3) images gen-
erated by using our proposed de-identification method — classifier
accuracy 4.57%.

If identity-related information is present in the generated images,
the classifier is likely to achieve high accuracy, whereas lower accu-
racy reflects stronger de-identification. The results indicate that our
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Table 2: Utility-preserving performance on different models. We assume that a hospital wants to specialize a large model.
We compare the performance of different vision-language models (VLMs) Finetuned on various datasets before and after
specialization.

Model Finetune Transfer Local Metrics

Target Sim Semantic BLEU-1 BLEU-2 BLEU-3 BLEU-4 METEOR ROUGE-L BERTScore RadGraph F1

Gemma-3-4B-IT

✗ ✗ ✗ ✗ 18.87 8.52 4.29 2.15 14.35 15.74 10.51 13.95
✓ ✓ ✗ ✗ 36.91 22.90 15.81 10.88 15.22 27.13 37.77 36.87
✓ ✓ ✓ ✗ 39.42 24.89 17.09 11.89 17.01 33.01 38.74 38.75
✓ ✗ ✗ ✓ 41.60 27.37 18.41 12.33 19.82 33.30 40.24 39.27

Phi-3.5-vision-instruct

✗ ✗ ✗ ✗ 19.36 8.67 4.75 2.53 14.47 17.73 20.99 18.80
✓ ✓ ✗ ✗ 39.03 25.19 16.94 10.59 17.82 32.15 38.38 40.33
✓ ✓ ✓ ✗ 42.18 26.78 18.33 12.82 18.94 32.80 39.92 40.70
✓ ✗ ✗ ✓ 43.06 26.98 19.16 13.10 19.24 34.65 40.87 41.42

Qwen2.5-VL-7B-Instruct

✗ ✗ ✗ ✗ 19.95 9.89 5.43 2.76 17.02 19.16 20.10 22.08
✓ ✓ ✗ ✗ 42.78 28.30 17.70 12.39 19.96 32.33 39.10 38.14
✓ ✓ ✓ ✗ 44.42 31.29 19.90 13.84 21.08 33.58 39.01 40.48
✓ ✗ ✗ ✓ 45.47 30.05 20.74 13.98 21.11 33.84 40.58 41.27

Method Avg Min Max

Random 32.48 23.77 40.12
Random (UPDP) 37.32 25.48 46.12
Raw Report 39.12 28.16 46.53
Raw Report (UPDP) 41.10 31.44 47.19

Table 3: Ablation on
prompt initialization
measured by the Biomed-
CLIP score [47].

Table 4: Results (measure in percentage) comparison with
content optimization baselines on IU X-Ray. B1 in the table
stands for BLEU-1 and so forth.

Method B1 B2 B3 B4 METEOR ROUGE-L

MMA 42.83 27.58 18.91 13.10 20.51 32.95
STEPS 43.43 28.11 19.19 13.30 20.06 33.13
UPDP 44.42 31.29 19.90 13.84 21.08 33.58

method significantly reduces identity leakage and outperforms im-
ages produced directly from real reports. The classifier attains high
accuracy on real images, confirming that patient-specific features
can be learned. For images generated from real reports, accuracy
remains relatively high, suggesting that some identity cues may
still be preserved through report-guided generation. In contrast,
accuracy drops noticeably for images generated by our method,
showing that it effectively removes identity-sensitive information
and prevents patient-level identification.

We further compare UPDP with representative baseline meth-
ods on IU X-Ray. As shown in Table 4, UPDP attains the highest
scores across all reported metrics, indicating that the generated
de-identified images retain clinically relevant content and achieve
a utility-preserving outcome.

Ablation Study. We conduct ablation analyses on three key
design choices: (1) prompt initialization strategy, (2) prompt length,
and (3) the number of optimization iterations. These experiments
aim to identify the conditions under which content optimization
yields the most substantial gains, rather than asserting exhaustive
hyperparameter tuning.

Effect of token length and BiomedCLIP evaluation. We an-
alyze the effect of prompt length by varying the number of tokens
in the optimized content and measuring the BiomedCLIP score [47]
between the de-identified images and corresponding reports. Fig-
ure 5 reveals an inverted U-shaped relationship: scores improve up
to a moderate token count before declining, even as training loss
continues to drop. This divergence suggests that moderate prompt

lengths achieve amore favorable trade-off between representational
capacity and generalization, whereas excessively long prompts may
introduce redundancy or overfitting that harms cross-modal align-
ment.

Effectiveness of Content Optimization and Iteration.We
study how iterative content optimization (i.e., multiple iterations of
content optimization) affects the quality of generated, de-identified
chest X-rays. As shown in Figure 4, the refined instructions pro-
gressively guide the generation process through multiple content
optimization iterations, with image fidelity improving noticeably as
the number of iterations increases, suggesting a cumulative effect of
iterative refinement. Quantitative analysis via SSIM scores confirms
this trend, showing steady enhancement in structural similarity to
real images across iterations, which indicates that the iterative pro-
cess effectively preserves clinically relevant features. Importantly,
even when improvements plateau at higher numbers of content
optimization iterations, the refined instructions produce superior
image quality compared to initial or unoptimized versions, demon-
strating the lasting impact of careful content design. These results
highlight that both the formulation of instructions and iterative op-
timization play a critical role in generating realistic, diagnostically
meaningful, and fully de-identified chest X-rays.

Effect of prompt initialization.We compare four initialization
strategies: random initialization, optimized contents derived from
random initialization, raw reports, and optimized contents initial-
ized from raw reports. Table 3 shows that content optimization
provides benefits in both initialization regimes, improving overall
generation quality, but the best results are achieved when optimiz-
ing prompts that start from the raw report. This finding suggests
that semantic initialization not only simplifies the subsequent opti-
mization search but also facilitates stronger alignment between the
generated images and their corresponding textual descriptions.

Overall, these ablation results suggest that the effectiveness of
content optimization is not intrinsic, but rather contingent on a
set of practical design choices, including prompt length, initializa-
tion strategy, and the number of optimization iterations. Variations
along these dimensions lead to non-trivial differences in down-
stream performance, indicating that content optimization must
be carefully configured and tuned, rather than being treated as a
simple plug-and-play component in the generation pipeline.
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Figure 5: Effect of prompt
content length on train-
ing loss and the CLIP
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follows an inverted
U-shaped curve with
increasing token count,
while training loss con-
tinues to drop.

Within the reported setting, a clear pattern emerges: the method
achieves its strongest performance when the prompt is initialized
from the original report and constrained to a moderate token length.
This configuration likely provides a balanced trade-off—retaining
sufficient semantic grounding from the source report while avoiding
redundancy or noise introduced by overly long prompts.

4.3 Qualitative Results
Figure 6 presents qualitative comparisons of generated images
under different training settings. Images generated from non-de-
identified reports may omit certain anatomical structures or exhibit
stylistic deviations from real X-rays, such as variations in tissue con-
trast, organ boundaries, or the representation of subtle pathological
signs. In contrast, images generated from optimized contents con-
sistently better preserve organ structures, radiographic appearance,
and multiple subtle findings that are clinically relevant, including
fine-grained details that are important for diagnosis. These quali-
tative observations illustrate that our approach not only improves
visual fidelity but also maintains critical diagnostic information,

supporting the utility-preserving objective of the synthetic data
generation.

4.4 Discussion
Overall, our results indicate that de-identified transfer data gener-
ated by UPDP yields superior training outcomes for report gener-
ation compared to synthetic data derived from non-de-identified
sources. However, since a slight performance gap remains compared
to local real-data training, we recommend treating de-identified
data as a privacy-preserving augmentation strategy, or as a fallback
option under data-access constraints.

Nevertheless, de-identified data remains advantageous due to
its inherent scalability: once the de-identification pipeline is es-
tablished, large-scale samples can be generated efficiently. This
scalability not only facilitates systematic augmentation of training
datasets, but also enables rebalancing of training distributions and
supports experimentation in low-resource scenarios.

Moreover, mixed training that combines optimized de-identified
data with a small amount of real data consistently achieves the best
performance in our experiments. This suggests that the two data
sources play complementary roles during training. Specifically, de-
identified data can substantially increase the diversity and coverage
of training samples, while even a relatively small amount of real
data provides reliable visual grounding and prevents themodel from
over-relying on features introduced during de-identification [14, 21].
As a result, this hybrid strategy offers a practical compromise be-
tween scalability and realism when obtaining large-scale annotated
medical images is challenging.

This study has several limitations. Although traditional text-
overlap metrics and semantic or structured measures such as BERT
Score and RadGraph were employed, these automated evaluations
mainly capture surface-level similarities and lack expert assessment.
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Lungs Difference

Original Report: chest both lungs are clear and expanded . ..heart and 

mediastinum remain normal. sacrum and sacroiliac joints are normal.

Different: In the originally directly generated chest X-ray (middle) , 

the area marked by the red circle on the right side failed to retain the 

original image (left) content because the original report did not provide 

a clearer description. However, the image (right) output through our 

method preserved the corresponding features.

Part of Gradient 

Descent Report:

......radiograph note 

periosteal lungs narr ɔ 

pleural......

Thoracolumbar Spine Difference

Original Report: stable prominence of the cardiac apex, xxxx from 

ventricular hypertrophy.......clips in the right upper quadrant consistent 

with cholecystectomy. dextroscoliosis of the thoracolumbar spine.

Different: In the generated image (middle) , the "dextroscoliosis of the 

thoracolumbar spine" was over-interpreted, resulting in a more severe 

curvature than in the original image (left) . The image (right) produced 

by our method, however, more closely resembles the original.

Part of Gradient 

Descent Report:

......dextroscoliosis 

prol chest radiograph 

ч rising ......

Style Difference

Original Report: no airspace disease, effusion or noncalcified nodule. 

normal heart size and mediastinum. left axillary surgical ….

 Different: In this example, the images generated from both the 

original text and the optimized text convey roughly the same 

information, but the image produced by our method is stylistically 

much closer.

Part of Gradient 

Descent Report:

cx rotatedench leucine 

pleural tum…

Well expressed symptoms

Original Report: There seen is again  a left-sided central venous. .. is 

again seen whiteout of the entire right lung . joints are normal.

Different: In this example, whether using the original text or our 

optimized text, both clearly capture the feature described in the 

report — “seen whiteout of the entire right lung.” Although neither 

fully matches the quality of the original image, they still demonstrate 

that our method is indeed effective.

Part of Gradient 

Descent Report:

...... otatedench 

leucine pleural чϭ 

antipl tumour......

Well expressed details

Original Report: Findings: PA and lateral views of the chest provided. 

Midline sternotomy wires and left chest wall pacer device appear 

unchanged. The pacer leads extending to the … 

Different: both the images generated from the original text and the 

optimized text contain a cardiac pacemaker, but in size and appearance, 

the image produced by our method is superior.

Part of Gradient 

Descent Report:

lateralis pacemaker 

bilateral lung…

Style Difference

Original Report: 1. Left basilar opacity is resolved. 2. COPD. 

Findings: Patient status post coronary artery bypass graft. Median 

sternotomy wires are intact. Numerous surgical clips project…

Different: In this example, details such as the sternotomy wires are 

successfully captured, and although there are stylistic differences, our 

method performs slightly better than the one based on the original text.

Part of Gradient 

Descent Report:

......graph note 

periosteal wire heart 

pleural......

Figure 6: Qualitative comparison of synthetic chest X-rays generated from raw reports and optimized contents. Optimized
contents better preserve anatomy, radiographic style, and several fine-grained findings in the examples shown here.

Consequently, they are insufficient to fully evaluate clinical utility,
decision-making relevance, or potential privacy risks. Future work
should establish a comprehensive validation framework that inte-
grates stronger medical priors in content optimization, incorporates
expert evaluation to assess diagnostic accuracy and usability, and
conducts explicit privacy analyses to quantify potential information
leakage or membership inference risks.

5 Conclusion
We propose a utility-preserving de-identification pipeline (UPDP)
for secure cross-hospital sharing of radiology data. By employing a
privacy-sensitive term blacklist, a pathology-related whitelist, and
generative filtering, UPDP generates privacy-filtered, pathology-
preserving synthetic images and de-identified reports, therebymain-
taining diagnostic value while safeguarding patient identity. Ex-
periments on public chest X-ray datasets demonstrate that UPDP

effectively removes identity information while preserving critical
pathological features. Models trained on de-identified data achieve
diagnostic performance comparable to models trained on origi-
nal data, with reduced identity-related accuracy, confirming ef-
fective privacy protection. In cross-hospital scenarios, integrating
de-identified data with local data further improves performance,
validating the safety and utility of UPDP. Overall, UPDP offers a
practical solution for privacy-compliant sharing of large-scale radi-
ology data, supporting cross-institutional medical AI development
and evaluation.
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