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Abstract

Large foundation models have become central to modern machine learning, with
performance scaling predictably with model size and data. However, training
and deploying such models incur substantial computational and memory costs,
motivating the development of low-precision training techniques. Recent work
has demonstrated that 4-bit floating-point (FP4) formats—such as MXFP4 and
NVFP4—can be successfully applied to linear GEMM operations in large lan-
guage models (LLMs), achieving up to 4× improvements in compute throughput
and memory efficiency compared to higher-precision baselines. In this work, we
investigate the recently proposed HiFloat4 FP4 format for Huawei Ascend NPUs
and systematically compare it with MXFP4 in large-scale training settings. All
experiments are conducted on Ascend NPU clusters, with linear and expert GEMM
operations performed entirely in FP4 precision. We evaluate both dense archi-
tectures (e.g., Pangu and LLaMA-style models) and mixture-of-experts (MoE)
models, where both standard linear layers and expert-specific GEMMs operate in
FP4. Furthermore, we explore stabilization techniques tailored to FP4 training
that significantly reduce numerical degradation, maintaining relative error within
1% of full-precision baselines while preserving the efficiency benefits of 4-bit
computation. Our results provide a comprehensive empirical study of FP4 training
on NPUs and highlight the practical trade-offs between FP4 formats in large-scale
dense and MoE models.

1 Introduction

With the rapid adoption of Large Language Models (LLMs), the computational cost of both training
and inference has become a major bottleneck. Reducing the compute and memory footprint of model
training is essential for enabling energy-efficient scaling and allowing models and datasets to grow
further. Empirical scaling laws show that LLM performance improves as a power-law function of
model size, dataset size, and compute budget [Kaplan et al., 2020]. Consequently, reducing the cost
of each training step is a key enabler for scaling model capacity and training data without incurring
prohibitive hardware and energy requirements.

One promising direction is low-precision training, where model parameters, activations, and gradients
are represented with reduced numerical precision. Prior work has shown that 8-bit floating-point
formats can successfully train large language models when combined with fine-grained block scaling
[Micikevicius et al., 2022, Liu et al., 2024]. Building on this success, recent work has begun exploring
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4-bit floating-point formats, including MXFP4 [Rouhani et al., 2023a] and NVFP4 [Abecassis et al.,
2025], which significantly reduce memory bandwidth and computational cost. However, training
with such extremely low precision remains challenging due to the limited representational capacity of
FP4 formats and the numerical instability they introduce during optimization.

A key difficulty in FP4 training arises from systematic bias in gradient quantization. When gradients
contain large outliers, scaling factors are typically determined by the maximum magnitude within
a block. As a result, most gradient values occupy only a small portion of the representable range,
causing many gradients to underflow to zero. This phenomenon disrupts backpropagation and
degrades training dynamics. Recent work has proposed several techniques to mitigate this issue,
including stochastic rounding (SR) [Croci et al., 2022], Random Hadamard Transform (RHT) for
gradient decorrelation [Tseng et al., 2025, Abecassis et al., 2025], and carefully designed block-
scaling schemes. Despite these advances, achieving stable end-to-end FP4 training with minimal
performance degradation remains an open challenge.

In this work, we investigate low-precision LLM pretraining using the HiFloat4 (HiF4) numerical
format [Luo et al., 2026], which is designed for next-generation AI accelerators. HiF4 is a 4-
bit floating-point format that employs a three-level hierarchical scaling scheme with blocks of 64
elements to balance dynamic range and numerical precision. Specifically, HiF4 uses an E6M2 format
for the first-level scaler, E1 scalers for the second and third levels, and an S1P2 representation
(equivalent to E1M2) for the FP4 values. This hierarchical design expands the representable dynamic
range while preserving precision through mantissa bits in both the top-level scaler and FP4 elements.
While the numerical format itself plays an important role in enabling stable low-precision training,
additional algorithmic techniques are required to address quantization bias and gradient noise.

Following recent FP4 training approaches, we adopt SR for gradient quantization to reduce bias and
apply RHT in the backward pass for weight-gradient computation. These techniques help distribute
outliers across dimensions and mitigate the noise introduced by extremely low precision. Prior
work has proposed several combinations of such stabilization techniques for FP4 pretraining. To
better understand their computational implications, we analyze state-of-the-art FP4 training pipelines
and compare the additional operations introduced to stabilize training. Importantly, these auxiliary
operations are typically executed in higher precision (e.g., FP16 or FP32) prior to FP4 quantization,
partially offsetting the computational advantages of low-precision arithmetic.

Our goal is to enable efficient FP4 LLM pretraining on specialized AI accelerators with strict power
constraints. We focus on Huawei Ascend NPUs, which are domain-specific accelerators designed
for deep learning workloads and offer improved power efficiency compared to general-purpose
GPUs. The Ascend architecture integrates specialized compute units for matrix multiplication, vector
operations, and scalar control, enabling efficient execution of neural network workloads. Leveraging
these hardware capabilities, we develop an FP4 training pipeline that performs the majority of linear
algebra operations directly in FP4 while maintaining stable optimization.

We evaluate our approach across multiple LLM architectures and scales. To demonstrate robustness
across model families, we consider both dense Transformer models and Mixture-of-Experts (MoE)
architectures, which have become increasingly popular for scaling model capacity. Specifically, we
evaluate OpenPangu-1B and Llama3-8B as representative dense models and Qwen3-MoE-30B as a
large-scale MoE model. Our results show that it is possible to perform approximately 90% of the
training computation in FP4 while maintaining a loss gap within ≈ 1.5% of a full-precision baseline,
demonstrating the feasibility of large-scale low-precision training on energy-efficient accelerators.

To summarize, our contributions are as follows:

1. We present the first study targeting low-precision LLM pretraining on energy-efficient NPU
accelerators, demonstrating feasibility of large-scale training under strict power constraints.

2. We conduct a systematic evaluation of the HiFloat4 (HiF4) format and show that it achieves
lower relative loss (≈ 1.0%) compared to MXFP4 (≈ 1.5%) when measured against a
full-precision baseline. Furthermore, HiF4 training only needs RHT for accuracy recover,
while MXFP4 training needs RHT, SR and Truncation-free scaling, suggesting that HiF4
can overall achieve lower relative loss with less performance slowdown.

3. We demonstrate stable training of both dense and Mixture-of-Experts LLM architectures
with ≃ 90% of storage and computations performed in FP4, while preserving the loss gap
within ≈ 1.5% of full-precision training.
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2 Related Works

General FP4 Training Several works study training neural networks with 4-bit precision without
focusing on a specific hardware format such as MXFP4 or NVFP4. LUQ [Chmiel et al., 2021]
proposes a hybrid scheme that uses INT4 for weights and activations and FP4 for gradients, enabling
all three GEMM phases of training in low precision. To mitigate gradient bias caused by underflow,
the method introduces stochastic underflow, which probabilistically maps subnormal gradients to
either zero or the smallest FP4 value. Motivated by the benefits of block-wise scaling for extreme
quantization, Zhou et al. [2025] applies per-block FP4 quantization (block size 128) to the forward
GEMMs of FFN layers while retaining higher precision (FP8) for attention projections and gradient-
sensitive backward computations, particularly weight-gradient GEMMs. As a result, their approach
constitutes a mixed-precision training scheme rather than fully end-to-end FP4 training, limiting
the achievable computational benefits of FP4 arithmetic. Hu et al. [2025] systematically studies
the impact of FP4 quantization during training and proposes several design principles for stable
low-precision learning, including RHT for outlier redistribution, tensor scaling for dynamic range
adaptation, SR to remove rounding bias, and an improved update-scale format (UE5M3) with block
size 16. Complementarily, Chen et al. [2025a] develops a quantization signal-to-noise ratio (QSNR)
theory that analytically compares integer and floating-point formats under block-wise quantization,
showing that INT formats may outperform FP formats depending on crest factor and bit width.

Handling Outliers Another line of work attributes the degradation of extremely low-bit training
primarily to numerical outliers. Zhang et al. [2025] detects outliers within each block and selectively
falls back to higher precision when a threshold is exceeded. Similarly, Wang et al. [2025] proposes
an outlier clamping and compensation mechanism that dynamically clamps activation outliers while
processing sparse residual components in higher precision to prevent activation collapse. Although
effective, such fallback mechanisms increase training complexity and introduce additional compute
and memory overhead. Furthermore, the dynamic fallback rate can lead to load imbalance and limits
the ability to fully exploit FP4 hardware acceleration.

Training with MXFP4 MXFP4 is a blockwise 4-bit floating-point format designed for efficient
matrix multiplication on modern accelerators. However, naively applying MXFP4 to all GEMM
operations often leads to unstable training. Tetrajet [Chen et al., 2025b] identifies biased gradients
and forward weight oscillations near quantization thresholds as the primary sources of degradation
in MXFP4 training. To address this, the authors introduce truncation-free scaling, unbiased double
quantization for backward consistency, stochastic rounding, and two stabilization techniques (Q-EMA
and Q-Ramping). While effective, these mechanisms introduce additional compute, memory overhead
(e.g., EMA states), and implementation complexity. Quartet [Castro et al., 2025] demonstrates
that native FP4 training can match or surpass previous 4-bit methods by decoupling optimization
objectives. The method uses Hadamard rotations and RMSE-based clipping (QuEST) in the forward
pass to preserve effective model capacity (effN), and stochastic rounding with randomized Hadamard
transforms in the backward pass to preserve effective data efficiency (effD). Tseng et al. [2025] shows
that combining stochastic rounding, RHT, and truncation-free scaling can close the performance
gap between BF16 and MXFP4 training. However, their method maintains high precision in the
forward pass and only applies quantization to the backward computations. In contrast, our approach
quantizes both forward and backward GEMMs while applying RHT selectively to the weight-gradient
computation. M2XFP Hu et al. [2026] further augments the MXFP format with auxiliary metadata to
explicitly preserve extreme values within each block. The method uses element-level metadata for
activations and subgroup-level metadata for weights, improving robustness at the cost of additional
storage and metadata management.

Training with NVFP4 NVFP4 is a hardware-supported FP4 format introduced by NVIDIA for
Blackwell GPUs. Similar to MXFP4, stable training requires algorithmic techniques beyond the
numerical format itself. Cook et al. [2025] proposes an adaptive scaling strategy termed Four-over-
Six (4/6), which reduces rounding errors near the maximum representable FP4 value by mapping
block maxima to either 4 or 6 and selecting the configuration with lower quantization error. While
this approach improves post-training quantization accuracy and training stability, it requires dual
quantization passes and introduces additional compute overhead. Quartet II [Panferov et al., 2026] in-
troduces MS-EDEN, an unbiased gradient quantization scheme that combines randomized Hadamard
rotations with stochastic rounding applied to micro-scale factors instead of individual FP4 values.

3



Building on this primitive, the authors design a fully NVFP4 computation graph in which forward
GEMMs use round-to-nearest quantization with native NVFP4 scaling, while backward GEMMs
rely on MS-EDEN to obtain unbiased gradient estimates. NVIDIA’s NVFP4 training recipe [Abecas-
sis et al., 2025] shows that stable FP4 pretraining at scale requires a combination of algorithmic
techniques, including selective high-precision layers, stochastic rounding to remove gradient bias,
Random Hadamard Transform (RHT) for outlier redistribution, 2D weight quantization to maintain
forward–backward consistency, and optional late-stage precision switching to recover residual perfor-
mance gaps. Chen et al. [2025c] further improves NVFP4 representation efficiency by repurposing
the redundant negative zero and unused sign bit in the FP8 scaling factor to encode additional
quantization information, resulting in reduced perplexity degradation.

MXFP4 and NVFP4 Comparisons Several works directly compare FP4 formats across different
hardware implementations. Chmiel et al. [2025] demonstrates that fully quantized FP4 training of
LLMs is feasible at scale by combining NVFP4 microscaling (block size 16 with E4M3 scaling) and
selective stochastic rounding applied to gradients and backward activations while keeping round-to-
nearest in the forward pass for stability. Metis [Cao et al., 2025] argues that the primary obstacle
to low-bit LLM training is spectral anisotropy, which produces wide numerical distributions that
block-wise quantization cannot represent accurately. By combining spectral decomposition, adaptive
spectral learning rates, and dual-range regularization, the method enables both MXFP4 and NVFP4
training to match full-precision performance.

Mixture-of-Experts Models Training mixture-of-experts (MoE) models in extreme low precision
introduces additional challenges due to routing dynamics and sparse expert activation. Zhang et al.
[2026] proposes storing and communicating activations in FP4 while performing computations in
FP8 to maintain stability. More recently, Yan et al. [2026] introduces a scalable framework for
training large MoE models, which integrates low-precision techniques from Abecassis et al. [2025].
However, the work primarily focuses on system scalability and throughput and does not report
accuracy comparisons against BF16 training.

Our Work In contrast to prior work, we focus on training LLMs where all dense and expert GEMM
operations are executed in 4-bit floating-point format. Our goal is to perform ≃ 75− 90% of training
computation and storage in FP4 on Ascend NPUs while maintaining ≃ 1.5% relative loss compared
to full-precision. We systematically evaluate the performance of HiF4, the next-generation FP4 format
for Ascend NPUs, and MXFP4 across two widely used model classes: dense transformer architectures
and mixture-of-experts models. To mitigate quantization bias in HiF4 and MXFP4 training, we apply
RHT to the weight-gradient computation to reduce the impact of outliers during backpropagation.
Furthermore, in MXFP4 training we also employ truncation-free scaling strategy, as well as SR
for gradient quantization to reduce accuracy bias. The resulting framework introduces minimal
computational overhead while maintaining training stability and competitive accuracy relative to full
precision.

3 Low-Precision FP4 Training

As discussed, we employ 4-bit floating-point formats for both computation and storage in all linear
layers, including dense and MoE components. In particular, we adopt the recently proposed MXFP4
and HiF4 formats, which are expected to be supported in next-generation Ascend NPUs, to enable end-
to-end FP4 training of LLMs. Stabilizing training under such extreme quantization requires additional
algorithmic techniques. To this end, we analyze three state-of-the-art FP4 training frameworks in
Table 1, focusing on their additional high-precision overhead beyond FP4 quantization and GEMM
operations. These auxiliary computations can become a bottleneck at scale, reducing the effective
speedup from low-precision training. Among the considered approaches—Quartet II [Panferov et al.,
2026], Metis [Cao et al., 2025], and the method proposed by Nvidia [Abecassis et al., 2025]—the
latter incurs the lowest computational overhead. We therefore adopt this framework as our baseline,
with several modifications: (1) we omit 2D weight quantization, since it may not recover the accuracy
evidently and may lead to more performance slowdown in hardware by adjusting dimensions (2) we
perform RHT specifically for MXFP4 and HiF4, and additionally perform SR and Truncation-free
scaling in MXFP4 (3) we perform FP4 training across all linear layers (except the output layer)
without retaining high-precision computation for selected sensitive linear components.
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Table 1: Extra compute cost beyond FP4 GEMM and quantization for methods that apply FP4 in
both forward and backward passes during pretraining. X ∈ RM×K denotes the input, W ∈ RN×K

the weight, and D ∈ RM×N the gradient. r denotes the RHT block size and j the rank used in the
randomized SVD of Metis [Cao et al., 2025]. A “–” indicates no additional compute cost beyond FP4
quantization and GEMM.

Forward Backward

Method Y=XW⊤ dX=DW dW=D⊤X

Quartet II [Panferov et al., 2026] 2K(M+N) N(1+log r)(M+K) M(1+log r)(N+K)

Metis [Cao et al., 2025] Mj(K+N) MN(log j+j)+Kj(M+N) Kj(M+N)

Nvidia [Abecassis et al., 2025] – – M log r(N+K)

(a) MXFP4 (b) HiFloat4

Figure 1: HiF4 vs. MXFP4 structure. (a) MXFP4 consists of 8 bit shared scaling metadata, and a
block of 32 4-bit elements, resulting in 4.25 bits per value. (b) HiF4 unit consists of 32 bits shared
scaling metadata, and a block of 64 4-bit elements, resulting in an average storage of 4.5 bits per
value.

3.1 MXFP4

MXFP4 [Rouhani et al., 2023b,a] is a 4-bit floating-point format proposed within the Open Compute
Project (OCP) framework. It adopts a block-wise microscaling design in which each tensor is
partitioned into blocks of 32 elements. Within each block, individual values are encoded using a
private E2M1 representation (2 exponent bits and 1 mantissa bit), while a shared E8M0 scaling
factor provides a common block-level scale. The E2M1 format supports representable values in
±{0, 0.5, 1, 1.5, 2, 3, 4, 6}, whereas the shared E8M0 scaler spans a dynamic range of

[
2−127, 2127

]
.

The effective representable range of each block is therefore determined by the product of the
shared E8M0 scale and the local E2M1 values, enabling substantial dynamic range expansion while
maintaining compact 4-bit storage. Figure 1a illustrates MXFP4 structure. To mitigate information
loss from out-of-range values exceeding ±6, we adopt a truncation-free scaling strategy similar
to TetraJet [Chen et al., 2025b]. Instead of clipping large magnitudes to the representable E2M1
limits, the block-level scaling factor is adjusted to ensure that all values remain within range, thereby
avoiding severe distortion introduced by hard truncation.

3.2 HiFloat4

HiFloat4 (HiF4) is a hardware-oriented FP4 format designed for Huawei Ascend NPUs, featuring a
three-level hierarchical scaling scheme to improve dynamic range while maintaining 4-bit storage per
value. At the first level, HiF4 employs a shared unsigned 8-bit E6M2 floating-point scale, allocating
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6 bits to the exponent (bias 48) and 2 bits to the mantissa with an implicit leading 1. The value is
represented as XE6M2 = 2E × 1.M . This level provides a coarse global scaling factor for each
block. The second and third levels introduce fine-grained scaling through 1-bit micro-exponents,
denoted as E18 and E116, corresponding to 8-way and 16-way hierarchical partitioning, respectively.
In this structure, the level-1 E6M2 factor serves as the global base scale shared across the block. Each
level-2 micro-exponent modulates a subset of the block and is further refined by two adjacent level-3
micro-exponents. Each level-3 micro-exponent governs four contiguous 4-bit data elements within
its local group, enabling localized dynamic range adaptation. The metadata for all three scaling levels
occupies 32 bits per block of 64 elements, resulting in an amortized overhead of 0.5 bits per value.
The 4-bit data elements are encoded in S1P2 format, where S denotes the sign bit, “1” represents the
integer bit preceding the binary point, and “2” corresponds to two fractional bits. This representation
is equivalent to an E1M2 floating-point format. Figure 1b illustrates the HiF4 architecture. For a
detailed architectural description and design rationale, we refer the reader to [Luo et al., 2026].

3.3 Unbiased, Low-Variance Training using Stochastic Rounding and Random Hadamard
Transform

Training with extremely low-bit floating-point formats is inherently challenging due to severe quan-
tization effects. A primary difficulty arises during the quantization of inputs to GEMM operations.
In practice, nearest rounding (NR) is commonly used, where each scaled element is rounded to the
closest representable value in the target format. While simple and hardware-friendly, NR introduces
systematic quantization bias. This bias is particularly harmful for gradients, as it accumulates over
iterations and can negatively affect optimization dynamics and convergence.

To mitigate this issue, we adopt stochastic rounding (SR). Instead of deterministically mapping
values to the nearest representable number, SR introduces controlled randomness prior to rounding.
Concretely, for a value x, we sample ∆ ∼ U(−δ, δ) and compute x̂ = Round(x + ∆), where
Round(·) denotes rounding to the nearest representable value in the target 4-bit floating-point format,
and δ ∈ (0, 0.5) controls the noise magnitude. This procedure ensures unbiased quantization in
expectation, effectively removing the systematic bias introduced by nearest rounding (NR).

While SR removes quantization bias, it increases variance by injecting noise into the gradients. To
control this variance amplification, we apply a Random Hadamard Transform (RHT) prior to SR
quantization. The RHT redistributes energy more uniformly across dimensions, effectively reducing
the per-coordinate dynamic range and stabilizing low-precision quantization. Formally, for an input
tensor x ∈ Rj×k, we apply

x̃← HSx, (1)
where S = diag(d1, . . . , dk) ∈ Rk×k is a diagonal matrix with di ∼ Unif{±1}, and H ∈ Rk×k is
the normalized Hadamard matrix. The Hadamard matrix is defined recursively as

Hn =
1√
2

[
Hn−1 Hn−1

Hn−1 −Hn−1

]
, H1 = [1]. (2)

Since H and S are both orthogonal matrices, we have HS(HS)⊤ = I . Therefore, inserting RHT
into a GEMM operation preserves the exact matrix product:

A⊤B = (HSA)⊤(HSB), (3)

ensuring mathematical equivalence in full precision while improving robustness under low-precision
quantization.

3.4 Quantized Linear Layers

As illustrated in Figure 2, a linear layer involves three GEMM operations: 1) Forward pass Ai =
ϕ(Ai−1W

⊤
i ), 2) Backward pass (gradient w.r.t. weight) dWi = grad⊤i Ai−1, 3) Backward pass

(gradient w.r.t. input) dAi−1 = gradiWi, where Wi denotes the weight matrix of layer i, Ai−1 is the
input activation from layer i− 1, gradi is the upstream gradient propagated from layer i+1, and ϕ(·)
represents the activation function. In the forward GEMM, both activations and weights are quantized
to FP4 using nearest rounding (NR). During the backward pass, gradient tensors are quantized to
FP4 using either NR or stochastic rounding (SR) to mitigate bias accumulation. Empirically, we
observe that SR improves training stability and performance for MXFP4, whereas HiF4 achieves
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Figure 2: Overview of the GEMM operation within a linear or expert layer. Activations and
weights are quantized to HiF4 or MXFP4 using nearest rounding (NR). Gradients are quantized to
HiF4/MXFP4 with SR to reduce bias in MXFP4, and NR in HiF4. A random Hadamard transform
(RHT) is applied to the weight gradients (dW ) prior to quantization to improve stability and error
distribution.

better results when gradients are quantized using NR. Furthermore, for the computation of dWi, a
Random Hadamard Transform (RHT) with block size k = 64 is applied along the inner dimension
prior to quantization. The transformed tensor is then quantized to MXFP4/HiF4, improving numerical
stability under low-precision accumulation. The overall workflow of the quantized linear layer is
summarized in Figure 2.

4 Low-Precision Dot-Product on Ascend NPUs

Huawei Ascend NPUs are among the major accelerator families used for large-scale LLM training
and inference and are built on Huawei’s Da Vinci architecture [hua, 2023]. The Da Vinci architecture
organizes computation around three primary subsystems: the computing unit, memory system, and
control unit. This separation allows arithmetic operations, data movement, and control logic to be
managed independently, enabling high throughput for AI workloads while reducing latency caused
by memory access and scheduling overhead.

The computing unit contains three types of processing engines: the Cube Unit, Vector Unit, and Scalar
Unit, each designed for a different class of neural network operations. The Cube Unit accelerates
matrix and tensor computations such as GEMM and convolution, which dominate the computational
cost of modern deep learning models. The Vector Unit supports vector arithmetic and element-wise
operations, including activation functions and normalization layers, while the Scalar Unit handles
lightweight control tasks and parameter management. This heterogeneous design enables efficient
execution of both dense tensor operations and auxiliary neural network computations within the same
processor.

At the core of the Cube Unit are processing elements (PEs) that perform dot-product and accumulation
operations in parallel. Each PE has a 256-bit input bandwidth, allowing it to process a full HiFloat4
block of 64 × FP4 elements within a single dot-product operation. This alignment between the
HiFloat4 block size and the PE datapath enables efficient mapping of matrix multiplications onto
the hardware, minimizing additional scaling operations and intermediate reductions. Consequently,
HiFloat4 provides improved area and power efficiency for matrix computations. A detailed analysis
of HiFloat4 matrix multiplication and its hardware advantages over NVFP4 is provided in Luo et al.
[2026].

Since the primary objective of this work is to optimize power-efficient training, we do not consider
the NVFP4 format in our experiments. NVFP4 relies on smaller scaling groups and floating-point
scaling factors, which introduce additional hardware overhead in the compute pipeline. In contrast,
MXFP4 is more hardware-efficient due to its power-of-two shared exponent (E8M0), larger block
size (32), and lower metadata overhead, resulting in an effective storage cost of approximately 4.25
bits per value. These characteristics make MXFP4 and HiFloat4 better aligned with the hardware
datapath of Ascend NPUs.
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Table 2: Percentage of FP4 computation in each model.
Attention FFN Experts

Model QKV Output FC1 FC2 Up Down Total

OpenPangu-1B 10.61% 5.30% 42.45% 21.22% – – 79.58%
Llama3-8B 8.86% 5.91% 41.37% 20.68% – – 76.82 %
Qwen3-MoE-30B 3.13% 2.50% – – 60.18% 30.09% 95.90%

5 Experimental Analysis

We study low-precision pretraining across three LLM architectures: (1) OpenPangu-1B, (2) Llama3-
8B, and (3) Qwen3-MoE-30B. The first two are dense Transformer models, while the latter follows a
mixture-of-experts (MoE) architecture. Table 1 reports the fraction of model parameters and compute
executed in FP4. As shown, low-precision training is particularly advantageous for MoE models:
although expert layers account for approximately 90% of the total parameters, only 6.25% of experts
are active in each forward and backward pass. Consequently, most parameters remain inactive during
computation, making low-precision storage critical for reducing memory overhead, while preserving
computational efficiency for the active subset.

Our experiments aim to quantify the performance gap between FP4 pretraining and a full-precision
BF16 baseline. Specifically, we investigate the following:

1. Pretraining dynamics. We compare training loss curves under BF16 and FP4 regimes, and
measure the relative deviation throughout training. In particular, we evaluate how closely
HiF4 and MXFP4 match BF16 optimization behavior.

2. Downstream performance. We assess the quality of pretrained models on downstream tasks,
analyzing the extent to which low-precision training impacts final model accuracy, and
comparing the retention capabilities of HiF4 and MXFP4.

3. Sensitivity analysis. We conduct ablation studies on the techniques employed for each
FP4 format to quantify their impact on training stability and performance, with particular
emphasis on the difference in behaviors of HiF4 and MXFP4.

5.1 Pretraining Dynamics

For dense transformer models, linear layers are primarily located in the attention and feed-forward
network (FFN) blocks. In the attention module, both the QKV projections and the output projection
are linear transformations, while the FFN consists of two linear layers (FC1 and FC2). These linear
components account for approximately ≃ 80% of the parameters in OpenPangu-1B and ≃ 77% in
Llama3-8B. For the Qwen MoE model, FP4 is applied to the QKV and output projections, as well
as to the up- and down-projection layers within each expert. The attention projections (QKV and
output) contribute a relatively small fraction of the total computation (≃ 5%), whereas the experts
comprise approximately ≃ 90% of the model parameters.

Unlike dense models, where all parameters participate in every forward and backward pass, MoE
models activate only a subset of experts. Specifically, with top-8 routing over 120 experts, only
6.25% of experts are active per step, resulting in approximately ≃ 16% of the total parameters being
involved in computation. Among these active parameters, roughly ≃ 75% correspond to linear layers
that are executed in higher precision. The remaining ≃ 84% of parameters, corresponding to inactive
experts, are stored in FP4, yielding significant memory savings without incurring extra compute.

We use a unified optimizer configuration across all models. The global batch size is set to 2048
for OpenPangu and 512 for Llama and Qwen. All models are pretrained on 50B tokens using the
Adam optimizer with a cosine learning rate schedule. The warmup phase consists of 480 steps
for OpenPangu and 2,000 steps for Llama and Qwen. A summary of the training configuration is
provided in Appendix A.

Figure 3 shows the training loss curves for the 3 models. We use MXFP4 with TF-scaling, SR applied
to gradient quantization, and RHT applied to dW , whereas for HiF4, we only apply RHT to dW
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Figure 3: Comparison of training loss between HiF4 (top) and MXFP4 (bottom) across three models:
(a) OpenPangu-1B, (b) Llama3-8B, and (c) Qwen3-MoE-30B. The results show that the performance
gap between HiF4/MXFP4 and baseline decreases as model size increases.

Table 3: Relative loss error with respect to the BF16 baseline for HiF4 and MXFP4 across three
models trained on 50B tokens. HiF4 consistently achieves lower error than MXFP4 across all models,
with the performance gap further diminishing as model size increases.

Model MXFP4 HiFloat4

OpenPangu-1B 1.79% 1.19%
Llama3-8B 1.44% 0.85%
Qwen3-MoE-30B 1.55% 0.88%

and use NR in gradient quantization. The results show that as the number of parameters scale, the
training loss gap is generally reduced (from left to right). To further analyze the performance of
HiF4 and MXFP4 across the 3 models, we calculate the relative loss error for the low-precision and
high-precision baseline as follows:

ERelative =

∣∣∣∣ lossbaseline − losslow-precision

lossbaseline

∣∣∣∣ (4)

Table 3 reports the relative error of the loss curves shown in Figure 3. HiF4 consistently achieves
significantly lower relative error compared to MXFP4. For Llama and Qwen, HiF4 attains an error
gap of less than 1% with respect to the baseline, while requiring only RHT as a stabilization technique.
In Section 5.2, we present an ablation study on FP4 stabilization methods, demonstrating that the
current configuration is optimal.

5.2 Sensitivity Analysis

We systematically evaluate the sensitivity of HiF4 and MXFP4 to stabilization techniques required to
maintain low relative loss with respect to the baseline. Specifically, we conduct ablation studies to
quantify the contributions of RHT and SR for HiF4, and RHT, SR, and truncation-free (TF) scaling
for MXFP4. Notably, HiF4 does not suffer from value truncation due to its scaling design and
therefore does not require TF scaling.

Table 4 presents the results of the ablation study. HiF4 achieves relatively low error even without
additional stabilization, while the inclusion of SR degrades performance. In contrast, RHT improves
HiF4 by reducing the relative loss by 0.14%. For MXFP4, all three components—SR, RHT, and
TF—are necessary to recover baseline performance. Each technique individually improves over pure
MXFP4 training, with the best results obtained when all three are combined.
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Table 4: Ablation study of FP4 stabilization components (SR, RHT, TF), with all models trained for
25B tokens. “Pure FP4” denotes training without stabilization. MXFP4 requires all three components
for stability, while HiF4 benefits primarily from RHT. Improvements are measured as reductions in
relative loss (%). TF scaling is not applicable to HiF4 (denoted by “–”).

Pure FP4 ✓SR ✓RHT ✓TF ✓SR+RHT ✓SR+TF ✓RHT+TF ✓SR+RHT+TF

HiF4

1.11 % 3.81% 0.97% – 1.43% – – –
+2.70% -0.14% +0.32%

MXFP4

3.85% 3.76% 2.06% 2.67% 2.04% 2.48% 1.44% 1.42%
-0.09% -1.79% -1.18% -1.81% -1.37% -2.41% -2.43%

6 Conclusion and Future Directions

In this work, we present a systematic study of end-to-end FP4 training for large-scale language models
on Ascend NPUs, focusing on two representative formats: our recently proposed HiFloat4 (HiF4),
designed for next-generation Ascend architectures, and MXFP4, a widely adopted format introduced
by Open Compute Project. Our results demonstrate that FP4 training can achieve performance
comparable to BF16 baselines, with only a marginal degradation in loss, while delivering substantial
improvements in computational efficiency.

We showed that stability is the central challenge in ultra-low precision training, and that its require-
ments differ fundamentally across formats. In particular, HiF4 exhibits strong inherent stability
due to its hierarchical scaling design, requiring only minimal intervention such as RHT, whereas
MXFP4 relies critically on a combination of stochastic rounding, random Hadamard transforms, and
truncation-free scaling to recover baseline performance. These findings highlight that the interaction
between number format design and stabilization techniques is a first-order consideration in FP4
training.

Furthermore, our experiments across dense and MoE architectures suggest that FP4 training becomes
increasingly viable at scale, with the relative performance gap shrinking as model size grows. This
reinforces the promise of FP4 as a practical pathway toward more energy-efficient large model
training, especially on hardware architectures that naturally align with small block sizes and low-bit
computation.

While our study focuses on pretraining, an important direction for future work is extending FP4
training to reinforcement learning and alignment settings (e.g., RLHF and GRPO), which remain
largely unexplored. Given the heightened sensitivity of policy optimization to numerical noise
and bias, enabling stable FP4 training in these regimes presents both significant challenges and
high potential impact. Additionally, scaling FP4 training to long-context models and multimodal
architectures introduces new sources of instability, including increased activation variance and cross-
modal distribution shifts. Investigating the robustness of FP4 under these conditions is critical for
broadening its applicability to next-generation foundation models.
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A Training Configuration

Table 5: Training configurations for all experiments.
Configuration OpenPangu-1B Llama3-8B Qwen3-MoE-30B

Model & Data
Training Tokens 50B 50B 50B
Sequence Length 4K 4K 4K

Optimization
Optimizer Adam Adam AdamW
Start Learning Rate 10−4 10−4 10−4

End Learning Rate 10−5 10−5 10−5

LR Schedule Cosine Decay Cosine Decay Cosine Decay
Warmup Steps 480 2K 2K
Global Batch Size 2048 512 512

12

https://arxiv.org/abs/2603.07685

	Introduction
	Related Works
	Low-Precision FP4 Training
	MXFP4
	HiFloat4
	Unbiased, Low-Variance Training using Stochastic Rounding and Random Hadamard Transform
	Quantized Linear Layers

	Low-Precision Dot-Product on Ascend NPUs
	Experimental Analysis
	Pretraining Dynamics
	Sensitivity Analysis

	Conclusion and Future Directions
	Training Configuration

