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Abstract
Partial differential equation (PDE) simulation
holds extensive significance in scientific research.
Currently, the integration of deep neural networks
to learn solution operators of PDEs has introduced
great potential. In this paper, we present Uni-
Fluids, a conditional flow-matching framework
that harnesses the scalability of diffusion Trans-
former to unify learning of solution operators
across diverse PDEs with varying dimensional-
ity and physical variables. Unlike the autoregres-
sive PDE foundation models, UniFluids adopts
flow-matching to achieve parallel sequence gener-
ation, making it the first such approach for unified
operator learning. Specifically, the introduction
of a unified four-dimensional spatiotemporal rep-
resentation for the heterogeneous PDE datasets
enables joint training and conditional encoding.
Furthermore, we find the effective dimension of
the PDE dataset is much lower than its patch di-
mension. We thus employ x-prediction in the
flow-matching operator learning, which is veri-
fied to significantly improve prediction accuracy.
We conduct a large-scale evaluation of UniFluids
on several PDE datasets covering spatial dimen-
sions 1D, 2D and 3D. Experimental results show
that UniFluids achieves strong prediction accu-
racy and demonstrates good scalability and cross-
scenario generalization capability. The code will
be released later.

1. Introduction
Partial differential equation (PDE) simulation holds exten-
sive significance in scientific research. Currently, neural
operators(Lu et al., 2021; Li et al., 2020; 2022b; Han et al.,
2018; Li et al., 2023; Ye et al., 2024; Hao et al., 2023; Mc-
Cabe et al., 2023; Hao et al., 2024; Chen et al., 2024), which
integrate deep neural networks to learn solution operators
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of PDEs, have shown strong performance on PDE bench-
marks and shown great promise. The development of neural
operators has evolved from initially learning a single type
of parametric PDEs toward pre-training on heterogeneous
datasets generated from various PDE families. However,
existing neural operators and PDE foundation models still
face challenges in achieving accurate predictions and scala-
bility when learning across diverse PDE families, variable
sets, and spatial dimensions (1D,2D and 3D). First, most
approaches rely on deterministic short-step autoregressive
rollouts, where small errors compound over time (Wang
et al., 2025). Additionally, the training process based on
point-to-point matching in original state space tends to av-
erage out variability, overlooking the uncertainty in prac-
tical PDEs and often causing over-smoothing and spectral
(or energy) bias(Rahaman et al., 2019; Khodakarami et al.,
2025). Second, existing approaches either rely on dataset-
or dimension-specific architectures and pipelines (Hao et al.,
2024; McCabe et al., 2023; Herde et al., 2024), or represent
the data in frequency domain with high-frequency trunca-
tion to support the heterogeneous datasets for training (Chen
et al., 2024; Zhang et al., 2025), which limits their generality
or causes important high-frequency information loss.

Recent advances in flow generative models - encompassing
both diffusion models and flow-matching approaches - for
spatiotemporal data modeling (Price et al., 2023; Davtyan
et al., 2023; Rühling Cachay et al., 2023) offer an appealing
alternative to deterministic operator rollouts. By modeling
conditional distributions, these approaches enable parallel
generation of a sequence of future states while maintaining
high-fidelity sample quality and stable training dynamics.
These strengths motivate us to adopt this paradigm for prob-
abilistic operator learning. Yet, existing work on diffusion
model-based neural operator (Hu et al., 2024; Yang & Som-
mer, 2023) remain confined to specific datasets, motivating
our pursuit of a unified and more generalizable framework.

In this work, we propose UniFluids, a unified conditional
generative operator for modeling complex spatiotemporal
dynamics driven by multi-dimensional and multi-variable
PDEs. UniFluids is based on conditional flow-matching ap-
proach together with Transformer architecture. In terms of
the data representation, we introduce a unified spatiotempo-
ral tensor interface that supports heterogeneous variable sets
and a common formulation across various spatial dimen-
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sions (1D,2D and 3D), enabling joint training and across
datasets without specializing the architecture. In terms of
the condition encoding, a condition encoder together with
temporal and spatial aggregation layers extracts both dense
and compact aggregated conditioning from observed se-
quence of historical states, and a conditional flow-matching
operator generates a sequence of future states in parallel, in
order to alleviate autoregressive error cascades. Both the
condition encoder and flow-matching operator are based
on the Transformer architecture, ensuring global receptive
fields across diverse PDE families and scalability.

Notably, compared to other spatiotemporal data (e.g., the
vision data (Ho et al., 2020; Karras et al., 2022; Liu et al.,
2022)), PDE data have higher dimensions and involve var-
ious multi-physics coupling, which increases the number
of channels, the volume of patches and the heterogeneity
in modeling. However, we also have prior knowledge that
PDE data patches exhibit strong correlations, indicating
that they typically lie in low-dimensional subspace. The
intuition is that simultaneously handling varying degrees
of dimension degeneration across different datasets may
affect the prediction accuracy. Our detailed analysis of
effective dimensionality reveals that the discrepancy be-
tween effective dimensions and the original grid dimension
grows substantially with increasing spatial dimension (from
1D to 3D). As the paper JiT (Li & He, 2025) points out
that this discrepancy worsens the optimization process and
the prediction accuracy, we adopt the x-prediction in the
flow-matching operator learning: that is, parameterizing the
original state x using a Transformer and defining the loss
on velocity (i.e., the v-loss which is calculated by the state
x) in flow-matching. Empirical investigation and ablation
study show that the x-prediction significantly improves both
the accuracy and convergence.

The main contributions are summarized as below:

• A unified conditional generative operator. We
present UniFluids, a conditional flow-matching opera-
tor with a unified spatiotemporal tensor representation
that supports heterogeneous variable sets and spatial di-
mensions (1D,2D and 3D) within one model, enabling
joint probabilistic modeling and parallel sequence gen-
eration across various PDE datasets.

• A key finding on effective dimension and param-
eterization. Our approach mitigates the latent mis-
alignment arising from varying degrees of dimension
degeneration across the heterogeneous datasets through
adopting the x-prediction technique in training the con-
ditional generative operator, which empirically shows
significant error reduction in prediction.

• Large-scale evaluation. We scale UniFluids up to
512M parameters and conduct experiments on several

PDE benchmark datasets (mainly CFD related) span-
ning 1D, 2D and 3D spatial dimensions. Experiments
demonstrate that UniFluids reduces prediction error
by up to 86.7% compared to baselines and exhibits
generalization capabilities, enabling accurate zero-shot
inference on both in-domain and unseen out-of-domain
downstream tasks.

2. Related Work
2.1. Neural Operators for Parametric PDE learning

Neural operators learn solution operators of parametric
PDEs from data and have achieved strong results in ap-
plications such as fluid dynamics and climate forecasting
(Li et al., 2020; Pathak et al., 2022). To address diverse PDE
structures and discretizations, many architectures have been
proposed: DeepONet factorizes operators into branch/trunk
networks (Lu et al., 2021), while works like FNO learn
global couplings efficiently in the Fourier domain (Li et al.,
2020; Wan et al., 2025). Several extensions adapt opera-
tor learning to complex geometries or irregular meshes (Li
et al., 2022b; Liu et al., 2023; Li et al., 2023), and physics-
informed variants incorporate PDE residual constraints to
improve generalization (Raissi et al., 2019; Li et al., 2024;
Wang et al., 2021; Cuomo et al., 2022; Wang et al., 2024;
Feng et al.). Transformer-based architecture for operator
learning further introduces patchification and efficient atten-
tion mechanisms (Cao, 2021; Li et al., 2022a; Hao et al.,
2023; Guibas et al., 2021; Dosovitskiy, 2020; Liu et al.,
2021). Despite these advances, these approaches are typ-
ically limited to training on a specific PDE dataset with
fixed dimensionality, and the time-dependent forecasting
typically relies on deterministic short-step prediction via
autoregressive rollout, which causes error accumulations
and induces over-smoothing or spectral bias (Pathak et al.,
2022; Brandstetter et al., 2022).

2.2. PDE Foundation Models

Pre-training is a dominant paradigm in NLP and vision (Rad-
ford et al., 2019; Devlin et al., 2019; He et al., 2020; 2022a),
and is increasingly explored in scientific machine learn-
ing, such as weather forecasting and molecular modeling
(Jumper et al., 2021; Nguyen et al., 2023; Zhou et al., 2023).
For PDE data, early cross-system pretraining explores sym-
metry/contrastive objectives or more universal formulations
(Mialon et al., 2023; Subramanian et al., 2023; Yang et al.,
2023). Recent PDE foundation-model(Zhang et al., 2025;
McCabe et al., 2023; Hao et al., 2024; Chen et al., 2024; Ye
et al., 2024) efforts scale pretraining across heterogeneous
PDE datasets: MPP proposes autoregressive pretraining
across multiple physical systems (McCabe et al., 2023),
DPOT further scales with an autoregressive denoising objec-
tive and Fourier-enhanced transformer backbone (Hao et al.,
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2024), and OmniArch targets unified 1D/2D/3D modeling
with a shared transformer core plus physics-alignment fine-
tuning (Chen et al., 2024). These trends are enabled by stan-
dardized benchmarks and multi-domain datasets (Takamoto
et al., 2022; Gupta & Brandstetter, 2022; Luo et al., 2023).
However, most existing foundation models remain deter-
ministic next-step (or short-window) predictors and rely on
autoregressive generation at inference, making long-horizon
forecasts vulnerable to compounding errors (McCabe et al.,
2023; Hao et al., 2024; Chen et al., 2024).

2.3. Flow-based Generative Models for Operator
Learning

Diffusion and score-based generative models (Sohl-
Dickstein et al., 2015; Ho et al., 2020; Song et al., 2020;
Karras et al., 2022; Jiang et al., 2025) learn complex distribu-
tions via stochastic processes and have been extended from
images (Peebles & Xie, 2023; Li & He, 2025) to videos(Ho
et al., 2022; He et al., 2022b) and are also applied for neural
operator learning (Lu & Xu, 2024; Zhang & Zou, 2025;
Huang et al., 2024). Probability-flow ODE formulations
connect these models to deterministic sampling with ODE
solvers (Song et al., 2020; Chen et al., 2018), while flow
matching and rectified flows directly learn the probability-
flow velocity field (Lipman et al., 2022; Liu et al., 2022).
These frameworks are adopted by neural operators (Price
et al., 2023; Davtyan et al., 2023; Rühling Cachay et al.,
2023) which enables parallel generation of a sequence of fu-
ture states. However, most prior generative-model-based op-
erator frameworks do not explicitly target unified modeling
across heterogeneous PDE datasets, and typically require
dataset-specific pre-processing, variable-specific encoding,
or dimension-dependent designs.

3. Methodology
3.1. Problem Setup

We consider time-dependent, parameterized PDE systems
over a spatial domain Ω ⊂ Rd (d ∈ {1, 2, 3}) and a time
interval T = [0, T ], with state field u(x, t) ∈ Rm:

∂u

∂t
(x, t)−F [u; ϑ](x, t) = 0, (x, t) ∈ Ω× T ,

u(x, 0) = u0(x), x ∈ Ω,

B[u](x, t) = 0, (x, t) ∈ ∂Ω× T ,

(1)

where F denotes a (generally nonlinear) differential oper-
ator that may depend on unknown parameters ϑ ∈ Θ (e.g.,
coefficients, source terms, or equation types), u0(x) and
B respectively denote the initial and boundary conditions.
This formulation covers a broad range of PDE families,
such as Burgers equation, shallow water equation, reaction–
diffusion equation, and Navier–Stokes equation. The state

field may contain multiple physical variables (abbrevi-
ated as multi-physics), e.g., (u, v) for reaction–diffusion,
(Vx, Vy, ρ, p) for 2D compressible Navier–Stokes.

Multiple PDE Datasets. We denote a collection of
datasets drawn from simulating diverse PDE families as
D =

⋃K
k=1 Dk, where each Dk = {ui}Nk

i=1 contains Nk tra-
jectories (solution sequences) generated under a particular
PDE and simulation configuration. A trajectory ui is a time
series recorded over Si time steps:

ui =
(
u1
i , . . . , u

Si
i

)
, (2)

where each ut
i, t ∈ [Si] is a state field that is discretized on

regular spatial grid Xi:

ut
i = {ut

i(x);x ∈ Xi}, t ∈ [Si]. (3)

In practical settings, one typically observes only state tra-
jectories, and the exact PDE forms and the parameters ϑ
are not known. Therefore, we learn the temporal evolution
dynamics from the trajectories for future state prediction.

Conditional Generation of Future States. Due to the in-
herent uncertainty (e.g., caused by measurement error, noise
or subgrid modeling) in predicting future states, we apply
probabilistic generative models for future states generation,
i.e., generating P frames of future states through model-
ing the conditional distribution of future states for given S
frames of history states. Specifically, we denote the history
and future states as

Uhist :=
(
u1, · · · , uT

)
, Ufut :=

(
uT+1, · · · , uT+P

)
.

Our goal is to learn a unified conditional generative operator
that models the conditional distribution

Pθ(Ufut | Uhist) , (4)

shared across multi-physics and multi-dimensional PDE
families. This setup subsumes deterministic forecasting as
a special case, while enabling distributional prediction and
parallel generation of a sequence of future states.

3.2. Unified Spatiotemporal Representation

To enable joint training condition encoding across het-
erogeneous PDE datasets with varying spatial dimensions
and physical variables, we embed every state trajectory
into a unified 4D token space, represented as a set of
feature–coordinate pairs {(zi,pi)}Li=1. We first cast the
discretized state trajectory u onto a canonical dense tensor
u ∈ RT×H×W×D×Cmax , where Cmax denotes the channel
size of physical variables and the spatiotemporal coordinates
(t, h, w, d) are uniformly aligned as four axes. Compared
to d = 3, cases with d = 1, 2 have degenerate spatial
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Figure 1. Overall architecture. (a) Unified 4D representation: heterogeneous 1D/2D/3D PDE trajectories with different variable sets
are aligned to a canonical 4D grid (t, h, w, d) with zero-padding on degenerate axes and a channel mask for missing variables, then
space–time patchified into tokens paired with explicit 4D coordinates, enabling 4D RoPE. (b) Unified condition encoder: a Transformer
encodes the observed history into ctok (dense condition) and a aggregated cg (compact condition) via temporal/spatial aggregation.
(c) Conditional flow-matching operator: starting from noisy future-window tokens, the operator stacks 4D-RoPE self-attention and
cross-attention to ctok, with AdaLN modulated by (t, cg,dim type), to predict the clean solution.

axes, and that are zero-padded to the minimal extent re-
quired for patchification. Furthermore, we use a discrete
dim type∈ {1, 2, 3} to record the original spatial dimen-
sionality of u. To reconcile heterogeneous variable sets, all
datasets share the same channel index space of size Cmax.
The missing variables are filled with zeros and indicated
by a binary channel mask m ∈ {0, 1}Cmax , which is used
to block noise injection into nonexistent channels and to
compute masked losses over valid variables.

We then partition u into non-overlapping spatiotempo-
ral patches of size (pt, ph, pw, pd). The i-th patch block
Pi(u) ∈ Rpt×ph×pw×pd×Cmax is vectorized and linearly
projected into a token embedding zi. Crucially, each token
retains an explicit 4D integer coordinate pi = [ti, hi, wi, di]
that indexes the patch origin on the unified 4D grid and di-
rectly parameterizes 4D rotary positional embeddings (4D
RoPE) (Su et al., 2024) in attention. Under this representa-
tion, the trajectories with different spatial dimensions (1D,
2D and 3D) naturally occupy axis-aligned subspaces of the
same 4D grid (handled uniformly via pi, dim type, and
m). As a result, the model supports a unified spatiotempo-
ral representation across dimensions, resolutions, and time
horizons without dimension–specific positional encodings,
enabling joint training and reuse of a single Transformer-

based operator across heterogeneous PDE datasets. Com-
pared to OmniArch (Chen et al., 2024) which represents 1D,
2D and 3D PDE datasets in the frequency domain with high-
frequency truncation, our proposed representation preserves
the original data information while adaptively compressing
features during training, avoiding information loss.

3.3. Unified Conditional Flow-Matching Operator

Given T frames of history states Uhist =
(
u1, · · · , uT

)
and P frames of future states Ufut =

(
uT+1, · · · , uT+P

)
,

we aim to learn a unified conditional generative operator
that models Pθ(Ufut |Uhist) under the unified spatiotempo-
ral representation. The conditional flow-matching operator
in UniFluids consists of two modules: (i) a unified patch
encoder that extracts dense and compact conditioning rep-
resentations from Uhist, and (ii) a coordinate-aware trans-
former operator that performs conditional flow-matching
on 4D patch tokens to generate Ufut. Figure. 1 illustrates
the overall architecture of UniFluids.

Conditioning via a unified patch encoder. We extract
conditioning information from the history states Uhist using
a transformer-based patch encoder operating on the unified
4D patch tokenization introduced in Sec. 3.2. Specifically,
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we patchify Uhist into a sequence of spatiotemporal tokens
together with their explicit 4D integer coordinates {pi =
(ti, hi, wi, di)}. The encoder applies several self-attention
blocks over these tokens, where positional information is
injected through 4D RoPE parameterized by pi. The output
serves as dense conditioning tokens ctok for downstream
cross-attention.

In addition to dense conditions, we compute a compact
condition vector cg via two lightweight aggregation layers.
First, a temporal aggregation layer collapses the patch-
time axis with Fourier-featured weighting, following the
temporal pooling strategy in DPOT(Hao et al., 2024). We
denote the dense condition token at history timestep t ∈
{1, . . . , T} as ct,stok and s denotes the patch index at time t.
The temporal aggregation layer aggregates information for
each patch as:

c̃s =

T∑
t=1

Wt c
t,s
tok ⊙ exp

(
− iγ⊤ t̄

)
, (5)

where Wt is a learnable linear map, t̄ = t/T is the nor-
malized discrete timestep, and exp(−iγ⊤t̄) implements a
Fourier feature mapping of t̄ .

Second, a spatial aggregation layer performs Perceiver-
style pooling, i.e., a learnable query token attends to {c̃s}
to yield

cg = Attn(q, {c̃s}, {c̃s}) . (6)

Overall, the encoder outputs (ctok, cg), enabling the genera-
tive operator to condition on both fine-grained dense context
and a compact summary of the underlying dynamics.

Conditional flow-matching operator. Given condition-
ing representations (ctok, cg) extracted from Uhist, we learn
a conditional flow-matching operator for generating the fu-
ture window Ufut in one shot. Following the ODE view of
flow-based generative modeling, we define a linear interpo-
lation path between data and noise:

zt = t Ufut + (1− t) ϵ, t ∈ [0, 1], ϵ ∼ pnoise. (7)

We use Transformer-based model to predict the future field,

Ûfut = fθ(zt, t; ctok, cg). (8)

As pointed out in (Li & He, 2025), predicting the future field
Ûfut (named as x-prediction in (Li & He, 2025)) has benefit
when the data are located on low-dimensional subspace. We
defer the rationale of choosing x-prediction to Sec. 3.4. For
training, we supervise the model through the corresponding
velocity induced by Ûfut under Eq. (7),

v̂θ(zt, t; ctok, cg) =
Ûfut − zt
(1− t) + ε

, (9)

and minimize the standard flow-matching v-loss

Lv = Et,ϵ,Ufut

∥∥∥∥v̂θ(zt, t; ctok, cg)−
Ufut − zt
(1− t) + ε

∥∥∥∥2
2

. (10)

At inference, we solve the following ODE by using the
probability-flow ODE sampler,

dzt
dt

= v̂θ(zt, t; ctok, cg), z0 ∼ pnoise, (11)

and take z1 as the generated Ufut.

Architecturally, fθ is implemented as a coordinate-aware
transformer operator on the unified 4D patch tokenization
(Sec. 3.2). We patchify zt into 4D spatiotemporal tokens
with explicit coordinates, embed t and the dim type indi-
cator, and apply a stack of transformer blocks. Each block
performs (i) 4D-RoPE self-attention over noisy tokens to
model spatiotemporal interactions and (ii) cross-attention
from noisy tokens to the conditioning tokens ctok, with con-
ditioning injected through adaptive normalization (AdaLN)
using (t, cg). A final projection layer followed by unpatchi-
fication maps the token outputs back to the 4D tensor repre-
sentation, yielding Ûfut in Eq. (8).

3.4. The Effectiveness of x-Prediction

As introduced in previous section, the conditional flow-
matching operator is trained with the standard flow-
matching v-loss (ref. Eqn.(10)) but the neural network
performs x-pred: the network’s output is to represent the
state field Ufut and is analytically converted to the velocity v
through Eqn.(9) and Eqn.(11). The motivation for adopting
x-pred is based on observation from (Li & He, 2025): when
the effective dimension of the data is low, parameterize x
using the neural network is more effective than parameter
the velocity v or the noise ϵ in flow matching. We next
conduct analysis on the effective dimensions of the 1D, 2D
and 3D data.

Table 1. Effective-dimension diagnostics for PDE patch vectors.
V denotes the size of the patch vector.

Dim-d V Target PR ↓ EV90 ↓ EV90/d ↓

1D 48 x 1.14 1 0.0208
1D 48 ϵ 47.60 43 0.8958
1D 48 v 1.75 19 0.3958

2D 512 x 1.29 2 0.0039
2D 512 ϵ 471.99 428 0.8359
2D 512 v 18.05 276 0.5391

3D 5120 x 7.09 34 0.0066
3D 5120 ϵ 2763.10 2814 0.5496
3D 5120 v 139.13 1928 0.3766

Diagnostics on PDE patches. We randomly sample
n=6000 patch vectors from trajectories of the CFD-
1D/2D/3D subsets (compressible Navier–Stokes equation)

5



Submission and Formatting Instructions for ICML 2026

Figure 2. Eigen-spectra of covariance for PDE patch vectors
(log-scale), comparing targets x, ϵ, and v across 1D/2D/3D. Patchi-
fied PDE states concentrate variance in a small number of com-
ponents (fast spectral decay), whereas ϵ (and partially v) spans a
much larger effective dimension, making ϵ/v prediction increas-
ingly ill-conditioned as patch dimension grows.

of PDEBench. We apply per-vector root-mean-square
(RMS) normalization, and compute the covariance eigen-
spectrum {λi}Vi=1, where V denotes the size of the patch
vector. We summarize effective dimension using the partici-
pation ratio PR =

(
∑

i λi)
2∑

i λ
2
i

, EV90 (components explaining

90% variance) and EV90
d . Table 1 and Fig. 2 show that

x (i.e., the patch vectors) has rapid spectral decay, indi-
cating very low effective dimension, while ϵ is close to
full-dimensional and v lies in between. The disparity be-
tween the effective dimension and patch size becomes more
pronounced as spatial dimension grows from 1D to 2D/3D.

Implication. Several reasons can cause the low effective
dimension, such as correlations across spatial-temporal axes
and inter-channel dependencies. Under the large patch
size (e.g., 5120 for 3D case), directly predicting ϵ or v
requires modeling high-dimensional and near-isotropic tar-
gets, which is empirically unstable at fixed model width.
The diagnostic results on effective dimension of the patch
vectors motivate us to adopt the x-pred. By predicting x,
the network focuses on the structured low-dimensional com-
ponent and filters isotropic noise. This does not change
generation: we still obtain v via analytic conversion and in-
tegrate the same ODE. The ablation study in Sec. 4.5 shows
the effectiveness of the x-pred.

4. Experiments
4.1. Experimental Setup

Datasets. We primarily evaluate the performance of Uni-
Fluids on PDEBench (Takamoto et al., 2022), which cov-
ers 1D, 2D and 3D spatiotemporal PDE families with het-
erogeneous variable sets. Our evaluation suite includes:
(i) 1D Advection equation and 1D Burgers equation, both
modeling the evolution of a 1D scalar velocity field Vx;
(ii) 1D compressible Navier–Stokes equation (CFD-1D)

with variables (Vx, ρ, p), where ρ denotes density and p
denotes pressure; (iii) 2D compressible Navier–Stokes equa-
tion (CFD-2D) spanning multiple physical regimes, with
variables (Vx, Vy, ρ, p); (iv) 2D incompressible Navier–
Stokes equation (Incom-2D) with (Vx, Vy) and a particle
tracer field (particles); (v) Shallow-water equation
(SWE) with water depth h (water depth); (vi) Reaction–
diffusion equation with activator u and inhibitor v; and (vii)
3D compressible Navier–Stokes equation (CFD-3D) with
(Vx, Vy, Vz, ρ, p).

Baselines. We compare against two categories of base-
lines: (i)Task-specific models. These methods are trained
from scratch for each individual dataset listed above and
thus do not share knowledge across tasks. Following the
work (Chen et al., 2024), we include representative physics-
informed and operator-learning baselines: PINNs (Raissi
et al., 2019), U-Net (Ronneberger et al., 2015), and FNO (Li
et al., 2020). (ii) Unified pre-training models. These meth-
ods perform unified learning on multi-physics corpora to
acquire transferable representations, and then adapt to down-
stream cases. We include Multiple Physics Pretraining
(MPP) (McCabe et al., 2023), DPOT (Hao et al., 2024),
and OmniArch (Chen et al., 2024) as representative unified
modeling/pre-training baselines.

Training details. Unless otherwise specified, we use a sin-
gle set of optimization hyperparameters across all datasets.
We train the model end-to-end with AdamW optimizer and
a linear warmup followed by cosine learning-rate decay. We
apply mixed-precision training and gradient clipping for
stability. Under the conditional flow-matching objective,
we sample the continuous noise level using a logit-normal
parameterization, and employ condition dropout(Ho & Sali-
mans, 2022) to enable classifier-free guidance at inference
time. For generation, we solve the corresponding probabil-
ity flow ODE using a fixed-step Euler solver with a fixed
number of steps.

4.2. Main results

We evaluate UniFluids on the PDEBench subsets spanning
1D/2D/3D dynamics under a unified training recipe, and
report the relative L2-error (lower is better). Table 2 summa-
rizes the results, comparing against (i) task-specific models
trained per dataset, and (ii) unified pre-training baselines.

Overall, UniFluids achieves the strongest performance on
most regimes with unified spatiotemporal modeling. On
1D Advection, UniFluids-XL reaches 0.0028, yielding a
69.2% error reduction over the best reported baseline under
the same setting. For 2D compressible CFD, UniFluids-XL
consistently improves upon DPOT-L across all regimes: it
achieves up to 62.1% error reduction compared to DPOT-L.
On 2D incompressible Navier–Stokes, UniFluids-XL signifi-
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Table 2. Comparison of the relative L2-error on the PDEBench subsets used in this work (lower is better). “–” indicates that the result is
not reported by the corresponding baseline under the same setting. For the 2D CFD datasets, the parameters (η, ζ) = (0.1, 0.1). The
improvement is calculated by the best results of UniFluids and best results of the unified pre-training baselines.

METHODS
1D 2D CFD 2D 3D

CFD ADV. BUR. M = 1 M = 0.1 ALL SWE INCOM. CFD (TURB.)

Baselines – Task-specific models

PINNS – 0.8130 0.9450 – – – 0.0170 – –
U-NET 2.6700 0.7760 0.3201 – – – 0.0830 1.1200 0.7989
FNO 1.4100 0.0091 0.0174 – – – 0.0044 0.2574 0.3052

Baselines – Unified pre-training

MPP-L – – – – – – 0.0022 – –
DPOT-L – – – 0.0100 0.0087 0.0094 0.0020 – –
OMNIARCH-B 0.0340 0.0238 0.0089 – – – 0.0016 0.1726 0.5209
OMNIARCH-L 0.0250 0.0182 0.0063 – – – 0.0014 0.1494 0.4531

Unified pre-training on 1D/2D/3D data (ours)

UNIFLUIDS-S 0.0270 0.0050 0.0152 0.0086 0.0071 0.0079 0.0037 0.0303 0.4509
UNIFLUIDS-M 0.0274 0.0043 0.0131 0.0063 0.0050 0.0057 0.0033 0.0229 0.4483
UNIFLUIDS-L 0.0264 0.0037 0.0101 0.0052 0.0038 0.0045 0.0031 0.0224 0.4565
UNIFLUIDS-XL 0.0247 0.0028 0.0104 0.0046 0.0033 0.0040 0.0024 0.0198 0.4155

IMPROVEMENT 1.2% +69.2% -60.3% +54.0% +62.1% +57.4% -71.4% +86.7% +9.1%

cantly outperforms unified pre-training baselines, improving
over OmniArch-L from 0.1494 to 0.0198, corresponding
to 86.7% error reduction. On the subsets 1D CFD and 3D
CFD, UniFluids remains competitive despite using a single
unified architecture and training objective. In particular,
UniFluids achieves near-best performance on 1D CFD and
SWE, while providing a strong unified solution that avoids
dataset-specific designs. In 3D CFD, UniFluids-XL im-
proves over OmniArch variants, indicating the benefit of
unified conditional generative operator learning and x-pred
in high-dimensional regimes.

We visualize the predicted results of UniFluids on all data
subsets and show them in Figure 5-7 in Appendix. From
the visualization, we can conclude that UniFluids accurately
models the spatiotemporal dynamics of the PDEs.

4.3. Scaling experiments

To study scalability, we train four model sizes (S/M/L/XL)
(see details in Table 7 in Appendix) with the same train-
ing recipe, scaling capacity by increasing the embedding
width and the depth of both the condition encoder and the
flow-matching operator. All variants share the same 4D
patch size (pt, ph, pw, pd) = (2, 8, 8, 8) and MLP ratio of
4.0, with the number of attention heads following model
width. Figure 3 shows the validation loss over all PDE types.
We observe that larger models consistently achieve lower
validation loss (log-scale) and the gap widens over training,
indicating favorable scaling behavior. This trend transfers
to downstream accuracy (Table 2): UniFluids-XL improves
2D CFD All from 0.0079 to 0.0040 and 2D incompress-

Figure 3. Scaling behavior of validation loss. Validation loss
(log scale) across training epochs for UniFluids models of increas-
ing scale (S/M/L/XL). Larger models consistently achieve lower
validation loss, and the log-scale axis highlights the widening per-
formance gap as training progresses.

ible Navier–Stokes from 0.0303 to 0.0198, suggesting that
increased capacity is effectively utilized under the unified
representation across heterogeneous PDE families.

4.4. Transferability and Generalization of UniFluids

We evaluate the benefit of pretraining UniFluids from two
aspects: (i) in-domain adaptation efficiency on CFD, and (ii)
out-of-domain zero-shot generalization to unseen cases with-
out additional training. Note that the target CFD datasets are
included during pretraining; thus the in-domain experiment
isolates the effect of pretraining as an initialization under
the same data distribution.

In-domain adaptation on CFD. We study whether a uni-
fied pretrained operator can be efficiently specialized to a

7
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1D CFD 2D CFD 3D CFD

Figure 4. Validation loss versus epoch on CFD fine-tuning (S model), comparing training from scratch (w/o pretrain) and fine-tuning from
the foundation checkpoint (w/ pretrain) across 1D/2D/3D.

Table 3. Prediction-target ablation (S model). nRMSE ↓ on representative PDEBench subsets; “2D CFD (All)” averages the four CFD
regimes in our suite. ϵ-pred is omitted because training becomes numerically unstable (loss blows up to NaN/Inf under our unified
pipeline), so no valid nRMSE can be obtained.

METHOD
1D 2D 3D

ADV. BUR. CFD CFD (ALL) SWE . INCOM. CFD (TURB.)

x-pred 0.0052 0.0253 0.0267 0.0561 0.0099 0.0553 0.6749
v-pred 0.0706 0.0243 0.0635 0.8197 0.0334 0.5258 0.5545

Table 4. In-domain CFD adaptation (S model). nRMSE ↓. The 2D
result is reported on the subset (M,η, ζ) = (1, 10−1, 10−1).

METHOD 1D CFD 2D CFD 3D CFD

W/O PRETRAIN 0.0269 0.0063 0.5954
W/ PRETRAIN 0.0245 0.0049 0.5456

REDUCTION (%) 8.9% 22.2% 8.4%

single domain. Specifically, we fine-tune UniFluids-S on
1D/2D/3D CFD and compare against training from scratch
under identical architectures and optimization settings. As
shown in Figure 4, fine-tuning starts from a substantially
lower loss and converges faster, indicating that pretraining
provides a strong initialization for learning the CFD dynam-
ics. Table 4 further reports the final evaluation in terms of
nRMSE, demonstrating that fine-tuning consistently outper-
forms the training from scratch across CFD benchmarks.

Table 5. Zero-shot performance on unseen cases (without fine-
tuning). nRMSE ↓ (lower is better).

METHODS 2D-SHOCK 2D-KH 2D-TOV

FNO 0.7484 1.0891 0.5946
U-NET 1.6667 0.1677 0.4217
MPP-L 0.3243 1.3261 0.3025

UNIFLUIDS-XL 0.2160 0.3113 0.2159

Zero-shot generalization to unseen cases. We further
evaluate the UniFluids in a zero-shot setting by directly ap-
plying the pretrained model to unseen cases without any
additional training. Table 5 reports the nRMSE on three rep-
resentative 2D unseen benchmarks: Shock wave dynamics,
Kelvin–Helmholtz (KH) equation, and Orszag–Tang vortex

(TOV). Overall, UniFluids-XL achieves strong zero-shot
performance and remains competitive against specialized
baselines, demonstrating promising out-of-distribution zero-
shot generalization.

4.5. Ablation on x-Prediction

We ablate the output parameterization of the denoiser in
conditional flow-matching using UniFluids-S. We com-
pare predicting the clean field x (x-pred), the velocity field
v (v-pred), and the noise ϵ (ϵ-pred). For fair comparison,
all variants use the loss computed on the velocity v even
when predicting x or ϵ. We convert the output of the net-
work into v and perform ODE-based sampling. Table 3
reports nRMSE on representative PDEBench subsets. Over-
all, x-pred is consistently stable and accurate across all the
datasets, while v-pred is markedly less robust (especially on
2D CFD), and ϵ-pred fails to converge.

5. Conclusion
We introduced UniFluids, a conditional flow-matching op-
erator designed for unified modeling of solution operators
across the heterogeneous PDE datasets. It enables the gener-
ation of PDEs solutions with multi-dimensional and multi-
physics through a shared model. The adopted x-pred in
flow-matching to handle the low effective dimensional PDE
data significantly improves the prediction accuracy. Further-
more, the model displays considerable scalability and out-
of-domain generalization capabilities. Several directions
merit future exploration, such as incorporating additional
knowledge in the training process and leveraging single-step
generation techniques to accelerate sampling.
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Impact Statement
This paper aims to advance machine learning methods for
learning probabilistic solution operators of partial differen-
tial equations. If successful, the proposed approach could
reduce the computational cost of PDE simulation and en-
able faster scientific and engineering workflows (e.g., fluid
dynamics and related physical modeling). Potential risks
include misuse of model predictions as ground truth in
safety-critical settings, failure under distribution shift or
long-horizon extrapolation, and dual-use concerns in appli-
cations such as defense-related simulation. We encourage
responsible use, including uncertainty-aware evaluation, out-
of-distribution testing, and domain-expert validation when
deployed in high-stakes scenarios.
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A. Dataset Details
A.1. PDEBench Overview and Data Format

We build our pre-training and evaluation subsets primarily on PDEBench. Each dataset file is stored as a multi-array tensor
with shape (N,T,X, Y, Z, V ), where N is the number of trajectories, T the number of time steps, (X,Y, Z) the spatial grid
resolution, and V the number of physical variables (treated as channels). Following the common PDEBench protocol, we
split trajectories into 90% training and 10% test sets.

A.2. PDE Families and Quantities of Interest

Below we summarize the PDEs used in this work and the associated physical variables. We denote the velocity by v (or u in
1D), density by ρ, pressure by p, and water depth by h.

1D Linear Advection (1D Advection). We consider the 1D advection equation

∂tu+ β ∂xu = 0, (12)

where u(x, t) is the transported scalar/velocity and β is the advection speed.

1D Viscous Burgers (1D Burgers). We consider the viscous Burgers equation

∂tu+ u ∂xu = ν ∂xxu, (13)

where ν is the viscosity.

Compressible Navier–Stokes (CFD in 1D/2D/3D). For compressible flows, PDEBench uses an isothermal compressible
Navier–Stokes system

∂tρ+∇ · (ρv) = 0, (14)

ρ
(
∂tv + v · ∇v

)
= −∇p+ η∆v +

(
ζ +

η

3

)
∇(∇ · v), (15)

where η and ζ are viscosity coefficients. We use (ρ, p,v) as the predicted physical quantities for all 1D/2D/3D CFD subsets.

2D Reaction–Diffusion (diff react 2d). We use the 2D activator–inhibitor system (FitzHugh–Nagumo reactions) with
variables (u, v),

∂tu = Du∆u+Ru(u, v), (16)
∂tv = Dv∆v +Rv(u, v), (17)

where Ru, Rv are the reaction terms and Du, Dv the diffusion coefficients.

2D Shallow-Water Equations (swe pdb). We use the 2D SWE system

∂th+∇ · (hu) = 0, (18)

∂t(hu) +∇ ·
(
huu⊤ + 1

2grh
2I
)
= −grh∇b, (19)

where h is water depth, u is depth-averaged velocity, b is bathymetry, and gr is gravity.

2D Incompressible Navier–Stokes (ns2d incom). We use the incompressible Navier–Stokes equations with an external
forcing term f ,

∇ · v = 0, (20)
∂tv + v · ∇v = −∇p+ ν∆v + f . (21)

12
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Table 6. PDEBench subsets used in this work (variables and resolutions). N /T /Ns denote #trajectories, #timesteps, and spatial grid
resolution in the PDEBench release; Target Ns is our unified resolution.

Subset Dim physical variables N (T,Ns) Target Ns

1D Advection 1D (Vx) 80000 (201, 1024) 1024
1D Burgers 1D (Vx) 120000 (201, 1024) 1024
1D CFD (CNS) 1D (Vx, ρ, p) 50000 (101, 1024) 1024

2D CFD (CNS) 2D (Vx, Vy, ρ, p) 40000 (21, 5122) 1282

diff react 2d 2D (u, v) 1000 (101, 1282) 1282

swe pdb 2D (h) 1000 (101, 1282) 1282

ns2d incom 2D (Vx, Vy,particles) 1000 (1001, 2562) 1282

ns3d pdb (CNS) 3D (Vx, Vy, Vz, ρ, p) 700 (21, 1283) 643

A.3. Subsets Used in This Work and Pre-processing

Subset selection. In our implementation, we use the following PDEBench subsets: 1D Advection,
1D Burgers, 1D CFD; ns2d pdb M1 eta1e-1 zeta1e-1, ns2d pdb M1 eta1e-2 zeta1e-2,
ns2d pdb M1e-1 eta1e-1 zeta1e-1, ns2d pdb M1e-1 eta1e-2 zeta1e-2, swe pdb, diff react 2d,
ns2d incom; and ns3d pdb M1 turb, ns3d pdb M1 rand.

Unified target resolution. To support unified spatiotemporal tensor processing, we resample each trajectory to a fixed
target resolution per dimension: 1D: 1024 points; 2D: 128× 128; 3D: 64× 64× 64.

A.4. Datasets for Zero-shot Generalization

To assess out-of-domain generalization without any additional training, we evaluate our foundation model in a zero-shot
manner on several unseen PDEBench cases. All zero-shot datasets considered here are 2D compressible Navier–Stokes
flows, but correspond to distinct physical phenomena and regimes that are not included in our pre-training suite.

2D Shock tube (Shock). This dataset features shock waves characterized by abrupt discontinuities in flow properties
(e.g., density and pressure) and strong nonlinearity. We predict the standard compressible-flow quantities (ρ, p, vx, vy). The
data are provided as a high-resolution spatiotemporal trajectory (e.g., 1024× 1024 over ∼100 timesteps in the PDEBench
release).

2D Kelvin–Helmholtz Instability (KH). The KH dataset describes interfacial instability arising from velocity shear
(and/or density contrast) between two layers, leading to vortex roll-up and mixing. We again predict (ρ, p, vx, vy). The
dataset contains multiple trajectories generated with different physical parameters (e.g., Mach number and Reynolds-related
coefficients) and is evaluated by averaging across all provided samples.

Orszag–Tang Vortex (OTVortex). The Orszag–Tang vortex system is a canonical benchmark for compressible flows
with complex interacting vortical structures. It exhibits rapid formation of shocks and vortices from carefully designed
initial conditions. We predict (ρ, p, vx, vy) on the full trajectory (high-resolution spatial grids and ∼100 timesteps in the
PDEBench release).

B. Training Details
Optimization. Unless otherwise specified, we use a single set of optimization hyperparameters across all datasets and
model sizes. We train end-to-end with AdamW using a base learning rate of 10−4 and weight decay 10−4 for 200 epochs.
The learning rate follows linear warmup for 5% of the training steps and then cosine decay to a minimum learning rate of
10−6. We enable mixed-precision training and apply gradient clipping with a global norm of 1.0 for stability. We validate
every 5 epochs and periodically checkpoint the model during training.

Noise level sampling and guidance. Following the conditional flow-matching formulation, we sample the continuous
noise level t from a logit-normal distribution (parameterized by Pmean = −0.8, Pstd = 0.8) within t ∈ [Tmin, Tmax] where
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Table 7. Model scaling configurations used in this work.

Model d Le he Lj hj Params (M) Encoder/Flow-Matching Operator (M)

S 256 4 4 7 4 22.77 6.11 / 16.66
M 384 6 6 10 6 60.49 15.51 / 44.98
L 512 8 8 14 8 135.31 32.29 / 103.01
XL 1024 8 8 14 8 512.28 119.64 / 392.65

Tmin = 10−4 and Tmax = 1. We apply condition dropout with probability 0.1 to enable classifier-free guidance (CFG).
At inference, we solve the corresponding probability-flow ODE using a fixed-step solver (Euler by default; Heun when
specified), with 40 steps for final sampling (and 10 steps for fast evaluation). We use CFG scale 2.0 in our default setting.
In addition, we sample t = 0 with probability 0.1 during training to explicitly encourage reconstruction.

Data preprocessing. We normalize each channel using statistics computed from the conditioning history window, and
keep a unified variable vocabulary with a binary channel mask. To support unified training across dimensions, all trajectories
are resampled to a fixed target resolution per dimensionality: 1024 points for 1D, 1282 for 2D, and 643 for 3D. We use a
fixed history length of 10 frames and predict a horizon of 10 frames following previous works.

Batching and sampling across dimensions. To balance compute and memory across heterogeneous dimensionalities,
we use per-dimension batch sizes. Across all model sizes (S/M/L/XL), we use batch sizes {16, 8, 4} for {1D, 2D, 3D}
respectively. When pre-training on the mixed suite, we sample 1D and 2D subsets with uniform weights, and upweight 3D
subsets by a factor of 5 to compensate for their smaller corpus size.

Model scaling. We train four model sizes (S/M/L/XL) with the same data mixture and training recipe, and scale capacity
by increasing the embedding width as well as the depth of both the encoder and the flow-matching operator. All variants
share the same 4D patch size (pt, ph, pw, pd) = (2, 8, 8, 8), in the encoder, and the MLP ratio of 4.0. The attention head
numbers in both modules follow the model width (see Table 7).

Unified training with t=0 samples. Our model is trained with a rectified-flow/flow-matching velocity loss, but is
parameterized to predict the clean field. We adopt the unified training strategy of CoD(Jia et al., 2025) to explicitly inject a
distortion-oriented term by occasionally sampling the fully noised endpoint t=0. Concretely, we use the linear interpolation
path

zt = t x+ (1− t) ϵ, t ∈ [0, 1], ϵ ∼ N (0, I), (22)

where the rectified-flow velocity is v = x− ϵ. Our network outputs an x-prediction x̂θ = fθ(zt, t; c), which is analytically
converted to the velocity used by the sampler:

v̂θ(zt, t; c) =
x̂θ(zt, t; c)− zt

1− t
. (23)

We then minimize the standard velocity regression objective

Lv = Ex,ϵ,t

[∥∥v̂θ(zt, t; c)− (x− ϵ)
∥∥2
2

]
. (24)

Following CoD(Jia et al., 2025), with probability p0 we set t=0 (in our implementation, p0=0.1), and otherwise sample t
from the default continuous time distribution. At t=0, since z0 = ϵ, Eq. (23) becomes v̂θ = x̂θ − ϵ, and the velocity loss
reduces to a one-step reconstruction loss:

Lv

∣∣
t=0

=
∥∥(x̂θ − ϵ)− (x− ϵ)

∥∥2
2

= ∥x̂θ − x∥22. (25)

This provides explicit distortion supervision (aligned with our nRMSE-style evaluation) while keeping the same ODE-based
sampling at inference, since we still evolve zt by dzt/dt = v̂θ(zt, t; c).
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Table 8. Multi-resolution evaluation on 1D Burgers (nRMSE ↓, 110 test samples).

Target resolution nRMSE ↓

128 0.01077
256 0.01063
512 0.01082
768 0.01099
1024 0.01033

Table 9. Inference time (seconds) for one-shot generation of 10 frames on 1D Advection. Mean ± std over 10 runs.

Model 1 step 5 steps 40 steps

UniFluids-S 0.03617 ± 0.00023 0.16240 ± 0.00060 1.26670 ± 0.00355
UniFluids-M 0.05475 ± 0.00594 0.23163 ± 0.01024 1.80871 ± 0.01983
UniFluids-XL 0.06911 ± 0.00062 0.31227 ± 0.00126 2.45982 ± 0.03195

C. More Results
C.1. Multi-resolution support via unified representation and 4D RoPE

Our model operates on a unified 4D spatiotemporal representation (Sec. 3.2), where each patch token carries explicit integer
coordinates (t, h, w, d). Because positional encoding is injected through coordinate-parameterized 4D RoPE, the same
Transformer operator can be applied to inputs of different spatial resolutions (i.e., different token grids) without changing the
architecture. We evaluate a single trained model on 1D Burgers with different target resolutions; Table 8 shows consistently
low nRMSE across resolutions.

C.2. Inference time

We report wall-clock inference time for generating a 10-frame future window in one shot (i.e., a single sampling run
produces 10 frames simultaneously, rather than autoregressive rollout). We measure latency on 1D Advection with
batch size=1 and prediction steps=10, varying the number of ODE solver steps.

C.3. Visualizations.

For each dataset, we visualize a representative rollout segment from T+1 to T+6. The top row shows the ground-truth
future fields, and the bottom row shows the corresponding predictions from our model (visualizing one representative
variable/channel from the available physical variables).

D. Limitations
Resolution generalization is not fully free. While the unified 4D representation and 4D RoPE enable applying the same
architecture across different token grids, performance can still degrade when the test resolution differs substantially from the
training distribution, especially for sharp structures (e.g., shocks) and turbulence at high Reynolds numbers.

Sampling cost and deployment. Our flow-matching operator requires iterative ODE sampling; although this avoids
autoregressive rollout and enables parallel generation of a future window, the wall-clock latency still scales with the number
of solver steps. Exploring stronger distillation/acceleration (e.g., fewer-step samplers) is left for future work.
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Figure 5. Prediction results on 1D PDEBench subsets. From left to right: 1D Advection, 1D Burgers, and 1D CFD (compressible
Navier–Stokes). Each panel shows rollouts for time steps T+1 to T+6; the top row is ground truth and the bottom row is our prediction.

Figure 6. Prediction results on 2D PDEBench subsets. Top row: ground truth; bottom row: our prediction; shown for time steps T+1 to
T+6. We visualize (top-left) 2D CFD (compressible Navier–Stokes), (top-right) reaction–diffusion, (bottom-left) shallow-water equation,
and (bottom-right) 2D incompressible Navier–Stokes (with particle tracer).

Figure 7. Prediction results on the 3D CFD subset (compressible Navier–Stokes). We display rollouts for time steps T+1 to T+6; the top
row shows ground truth and the bottom row shows our prediction.
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