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High-Quality Exposure Correction with
Diffusion-Based Image Generation Priors
Ziwen Li, Meng Cao, Jinpu Zhang, Chunyang Li, Long Bao, Heng Sun, Yuehuan Wang

Abstract—Although most existing exposure correction methods
achieve high fidelity, they often place excessive focus on overall
pixel-wise accuracy, making it challenging to effectively model
extreme exposure regions, which results in suboptimal perceptual
quality. Recently, diffusion models have received significant
attention due to their remarkable performance in the realm
of image generation. However, their successful application to
exposure correction remains a challenging and open question.
The key challenge lies in generating accurate image structures
and maintaining high image fidelity during stochastic diffusion
processes. In this paper, we propose DPEC (Diffusion Prior-
based Exposure Correction), a novel framework for image
exposure correction that utilizes diffusion-based image generation
priors encapsulated in pre-trained large-scale diffusion models.
Specifically, we first propose an efficient fine-tuning strategy to
derive an exposure corrector from pre-trained models, enabling
the generation of enhanced images in a single-step denoising
process. Moreover, we seamlessly combine the strengths of
diffusion models and regression models, and design a joint
cross-attention module to integrate multi-scale diffusion prior
features, thereby effectively preserving high-frequency details
and minimizing random artifacts. The diffusion model focuses on
dealing with low-frequency content rather than all the intricate
texture details. The experimental results demonstrate that the
proposed DPEC method consistently outperforms existing state-
of-the-art methods on multiple exposure correction datasets,
whether in terms of fidelity, perceptual quality, or visual effects.

Index Terms—Image enhancement, exposure correction, diffu-
sion model, pre-trained model.

I. INTRODUCTION

Due to suboptimal exposure settings or undesirable lighting
conditions, improperly exposed images may suffer from issues
such as overly bright areas, excessively dark areas, or a
combination of both. These exposure-related issues not only
diminish the aesthetic quality of the image, causing unpleasant
visual effects, but also degrade the discriminative information
inherent within the image, making interpretation and analysis
challenging. Exposure correction aims to recover a well-
exposed image from an improperly exposed input. It serves
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as a critical preprocessing step for various computer vision
downstream tasks, such as autonomous driving [1] and video
understanding [2].

With rapid advancements of deep learning techniques,
learning-based exposure correction methods have seen a leap
in performance. Among these approaches, regression-based
methods treat the exposure correction task as an image-to-
image neural translation task, typically optimized with regres-
sion loss on paired datasets [3]–[5]. Nowadays, regression-
based methods have achieved significant success, especially
when evaluated using distortion-based metrics such as PSNR.
However, even these state-of-the-art regression methods face
significant challenges in modeling well extreme exposure
regions that lack sufficient structural information when recon-
structing clear images. One main reason is that the regression
loss equally treats each pixel in the image, focusing more on
the overall pixel differences. However, extreme exposure areas
usually occupy a small proportion of the entire image, which
results in their smaller contribution to the total loss, leading to
suboptimal perceptual quality. Consequently, how to improve
the perceptual quality while maintaining the fidelity remains
an urgent challenge.

Recently, diffusion models (DMs) and their successors, such
as Stable Diffusion (SD), have achieved impressive perfor-
mance in image generation tasks, capable of generating high-
quality and diverse images. Diffusion models introduce a step-
by-step denoising process, starting from pure white Gaussian
noise, and gradually refining the noisy image to ultimately
synthesize visually compelling results. During the training
process, the diffusion models learn from a large amount of
image data, mastering the structure, texture, and semantic
information of images, enabling them to effectively generate
images from scratch based on given conditional information.
As a result, diffusion models possess the powerful potential
to recover image content from extreme exposure areas with
missing information.

Furthermore, pre-trained image diffusion models are trained
on Internet-scale image collections, which provide a compre-
hensive encyclopedic visual representation of the real world.
This comprehensive repository of visual knowledge makes it
feasible to derive robust domain-specific models tailored for
tasks such as exposure correction. Building on this insight,
several recent approaches [6], [7] have emerged that utilize
the potential of pre-trained models for image restoration by
fine-tuning them to specific domains. These diffusion-based
methods have shown remarkable ability to generate realistic
image details.

Despite significant improvements in performance, these
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Fig. 1. Comparison of visual effects. The regression-based methods, including (b), (c), and (d), may struggle to recover extreme exposure regions. Figure (e)
shows the fine-tuned Stable Diffusion model, which exhibits artifacts and blurring effects in the results. Compared to these methods, our approach performs
better in terms of image quality, effectively reducing artifacts and preserving details more effectively.

methods are still constrained by inherent limitations for ex-
posure correction. 1) due to the inherent randomness of the
generation process, diffusion models are prone to produce
artifacts or misaligned details absent in the original input
image. For instance, as illustrated in Fig. 1, even after fine-
tuning SD using degraded images as input conditions, the
generated outputs still exhibit discordant elements, such as
pronounced artifacts in facial and hand regions. 2) The iterative
generation process of diffusion models is computationally
intensive, typically requiring a substantial number of sam-
pling steps. Although advanced sampling strategies have been
proposed to mitigate this issue, the overall computational
cost remains significantly high. 3) In order to process high-
resolution images, SD employs a VAE to compress the image
into a latent space to reduce the computational and memory
demands. However, the high compression rate (e.g., 1/8) of
the VAE leads to the loss of considerable high-frequency
details, resulting in severe blurring in the reconstructed images.
For exposure correction tasks, it is essential that the model
produce high-quality, high-resolution enhanced images within
a reasonable timeframe while preserving fine details and
avoiding discordant artifacts. Nonetheless, the aforementioned
challenges lead to suboptimal performance when fine-tuning
diffusion models with existing strategies.

To overcome the above barriers, in this work, we propose
a novel Diffusion Prior-based Exposure Correction (DPEC)
method, which leverages the powerful diffusion-based image
generation priors encapsulated in a pre-trained large-scale
image diffusion model. We first present a simple and effi-
cient fine-tuning strategy to transform a pre-trained diffusion
model into an exposure correction model. Specifically, the
input to the denoising UNet is modified from pure noise to
a combination of degraded images and noise maps. Since
the input already contains most of the pixel structure of
the expected image, the denoising pathway can be greatly
streamlined. By focusing on a specific level of denoising, our
method enables high-quality image generation in just a single
step, thus reducing inference time. Furthermore, given the
advantages of regression-based methods in terms of fidelity,
we integrate diffusion models with regression-based models to
preserve image details and avoid artifacts. Unlike previous ap-

proaches that rely on traditional backbones for vanilla feature
extraction, we seamlessly integrate generators and regressors
as image backbones. Specifically, low-resolution components
are fed into the fine-tuned denoising UNet, and multi-scale
diffusion priors are hierarchically integrated into the regression
model through a proposed joint cross-attention module. In
this way, by focusing on recovering the low-frequency content
during the diffusion process, we fully exploit the generative
benefits of diffusion model and minimize random artifacts.
Simultaneously, the regression model effectively preserves
the high-frequency details. Equipped with the above design,
our method consistently reconstructs high-quality enhanced
results. Extensive experiments on several exposure correction
datasets confirm that our proposed DPEC outperforms state-
of-the-art methods in terms of fidelity, perceptual quality, and
visual effect.

The main contributions are summarized as follows:
• We delve into the utilization of pre-trained diffusion

models to achieve high-quality exposure correction and
propose a novel Diffusion Prior-based Exposure Correc-
tion (DPEC) method.

• We propose a simple and efficient fine-tuning strategy to
derive an exposure correction model that requires only a
single inference step.

• We seamlessly integrate the advantages of diffusion
models and regression models, avoiding artifacts while
preserving details. Additionally, we design a joint cross-
attention module to hierarchically integrate diffusion prior
features.

• We validate the effectiveness of the proposed method on
multiple datasets. Extensive experiments demonstrate that
the proposed method achieves competitive performance
in terms of fidelity, perceptual quality, and visual effects.

II. RELATED WORK

A. Exposure Correction

1) Traditional Methods: Traditional exposure correction
methods typically rely on hand-crafted priors to adjust image
contrast, employing techniques such as histogram equaliza-
tion [8]–[10], curve adjustment [11], [12] and Retinex-based
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decomposition [13]. Histogram equalization redistributes pixel
intensities for more uniform brightness, while curve adjust-
ment utilizes predefined nonlinear mappings (e.g., gamma
correction) to adjust brightness. Retinex-based methods de-
compose images into illumination and reflectance components
and enhance them separately. Wang et al. [14] applied a bright-
pass filter with double logarithmic transformation for non-
uniform illumination. Li et al. [15] incorporated noise maps to
improve robustness, and Fu et al. [16] developed a weighted
variational model to preserve details and suppress noise. Zhang
et al. [17] introduced perceptual similarity constraints for
illuminance map estimation, and Zhang et al. [18] proposed a
dual illuminance estimation method addressing both underex-
posure and overexposure. Despite their effectiveness in specific
scenarios, these methods often depend heavily on hand-crafted
priors, leading to suboptimal performance in complex scenes.

2) Deep Learning-based Methods: Recently, deep learning-
based methods have achieved impressive performance. Some
methods focus on underexposed image enhancement and can
be divided into two main categories. One class of methods [4],
[19]–[24] combines deep neural networks with physical mod-
els in a data-driven manner. For instance, RetinexNet [25],
[26] and KinD [27], [28] employ multilevel sub-networks
for Retinex decomposition, light enhancement and reflection
denoising. RUAS [29] utilizes a collaborative search strategy
to discover the optimal compact Retinex-inspired network.
URetinexNet [30] unfolds the optimization process of Retinex
decomposition through deep neural networks. HDRNet [31]
predicts local affine transformation coefficients with learn-
able bilateral grid up-sampling for real-time enhancement.
DeepUPE [32] refines light map estimation to correlate in-
puts with enhanced results. SCI [33] proposed a cascading
process to learn an illumination map, and Zero-DCE [34],
[35] iteratively estimates light enhancement curves to im-
prove the dynamic range. Another class of methods directly
learn image-to-image mappings through end-to-end learning,
adopting various techniques such as Laplacian pyramid [36],
[37], wavelet transform [38]–[40], generative adversarial net-
work [41]–[45], normalized flow [46], Transformer [47]–[49]
and semantic guidance [50], [51]. Yang et al. [52] proposed
a semi-supervised learning framework to improve fidelity and
perceptual quality. Wu et al. [51] used semantic segmentation
maps to guide enhancement, and SNRNet [47] introduces
an SNR-guided self-attention for spatially varying dynamic
enhancement.

Recently, some methods have started to focus on both
overexposure and underexposure issues, aligning more closely
with practical applications. Afifi et al. [3] designed a coarse-to-
fine multi-scale network and proposed a large-scale exposure
correction dataset. Huang et al. [53], [54] proposed to learn
exposure-invariant feature spaces to narrow the gap between
different exposure levels. FECNet [55] decomposes and re-
constructs the brightness and structure components within the
Fourier domain and incorporates spatial interactions. Wang et
al. [56] proposed frequency domain decomposition in con-
volution to enhance contrast and detail. CuDi [57] designed
the curve distillation technique to approximate the iterative
processes of the traditional curve framework to improve the

speed of inference. Wang et al. [4] introduced local color
distributions to tackle non-uniform illumination. Huang et
al. [58] addressed optimization conflicts by learning the sam-
ple relation within the mini-batch. CLIP-LIT [59] proposed
to utilize the CLIP to learn initial prompt pairs and train
unsupervised enhancement networks. CoTF [60] proposes a
collaborative transformation framework and adaptive sampling
strategies for real-time exposure correction. Li et al. [61]
proposed an omnidirectional spectral Mamba architecture with
a dual-domain prior generator for exposure correction. Huang
et al. [62] leveraged CLIP to jointly restore image structure
and perceptual quality in exposure correction.

However, most methods utilize a regression-based learning
paradigm, which tends to place under emphasis on fidelity
metrics while neglecting the importance of perceptual quality.
In contrast, our method seamlessly integrates diffusion models
and regression models, leveraging the generation priors encap-
sulated in the pre-trained diffusion models to achieve superior
performance.

B. Diffusion Models
Denoising Diffusion Probabilistic Models (DDPMs) [63]

have emerged as a highly effective generative framework,
demonstrating state-of-the-art performance in image synthesis.
DDPM consists of a forward process that gradually adds noise
and a backward process that removes it. DDIMs [64] extend
DDPMs by introducing non-Markovian paths that significantly
reduce the number of sampling steps while maintaining high-
quality synthesis. Conditional diffusion models [65], [66]
extend this framework by incorporating additional condi-
tional information to guide the generation process, facilitating
controlled generation and expanding the scope of potential
applications. Rombach et al. developed a Stable Diffusion
(SD) [67] that operates within the latent space of VAE
compression. Trained on the large-scale LAION-5B dataset,
this model encodes an extensive collection of Internet images
into its weights, endowing it with rich priors for natural image
generation. As a result, the SD is capable of producing a
diverse range of high-quality images. Recently, many methods
have emerged that leverage pre-trained generative priors for
image restoration tasks, e.g., StableSR [6], DiffBIR [68]
and PASD [7]. These methods typically fine-tune pre-trained
Stable Diffusion models by means of ControlNet [69], which
has demonstrated an excellent ability to generate realistic
image details. ExposureDiffusion [70] introduced a diffusion-
based framework that models the exposure process as a
reverse diffusion for image enhancement. Diff-Retinex [71]
combined Retinex decomposition with generative diffusion
models, utilizing the diffusion process to refine illumination
and reflectance components.

Beyond 2D image tasks, there is a growing interest in
leveraging diffusion priors for more complex applications,
including 3D/4D reconstruction, scene generation, and phys-
ical modeling. For instance, DimensionX [72] uses video
diffusion models to provide spatio-temporal priors for 3D/4D
reconstruction, VideoScene [73] distills video diffusion models
for 3D scene generation, ReconX [74] employs video diffu-
sion priors for sparse-view reconstruction, and Physic3D [75]
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Fig. 2. The diagram illustrating the training and inference process of the fine-tuning strategy. Starting from the pre-trained stable diffusion model, we achieve
conditional control by concatenating images with noise and inputting them into the U-Net. During the training process, we fine-tune the parameters of the
U-Net using fixed time steps and optimize through the v-predicted objective function. In the inference process, we use single-step sampling to generate images.

distills physical priors from video diffusion models. These
works demonstrate the potential of diffusion priors to provide
structured guidance beyond standard image synthesis tasks.

However, exposure correction imposes high demands on
preserving image details and avoiding artifacts. Given the
randomness of diffusion models and their high computational
cost, how to effectively leverage the prior knowledge embed-
ded in pre-trained diffusion models for image generation for
exposure correction remains a significant challenge. In this
study, we delve into the potential of achieving high-quality
exposure correction based on pre-trained diffusion models,
providing new perspectives for this field.

III. METHOD

In this section, we first review the theoretical background of
diffusion models. Then, we describe the detailed workflow of
DPEC, including the fine-tuning strategy and the architecture
design. Finally, we introduce the two-stage training strategy.

A. Preliminaries

Denoising diffusion probabilistic models (DDPMs) are a
class of latent variable models based on Markov chains. The
core idea is to gradually diffuse the complex data distribution
to a simple prior distribution (e.g., Gaussian distribution) and
then learn the inverse process by training a parameterized
network. In order to control the direction of generation,
the conditional diffusion generative model trains a neural
network to model the conditional distribution P (y|x), where
the condition x represents the conditional information, and y
corresponds to the target distribution.

Diffusion models consist of two processes: a forward pro-
cess that progressively adds noise to the data, and an inverse
process that iteratively predicts denoised samples. The forward
process starts with a given data distribution y0 ∼ q(y). By
progressively adding Gaussian noise, it generates a noisy sam-
ple yt at each timestep t. This process can be mathematically
expressed as:

yt =
√
ᾱty0 +

√
1− ᾱtϵ (1)

where {αt}Tt=1 is the noise schedule, and ϵ ∼ N (0, I)
represents Gaussian noise sampled from a standard normal
distribution.

Conversely, the reverse process aims to reconstruct the
original data from its ultimate noisy state. Beginning with
yT ∼ N(0, I), the process iteratively refines the data, progres-
sively transforming the noisy variable yt into a cleaner version
yt−1 at each timestep t. This is achieved by the denoising
model ϵθ with learned parameters θ. The objective function
of the training process LMSE aims to make the generated data
approximate the true data distribution, which is formulated as

LMSE = Et,x,ϵ∼N (0,I) ∥ϵθ(yt, t, x)− ϵ∥22 , (2)

where t is uniformly sampled from {1, ..., T}.
Nevertheless, the implementations of numerous leading

methods remain unavailable to the public. Stable Diffusion
is the first publicly available large-scale model, significantly
contributing to the widespread application of image synthesis.
It provides rich prior knowledge for image generation, which
can be further fine-tuned to meet specific domain requirements.

B. Fine-Tuning Strategy

Training diffusion models from scratch demands substantial
data and computational resources, so we leverage pre-trained
Stable Diffusion models as a foundation. In this work, we
formulate exposure correction as a conditional denoising dif-
fusion generation problem and use the degraded input image
as conditional information. Building on this, we propose an
efficient fine-tuning strategy that adapts the model to exposure
correction tasks with minimal modifications to the model
components. Fig. 2 illustrates the pipeline of our fine-tuning
strategy.

1) Architecture Modification: The core objective of VAE
training is to achieve compression and reconstruction of high-
resolution images. However, VAE reconstruction may lose
high-frequency details and introduce artifacts. Considering the
additional computational overhead brought by VAE, we chose
to remove it, directly using downsampled images as input and
relying on a regression model to ensure the recovery of high-
frequency details. To further simplify the model, we disable
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Fig. 3. Our DPEC overall framework: (a) Diffusion model: Perform single-step denoising in the low-resolution space. (b) Regression model: Use a hierarchical
encoder-decoder structure and effectively integrate multi-scale diffusion prior features. (c) Joint Cross-Attention Module (JCAM): Compute joint cross-attention
between diffusion features and regression features.

the text conditioning by setting the text encoding to an empty
string. Although additional adapters are often used to incor-
porate conditional guidance, they increase model complexity.
To control the generation direction with minimal architectural
modifications, we propose concatenating the downsampled
image x and the noisy image yt along the channel dimension
as inputs to the network, represented as ŷ = [yt, x]. Conse-
quently, the input convolution layer of the UNet is modified to
accommodate 6 input channels, corresponding to the increased
dimensionality. To gradually integrate conditional information,
we adopt zero convolution weight initialization, where the
convolution layer weights corresponding to the condition x
are initialized to zero. In addition, considering the impact of
resolution on the signal-to-noise ratio of noisy images, we
select a fixed input resolution of 64× 64, consistent with the
original Stable Diffusion model.

2) Single-Step Generation: Most existing text-guided dif-
fusion models generate almost every pixel from scratch and
typically adopt a step-by-step iterative approach to gradually
approximate the target image. However, the exposure correc-
tion task is quite different. The input image ŷ contains the
poorly exposed image that already provides the basic pixel

structure of the expected image. Therefore, the target image
can be approximated more efficiently during the generation
process. In the DDIM sampling process, we found that a
single sampling step is sufficient to generate high-quality
and clear images, without relying on the multi-step diffusion
process typically used in text-to-image generation. Further-
more, increasing the number of time steps provides almost
no additional improvement in the quality of the generated
images. Based on this observation, we further explored how to
better utilize input information, reduce redundant calculations
and unnecessary randomness, and achieve efficient generation
through single-step sampling.

We argue that denoising UNet is a network specifically
designed to remove a wide range of Gaussian noises, and can
adaptively adjust its denoising strategy based on the intensity
of the input noise. However, having a single network learn
to remove multiple intensities of noise (e.g., the common
1000) would have a significant learning burden. To reduce
the complexity of learning, we choose to focus on denois-
ing tasks with specific intensity levels. Doing so helps the
model to understand and process this specific level of noise
more accurately, thus allowing the model to generate high-
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quality images in just a single step. Since different timesteps
correspond to different noise intensities, we fixedly choose a
timestep t during the training process. To maintain consistency
between training and testing, we use the maximum timestep
T during training. With this way, the model is directed to
focus on a single intensity of noise removal, which improves
denoising effectiveness and inference efficiency.

3) Parameterization: We parameterize the UNet using the
v-prediction strategy, which works well in image generation
tasks. Specifically, the UNet model is fine-tuned to use the
diffusion loss Ldiff , which is expressed as

Ldiff = Ex,y,t,ϵ

[∥∥(√ᾱtϵ−
√
1− ᾱty

)
− vθ(x, yt, t)

∥∥2
2

]
,

(3)

where t is set to T , vθ(x, yt, t) is the UNet prediction and
y is the ground truth image. During the sampling stage, after
getting vθ(x, yt, t), we can directly get the generated image
by calculating:

y0 =
√
ᾱtyt −

√
1− ᾱtvθ(x, yt, t), (4)

where y0 is the enhanced result , t is T and yT ∼ N(0, I).

C. Multi-Scale Integration Architecture

Given the advantages of regression models in terms of
fidelity and the effectiveness of multi-scale design, we in-
troduce a multi-scale integration architecture, as shown in
Fig. 3. The goal is to effectively fuse the diffusion prior feature
with regression models to obtain better fidelity and perceptual
quality.

For a given image I ∈ Rh×w×3, we first downsample
it to obtain a fixed-resolution version Ilow, which is then
processed by the diffusion model. During the downsampling
process, high-frequency details are lost, leaving Ilow to pri-
marily retain low-frequency information. Consequently, the
diffusion model generates image content that is dominated by
low-frequency components. Specifically, we first use the fine-
tuned denoising UNet to process Ilow, producing a result ˆIlow
with high perceptual quality. Since the low-resolution image
inherently contains fewer details, this effectively prevents the
introduction of unnecessary artifacts during generation. Then,
we concatenate the features from the last layer of the UNet
with the generated image ˆIlow to construct the diffusion prior
features X .

Next, we feed the original resolution image I into an
encoder-decoder structure. Both the encoder and decoder are
composed of multiple Transformer blocks operating along
the channel dimension, efficiently capturing global contextual
feature Y . This process is conducted at the original resolution,
enabling better preservation of high-frequency details. Addi-
tionally, we propose a joint cross-attention module to further
fuse diffusion prior features across multiple scales. By inte-
grating hierarchical diffusion priors, our approach seamlessly
combines the advantages of both diffusion and regression
models. The diffusion model generates missing content, while
the regression model refines high-frequency structures. This
complementary synergy leads to remarkable improvements in
both fidelity and perceptual quality.

D. Joint Cross-Attention Module

After extracting the diffusion features X and regression
features Y , it is crucial to fuse these two complementary
features. X has good perceptual quality, while Y contains fine
image details. Previous methods often adopt a cross-attention
mechanism, which is an asymmetric fusion strategy where
conditional features are only used to compute attention weights
without directly participating in the weighted summation. This
design may limit the ability to fully integrate information from
both features, leading to suboptimal results.

To this end, we design a Joint Cross-Attention Module
(JCAM), as depicted in Fig. 3(c). The JCAM enables the
interaction of two features during the computation of attention
weights and the generation of fused features. This ensures
symmetric information transmission and thorough interaction,
achieving a more comprehensive fusion of both features.
Specifically, for given features X and Y , we first perform
layer normalization on them separately. Then, we transform
them into query (Q), key (K), and value (V) matrices. The
transformation formulas are as follows:

QX = WX
Q X, KX = WX

K X, VX = WX
V X, (5)

QY = WY
Q Y, KY = WY

KY, VY = WY
V Y, (6)

where WX
Q ,WX

K ,WX
V ,WY

Q ,WY
K ,WY

V are linear transforma-
tion matrices. Next, we concatenate the key and value matrices
of features X and Y to obtain:

Kcat = [KX ,KY ], (7)
Vcat = [VX , VY ]. (8)

We then compute the attention weight matrices AX and AY

by conditioning on QX and QY with the concatenated key
matrix Kcat, which is formulated as

AX = softmax
(
QXKT

cat√
C

)
, (9)

AY = softmax
(
QY K

T
cat√

C

)
, (10)

where C is the dimension of the key matrix, acting as a scaling
factor. To reduce computational burden, we perform cross-
attention calculations along the channel dimension rather than
the spatial dimension. Finally, we use the attention weight
matrices to compute the weighted sum of features, obtaining
FX and FY :

FX = AXVcat, (11)
FY = AY Vcat. (12)

Subsequently, we combine these two features and apply a
linear projection to obtain the final output. Finally, we enhance
the feature representation through a feedforward network.
JCAM effectively integrates diffusion features and regression
features, thereby better maintaining fidelity and perceptual
quality.

E. Training

We adopt a two-stage training strategy to train DPEC,
which involves fine-tuning the Stable Diffusion and training
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the regression network. In the first stage, we fine-tune the
denoising UNet under the guidance of Ldiff using proposed
fine-tuning strategy.

In the second stage, we fix and freeze the parameters of
the UNet, then train the network to learn regression-based
image reconstruction capabilities. Consistent with previous
works [53], we use regression loss Lreg to reconstruct well-
exposed images. The regression loss consists of the L1 loss
L1, the perceptual loss Lper, and the SSIM loss Lssim. The
loss function is defined as

Lreg = L1 + αLper + βLssim (13)

where α and β are the weight coefficients of the respective
losses.

F. Discussion

Single-step sampling. Our single-step sampling strategy is
further optimized based on the DDIM sampling method. As a
general sampling strategy, DDIM typically requires multiple
iterative denoising steps to achieve high-quality generation.
However, in our experiments, we observed that for tasks such
as exposure correction, where low-quality images serve as
conditions, the input itself already provides most of the struc-
tural information of the target image. In this case, the model
only needs to refine illumination and details during sampling,
rather than reconstructing the image step by step from noise
as in generic generation tasks. Therefore, single-step sampling
is sufficient to produce high-quality results, while multi-step
sampling does not bring significant improvements. Moreover,
to further reduce the learning difficulty, we focus on a fixed
noise level during training instead of training across multiple
noise levels. This design effectively alleviates the model’s
learning burden and allows it to concentrate more on the
optimization objectives of the task itself. In summary, our
approach is a task-specific optimization of DDIM tailored
for exposure correction. By combining single-step sampling
with fixed noise, we significantly improve inference efficiency
while maintaining generation quality, and we simplify the
training process, making it more efficient and better aligned
with the practical requirements of exposure correction.

Integration of diffusion and regression models. Unlike
StableSR [6], our method introduces a regression model to
ensure higher fidelity. Specifically, simply fine-tuning Stable
Diffusion is insufficient to guarantee realistic results. On
the one hand, diffusion models may generate artifacts or
misaligned details; on the other hand, the high compression
rate of the VAE makes it difficult to preserve high-frequency
details, leading to blurry results. Therefore, directly fine-tuning
Stable Diffusion is not ideal for exposure correction tasks. To
address this, our method assigns Stable Diffusion to process
only the low-frequency components of the image, while the
high-frequency details are entirely preserved by the regression
model.

Difference from existing diffusion-based exposure cor-
rection methods. Compared with existing diffusion-based
exposure correction methods, our approach differs significantly
in several aspects. In terms of leveraging the diffusion prior,

[71] only uses the diffusion model for Retinex reconstruction,
without fully exploiting the generative prior. In contrast, our
method leverages the diffusion prior to more effectively con-
strain the output distribution, leading to reconstructions with
improved fidelity and perceptual quality. Regarding the learn-
ing paradigm, [76] employs unsupervised learning, performing
luminance correction via Fourier domain decomposition and
guiding image restoration with unsupervised loss; [77] relies
on zero-shot conditional generation, producing results based
on conditional prompts but lacking explicit supervisory sig-
nals. By comparison, our method adopts supervised learning,
using paired data and well-defined loss functions to directly
optimize the target image quality. Concerning the integration
of diffusion and regression models, [76], [77] rely solely
on diffusion models, while [78] follows a regression-then-
diffusion strategy, which limits detail preservation and results
in suboptimal enhancement. Our two-stage strategy seamlessly
combines diffusion and regression: it first leverages the diffu-
sion model to generate a high-quality initial representation, and
then integrates the diffusion prior into a regression model. This
design effectively preserves fine high-frequency details while
maintaining global consistency. Furthermore, in terms of fine-
tuning and inference efficiency, existing methods typically rely
on multi-step sampling, which is computationally expensive.
To address this, we design a single-step sampling strategy
that significantly improves inference speed while maintaining
enhancement quality.

IV. EXPERIMENTS

A. Experimental Settings

1) Datasets: To evaluate the performance of our pro-
posed method, we conducted experiments on three benchmark
datasets: LCDP [4], MSEC [3] and SICE [5]. Specifically,
the LCDP dataset primarily contains scenes with non-uniform
illumination, featuring both overexposed and underexposed
regions within a single image. It comprises 1415 training
images, 100 validation images, and 218 test images. The
MSEC dataset contains multi-exposure scenes with various ex-
posure levels, including 17,675 training images, 750 validation
images, and 5,905 test images. For the SICE dataset, following
the setup in [53], we use the second and the penultimate
exposure subsets to represent overexposed and underexposed
images, respectively. The middle exposure subset serves as the
reference images. The SICE dataset consists of 1,000 image
pairs for training and 60 image pairs for testing. Additionally,
we also evaluate the generalization performance using the
unlabeled LIME, DICM, and NPE datasets.

2) Implementation Details: We employed the Stable Dif-
fusion v2-base as our foundational pre-trained model and
achieved stable optimization through the two-stage training
strategy. In the first stage, we configured the learning rate
to 5 × 10−5, the batch size to 4, and the image patch
size to 64 × 64. The Adam [81] optimizer with parameters
set to β1 = 0.9 and β2 = 0.999 was utilized to update
the parameters. The first stage comprised a total of 100K
iterations. During the second stage, the initial learning rate
was set to 4 × 10−4 and was gradually reduced by a cosine
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TABLE I
QUANTITATIVE COMPARISON ON MSEC AND SICE DATASETS IN TERMS OF PSNR, SSIM, LPIPS, AND NIQE. THE BEST RESULTS ARE

HIGHLIGHTED IN BOLD.

Methods
MSEC SICE

Under Over Average Under Over Average
PSNR SSIM PSNR SSIM PSNR SSIM LPIPS NIQE PSNR SSIM PSNR SSIM PSNR SSIM LPIPS NIQE

HE [8] 16.52 0.6918 16.53 0.6991 16.53 0.6959 0.2920 3.74 14.69 0.5651 12.87 0.4991 13.78 0.5376 0.3738 3.49
CLAHE [9] 16.77 0.6211 14.45 0.5842 15.38 0.5990 0.4744 3.87 12.69 0.5037 10.21 0.4847 11.45 0.4942 0.4688 3.82
LIME [79] 13.98 0.6630 9.88 0.5700 11.52 0.6070 0.2758 3.67 16.48 0.5832 6.67 0.4041 11.58 0.4937 0.3712 3.26
WVM [16] 18.67 0.7280 12.75 0.6450 15.12 0.6780 0.2284 3.68 15.16 0.5915 8.03 0.4485 11.60 0.5200 0.3432 3.10

RetinexNet [25] 12.13 0.6209 10.47 0.5953 11.14 0.6048 0.3209 4.06 12.94 0.5171 12.87 0.5252 12.90 0.5212 0.4312 3.52
URetinexNet [30] 13.85 0.7371 9.81 0.6733 11.42 0.6988 0.2858 3.73 17.39 0.6448 7.40 0.4543 12.40 0.5496 0.3549 3.50

DRBN [52] 19.74 0.8290 19.37 0.8321 19.52 0.8309 0.2795 3.91 17.96 0.6767 17.33 0.6828 17.65 0.6798 0.3891 3.53
SID [80] 19.37 0.8103 18.83 0.8055 19.04 0.8074 0.1862 3.74 19.51 0.6635 16.79 0.6444 18.15 0.6540 0.2417 3.70

MSEC [3] 20.52 0.8129 19.79 0.8156 20.08 0.8145 0.1721 3.68 19.62 0.6512 17.59 0.6560 18.58 0.6536 0.2814 2.88
Zero-DCE [34] 14.55 0.5887 10.40 0.5142 12.06 0.5441 0.2923 3.74 16.92 0.6330 7.11 0.4292 12.02 0.5311 0.3532 3.24

Zero-DCE++ [35] 13.82 0.5887 9.74 0.5142 11.37 0.5583 0.3121 3.77 11.93 0.4755 6.88 0.4088 9.41 0.4422 0.3623 3.27
RUAS [29] 13.43 0.6807 6.39 0.4655 9.20 0.5515 0.4819 5.91 16.63 0.5589 4.54 0.3196 10.59 0.4393 0.5122 6.79

SCI [33] 9.97 0.6681 5.83 0.5190 7.49 0.5786 0.3116 3.73 17.86 0.6401 4.45 0.3629 12.49 0.5051 0.4239 3.54
PairLIE [22] 11.78 0.6596 8.37 0.5887 9.73 0.6171 0.3605 4.27 16.67 0.5995 6.26 0.3846 11.47 0.4921 0.4138 3.96

ENC-SID [53] 22.59 0.8423 22.36 0.8519 22.45 0.8481 0.1827 4.53 21.30 0.6645 19.63 0.6941 20.47 0.6793 0.2797 3.47
ENC-DRBN [53] 22.72 0.8544 22.11 0.8521 22.35 0.8530 0.1724 4.61 21.77 0.7052 19.57 0.7267 20.67 0.7150 0.2318 3.33

CLIP-LIT [59] 17.79 0.7611 12.02 0.6894 14.32 0.7181 0.2506 3.58 15.13 0.5847 7.52 0.4383 11.33 0.5115 0.3560 3.49
FECNet [55] 22.96 0.8598 23.22 0.8748 23.12 0.8688 0.1419 3.78 22.01 0.6737 19.91 0.6961 20.96 0.6849 0.2656 3.58
LCDPNet [4] 22.35 0.8650 22.17 0.8476 22.30 0.8552 0.1451 3.66 17.45 0.5622 17.04 0.6463 17.25 0.6043 0.2592 3.05

Diff-Retinex [71] 21.95 0.8375 21.81 0.8312 21.87 0.8337 0.2135 3.83 20.16 0.6541 19.50 0.6865 19.83 0.6753 0.2637 3.48
FourierDiff [76] 20.47 0.7320 19.07 0.7145 19.63 0.7215 0.2895 4.14 17.93 0.5784 17.17 0.6106 17.55 0.5945 0.3314 3.36

Sagiri [78] 20.22 0.6915 20.07 0.6925 20.13 0.6921 0.2207 3.79 19.63 0.6175 18.23 0.6469 18.93 0.6322 0.2283 3.42
PASD [7] 21.47 0.6943 20.77 0.6800 21.05 0.6857 0.1964 3.88 18.86 0.5973 17.56 0.6353 18.21 0.6113 0.2351 3.39

StableSR [6] 21.85 0.7028 21.67 0.7156 21.74 0.7105 0.1892 3.80 19.83 0.6139 17.63 0.6349 18.73 0.6244 0.2265 3.53
DiffBIR [68] 21.63 0.7011 21.56 0.7063 21.59 0.7042 0.1931 3.76 19.52 0.5948 17.76 0.6366 18.64 0.6157 0.2274 3.42
CoTF [60] 23.36 0.8630 23.49 0.8793 23.44 0.8728 0.1232 3.70 22.90 0.7029 20.13 0.7274 21.51 0.7151 0.1924 3.13

Ours 23.27 0.8654 23.31 0.8795 23.29 0.8736 0.1208 3.74 23.59 0.7106 21.56 0.7377 22.57 0.7241 0.1668 3.28

TABLE II
QUANTITATIVE COMPARISON ON LCDP DATASETS IN TERMS OF PSNR,
SSIM, LPIPS, AND NIQE. THE BEST RESULTS ARE HIGHLIGHTED IN

BOLD.

Methods PSNR SSIM LPIPS NIQE

HE [8] 15.98 0.6840 0.3871 3.7327
CLAHE [9] 16.33 0.6420 0.5054 3.5745
LIME [79] 17.34 0.6860 0.2759 3.4205
WVM [16] 18.16 0.7390 0.2123 3.3705

RetinexNet [25] 16.20 0.6304 0.2940 3.8659
URetinexNet [30] 17.67 0.7369 0.2504 3.4242

DRBN [52] 15.47 0.6979 0.3149 3.7554
SID [80] 21.89 0.8082 0.1781 4.2326

MSEC [3] 17.07 0.6428 0.3151 3.4499
Zero-DCE [34] 18.96 0.7743 0.2055 3.2817

Zero-DCE++ [35] 18.42 0.7669 0.2204 3.3543
RUAS [29] 13.93 0.6340 0.3458 3.8307

SCI [33] 15.96 0.6646 0.2913 3.4913
PairLIE [22] 16.51 0.6667 0.2945 3.4725

ENC-SID [53] 22.66 0.8195 0.1631 3.2771
ENC-DRBN [53] 23.08 0.8302 0.1536 3.2343

CLIP-LIT [59] 19.24 0.7477 0.2262 3.3858
FECNet [55] 22.34 0.8038 0.2334 3.6465
LCDPNet [4] 23.24 0.8420 0.1368 3.2723

Diff-Retinex [71] 22.12 0.8126 0.1931 3.5782
FourierDiff [76] 20.13 0.7356 0.2218 3.8461

Sagiri [78] 21.47 0.6846 0.1845 3.5217
PASD [7] 21.05 0.6736 0.1994 3.7129

StableSR [6] 21.93 0.7020 0.1749 3.4247
DiffBIR [68] 21.56 0.6831 0.1874 3.4306
CoTF [60] 23.83 0.8569 0.1035 3.2123

Ours 24.09 0.8627 0.0905 3.3592

annealing schedule [82]. Here, the batch size was 4, the input
patch size was set to 512 × 512, and the total number of
iterations was 300K. For the regression loss function Lreg,
the contributions of different loss terms were balanced by
parameters α = 0.1 and β = 0.5. The input image was

randomly flipped and rotated for data augmentation.

B. Comparisons with State-of-the-Art Methods

To evaluate the effectiveness of our proposed method,
we conduct a comprehensive comparative analysis of
existing exposure correction techniques. Specifically, we
benchmarked our approach against state-of-the-art meth-
ods, including HE [8], CLAHE [9], LIME [79] (TIP’17),
WVM [16] (CVPR’16), RetinexNet [25] (BMVC’18),
URetinexNet [30] (CVPR’22), DRBN [52] (CVPR’20),
SID [80] (CVPR’18), MSEC [3] (CVPR’21), Zero-DCE [34]
(CVPR’20), Zero-DCE++ [35] (TPAMI’21), RUAS [29]
(CVPR’21), SCI [33] (CVPR’22), PairLIE [22] (CVPR’23),
ENC [53] (CVPR’22), CLIP-LIT [59] (ICCV’23), FEC-
Net [55] (ECCV’22), LCDPNet [4] (ECCV’22), Diff-
Retinex [71] (ICCV’23), FourierDiff [76](CVPR’24), Sa-
giri [78] (arxiv’24), PASD [7](ECCV’24), StableSR [6]
(IJCV’24), DiffBIR [68] (ECCV’24) and CoTF [60]
(CVPR’24). We employ the Peak Signal-to-Noise Ratio
(PSNR) to evaluate the image fidelity, the Structural Similarity
Index (SSIM) [83] for measuring the structural similarity
of images, the Learned Perceptual Image Patch Similarity
(LPIPS) [84] to assess the perceptual quality of the images,
and the Naturalness Image Quality Evaluator (NIQE) [85] to
measure the naturalness of images in a no-reference manner.

1) Quantitative Evaluation: Table I provides a quantitative
comparison of our method against state-of-the-art methods on
the MSEC and SICE datasets. The top-performing metrics are
highlighted in bold for clarity. It is evident that our method sur-
passes previous approaches in overall performance for multi-
exposure correction, especially in terms of perceptual quality.
For the MSEC dataset, we averaged the first two exposure
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(a) Input (d) DRBN (e) ZeroDCE(c) URetinexNet (f) SCI

(g) CLIP-LIT (h) MSEC (k) LCDPNet(j) FECNet(i) ENC-DRBN

(q) Ours (r) GT

(b) WVM

(p) CoTF

(l) Sagiri

(m) PASD (n) StableSR (o) DiffBIR

Fig. 4. Visual comparison with state-of-the-art methods on overexposed images from the SICE dataset. Best viewed by zooming in.

levels to form the underexposed subset and the remaining ex-
posure levels as the overexposed subset. Within both the over-
exposed and underexposed subsets, our method achieves the
highest or near-highest PSNR, SSIM and LPIPS scores. Across
the entire MSEC dataset, our method demonstrates the best
perceptual quality as indicated by the LPIPS score of 0.1208,
while also maintaining competitive PSNR value of 23.29 dB
and SSIM value of 0.8736. Similarly, for the SICE dataset, our
method yields the superior average performance, attaining an
average PSNR value of 22.57 dB, an SSIM value of 0.7241,
and an LPIPS value of 0.1668. Table II presents a quantitative
comparison of various methods on the LCDP dataset. The
results clearly indicate that our proposed method achieves
the best performance in correcting non-uniform exposures, as
reflected by the highest scores across all evaluation metrics.
Notably, our method outperforms the second-best approach
with a 0.2 dB improvement in PSNR. Table III presents the
generalization performance of various methods on the LIME,
DICM, and NPE datasets. It can be observed that our proposed
method also demonstrates strong competitiveness in terms
of generalization ability. The results consistently demonstrate
the effectiveness of our approach, which integrates regression
models and diffusion models with robust diffusion generation

priors, achieves superior performance in exposure correction
across diverse lighting conditions.

2) Qualitative Evaluation: We provide comprehensive vi-
sual comparisons of our method against state-of-the-art meth-
ods on several datasets, showcasing qualitative results. We
employ heatmaps to provide a clearer visualization of perfor-
mance differences. Fig. 4 illustrates the visual effects of differ-
ent methods on overexposed images from the SICE dataset. It
can be observed that some methods (e.g., the first row) failed
to effectively mitigate overexposure issues, resulting in the loss
of image details. While the MSEC achieves some improvement
in exposure, its output exhibited noticeable color distortions,
compromising the realism and visual consistency. Addition-
ally, methods such as ENC-DRBN, FECNet, LCDPNet, and
CoTF make brightness adjustments but fail to restore details
in sky regions, leaving large blank areas that detract from
overall visual quality. In contrast, our method consistently
enhances the image quality and restores smooth transitions in
the sky region. Fig. 5 shows the results of different methods
for underexposed images from the SICE dataset. Most existing
methods suffer from issues of either over-enhancement or
under-enhancement, leading to unnatural results. In contrast,
our method effectively avoids these issues, producing images
with balanced brightness adjustment that appear natural and
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(a) Input (d) DRBN (e) ZeroDCE(c) URetinexNet (f) SCI

(g) CLIP-LIT  (h) MSEC (k) LCDPNet(j) FECNet(i) ENC-DRBN

(b) WVM

(l) Sagiri

(q) Ours (r) GT(p) CoTF(m) PASD (n) StableSR (o) DiffBIR

Fig. 5. Visual comparison with state-of-the-art methods on underexposed images from the SICE dataset. Best viewed by zooming in.

visually pleasing.
Fig. 6 shows the visual effects of different methods on

the MSEC dataset. For underexposed images, the majority
of methods suffer from noticeable color casts, whereas our
method demonstrates superior color restoration with appro-
priate brightness. In the LCDP dataset, the visual effects of
non-uniform illumination correction are shown in Fig. 9 and
Fig. 11. In Fig. 9, focusing the facial region, it is evident
that our method effectively avoids saturation issues caused
by intense lighting, preserving rich texture details. In the sky
region of Fig. 11, our method successfully restores the vibrant
colors of the sunset, adding depth and realism to the scene.
Overall, our method demonstrates remarkable adaptability in
handling overexposed highlights and underexposed shadows,
producing natural and pleasing visual effects. Fig. 7 shows
the visual results on unlabeled datasets. The results indicate
that our method generates images with superior visual quality,
color fidelity, and contrast.

These results demonstrate that our method, which combines

generative priors with regression techniques, exhibits outstand-
ing performance in high-quality image exposure correction.

C. Ablation Study

To validate the effectiveness of our design, we conduct
ablation experiments on components of the proposed method
on the LCDP dataset.

1) The effectiveness of fine-tuning strategy: The proposed
fine-tuning strategy achieves single-step image generation with
conditional control for degraded images by applying architec-
tural modifications and focusing on denoising tasks at specific
noise levels. To verify the effectiveness and generality of the
proposed fine-tuning strategy, this experiment adopts the same
configuration as existing fine-tuning methods. While retain-
ing the VAE component, we removed the regression model
to independently assess the actual contribution of the fine-
tuning strategy. Quantitative results are presented in Table IV.
Specifically, compared to single-step sampling with multi-
noise training methods, our method demonstrates better per-
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(a) Input (d) DRBN (e) ZeroDCE(c) URetinexNet (f) SCI

(g) CLIP-LIT (h) MSEC (k) LCDPNet(j) FECNet(i) ENC-DRBN

(b) WVM

(l) Sagiri

(q) Ours (r) GT(p) CoTF(m) PASD (n) StableSR (o) DiffBIR

Fig. 6. Visual comparison with state-of-the-art methods on overexposed images from the MSEC dataset. Best viewed by zooming in.

(a) Input (g) Ours(e) StableSR(c) FECNet   (b) CLIP-LIT (f) CoTF(d) Diff-Reteinx

Fig. 7. Visual comparison with state-of-the-art methods on the unsupervised
dataset

(a) Input image (b) Only Reg (c) Output of Stage 1 (d) Output of Stage 2 (e) GT

Fig. 8. Ablation analysis on the diffusion and regression models. The output
of the diffusion model in the first stage is a low-resolution 64 × 64 image.
Compared to a pure regression model, it can recover some content in regions
with extreme exposure. We also feed diffusion prior features with richer
knowledge into the second stage.

formance in single-step generation. This improvement stems
from the fact that the model only needs to handle one specific
noise intensity during training, rather than multiple noise
intensities, which simplifies the learning task and training
difficulty. In addition, our single-step generation not only
achieves performance comparable to original 20-step DDIM,
but also significantly reduces the inference time and improves
the sampling efficiency. This efficiency improvement makes
our solution more competitive and practical for real-world
applications.

2) The effect of the noise level: Considering the need to
set a fixed noise level, we conducted an ablation study to
investigate the effect of different noise levels. In this ablation
experiment, we compared the results of adding noise over
different time steps, including 1000, 500 and 1. As shown in
Table V, the best results are achieved when the noise addition
timestep is set to 1000 steps. This is primarily because the
test input is pure Gaussian noise, which closely resembles the
noise distribution under the 1000-steps condition. Aligning the
noise addition strategy with the input characteristics of the test
environment helps to maintain the model’s performance. In
contrast, lower noise levels result in a significant performance
drop. Therefore, we selected the 1000-steps noise level as the
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(a) Input (d) DRBN (e) ZeroDCE(c) URetinexNet (f) SCI

(g) CLIP-LIT (h) MSEC (k) LCDPNet(j) FECNet(i) ENC-DRBN

(b) WVM

(l) Sagiri

(q) Ours (r) GT(p) CoTF(m) PASD (n) StableSR (o) DiffBIR

Fig. 9. Visual comparison with state-of-the-art methods on non-uniform illumination images from the LCDP dataset. Best viewed by zooming in.

Fig. 10. Boxplots of PSNR, SSIM and LPIPS on the LCDP dataset compared
with state-of-the-art methods.

denoising target.
3) The effectiveness of integrating diffusion models with

regression models: In this section, we perform ablation studies
to evaluate the effectiveness of integrating diffusion models
with regression models. Table VI presents the quantitative
results. First, we fine-tune Stable Diffusion independently,
without introducing a regression model. Due to memory con-
straints, we downsample the input image before passing it to
the denoising UNet. In the “Only SD (Down)” setting, we use
bilinear downsampling to reduce the input image resolution,
perform the diffusion process at a lower resolution, and then
upsample the results. In the “Only SD (VAE)” setting, we
use the VAE encoder and decoder for image compression
and reconstruction. Second, we evaluate the performance of
the regression model alone for exposure correction, labeled
as “Only Regression”, which relies solely on regression loss.

The “Single Scale” setting refers to the integration of diffusion
prior features in a single-scale manner. Finally, we combine
the diffusion prior feature with the regression model in a multi-
scale fashion, adopting a two-stage training strategy.

By comparing the first and second rows in the table,
we observe that, compared to conventional downsampling
methods, VAE slightly retains more information during the
compression and reconstruction process. However, VAE still
has significant room for improvement in fidelity and introduces
additional computational overhead. As a result, we chose to
remove VAE from our method. The regression-only model
performs well in terms of fidelity but still has room for
improvement in perceptual quality. Furthermore, the single-
scale integration strategy performs worse than the multi-scale
strategy, indicating that multi-scale diffusion prior features
can better restore degraded images. Our complete model
demonstrates outstanding performance in both fidelity and
perceptual quality. Fig. 8 presents the visualization results of
this ablation study. It can be seen that after incorporating
the diffusion prior features, the model is able to generate
outputs with higher perceptual quality. This result shows that
our method successfully integrates the strengths of diffusion
models and regression models, thereby improving the overall



JOURNAL OF LATEX CLASS FILES, VOL. 14, NO. 8, AUGUST 2021 13

(a) Input (d) DRBN (e) ZeroDCE(c) URetinexNet (f) SCI

(g) CLIP-LIT  (h) MSEC (k) LCDPNet(j) FECNet(i) ENC-DRBN

(b) WVM

(l) Sagiri

(q) Ours (r) GT(p) CoTF(m) PASD (n) StableSR (o) DiffBIR

Fig. 11. Visual comparison with state-of-the-art methods on non-uniform illumination images from the LCDP dataset. Best viewed by zooming in.

performance.
4) The effectiveness of joint cross-attention module: In

this section, we conduct an ablation study to verify the
effectiveness of the Joint Cross Attention Module (JCAM).
Specifically, we compare JCAM with the previously proposed
Cross Attention Module (CAM) [60], which employs one
feature as the query (Q) and the other feature as the key(K)
and value (V). The experimental setup includes two modes:
CAMdiff , where diffusion features are used as the query, and
CAMreg, where regression features are used as the query.
As shown in Table VIII, the proposed JCAM consistently
outperforms CAM across multiple performance metrics. These
results demonstrate that our method is more effective in
integrating diffusion features and regression features, thereby
improving overall performance.

5) Performance Distribution Analysis: To further validate
the superiority of our method, we present boxplots to illustrate
the performance distribution, as shown in Fig. 10. It can be
observed that our method not only achieves higher average
performance but also demonstrates advantages in the overall
performance distribution.

6) Inference time: We also report the inference times of
different methods for image processing (see Table VII). For
images with a resolution of 512 × 512, our method requires

only 0.3096 seconds, demonstrating its advantage in infer-
ence speed. Compared with other diffusion-based exposure
correction methods, our approach significantly reduces infer-
ence time and computational overhead by maintaining single-
step diffusion inference. Moreover, even the best-performing
regression methods struggle to effectively restore these chal-
lenging samples due to the lack of rich pre-trained diffusion
generative priors. Consequently, our method improves percep-
tual quality while achieving high efficiency with single-step
inference, striking a better balance between performance and
efficiency relative to existing approaches.

(a) Input (c) Ours

(e) Input (g) Ours

(b) CoTF

(f) CoTF

(d) GT

(h) GT

Fig. 12. Failure Cases. Our approach fails to correct large areas of overexpo-
sure and underexposure, such as the color deviation in (c) and the lost details
in (g).
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TABLE III
QUANTITATIVE COMPARISON WITH STATE-OF-THE-ART METHODS ON

THREE UNSUPERVISED DATASETS (LIME, DICM, NPE), WITH NIQE AS
THE EVALUATION METRIC (LOWER VALUES INDICATE BETTER

PERFORMANCE).

Methods LIME DICM NPE

HE [8] 4.01 3.64 3.72
CLAHE [9] 3.91 3.62 3.78
LIME [79] 4.16 3.85 4.25
WVM [16] 3.79 3.90 4.16

RetinexNet [25] 4.42 4.20 4.59
URetinexNet [30] 3.51 3.57 3.72

DRBN [52] 3.72 3.64 3.82
SID [80] 4.14 3.72 3.68

MSEC [3] 3.76 3.68 3.49
Zero-DCE [34] 3.49 3.29 3.74

Zero-DCE++ [35] 3.93 3.46 3.97
RUAS [29] 4.07 5.93 5.88

SCI [33] 3.92 3.73 3.89
PairLIE [22] 3.81 4.18 4.30

ENC-SID [53] 3.34 3.51 4.12
ENC-DRBN [53] 3.28 3.49 4.31

CLIP-LIT [59] 3.45 3.72 3.85
FECNet [55] 3.61 3.43 3.78
LCDPNet [4] 3.31 3.02 3.47

Diff-Retinex [71] 3.42 3.37 3.56
FourierDiff [76] 3.79 3.72 3.83

Sagiri [78] 3.31 3.26 3.52
PASD [7] 3.27 3.42 3.61

StableSR [6] 3.30 3.35 3.48
DiffBIR [68] 3.22 3.28 3.49
CoTF [60] 3.17 3.10 3.53

Ours 3.25 3.22 3.37

TABLE IV
ABLATION STUDY ON THE EFFECTIVENESS OF THE FINE-TUNING

STRATEGY

Train setting Sampling steps PSNR ↑ SSIM ↑ LPIPS ↓

Multi-noise 20 22.03 0.6654 0.1740
Multi-noise 1 21.58 0.6577 0.1782
Single-noise 1 21.97 0.6652 0.1757

TABLE V
ABLATION STUDY ON THE EFFECT OF THE NOISE LEVEL.

t PSNR ↑ SSIM ↑ LPIPS ↓

1000 21.97 0.6652 0.1757
500 19.45 0.5932 0.2452

1 6.48 0.0650 0.5739

TABLE VI
ABLATION STUDY ON THE EFFECTIVENESS OF INTEGRATING DIFFUSION

MODELS WITH REGRESSION METHODS.

Setting PSNR ↑ SSIM ↑ LPIPS ↓

Only SD (Down) 21.18 0.6487 0.1849
Only SD (VAE) 21.97 0.6652 0.1757
Only Regression 23.87 0.8579 0.1043

Single Scale 24.01 0.8615 0.0933
Ours 24.09 0.8627 0.0905

D. Limitations

Fig. 12 presents two failure cases of our method. In in-
stances of significant overexposure or underexposure across
large areas of the image, while our generative approach out-
performs previous state-of-the-art methods; however, certain
limitations remain. For instance, Fig. 12(c) exhibits color devi-
ations, and Fig. 12(g) struggles to recover the original missing
details. To address this issue, future work could explore incor-
porating language-guided generation models, leveraging multi-
modal information to generate semantically accurate structural
information in extreme regions. Additionally, building a large-
scale exposure correction dataset to further train the model
could be beneficial. We plan to explore these directions in
future work.

Furthermore, directly adopting pre-trained models such as
Stable Diffusion entails substantial demands on memory and
computational resource. In future research, we plan to ex-
plore more efficient solutions by developing a customized
knowledge distillation framework. This framework will focus
on extracting and optimizing essential feature priors from
large models, enabling a significant reduction in computational
and storage requirements while preserving high performance.
Moreover, we are committed to translating these research
outcomes into applicable technologies to drive advancements
in related fields.

V. CONCLUSION

In this paper, we propose a novel Diffusion Prior-based
Exposure Correction (DPEC) method, which leverages the
image generation priors encapsulated in large-scale image
diffusion models to achieve high-quality exposure correction.
Specifically, we propose an efficient fine-tuning strategy de-
signed to effectively derive an exposure correction model
from pre-trained image diffusion models. Furthermore, we
design a hierarchical integration framework that seamlessly
combines diffusion models with regression models, effectively
preserving image details while minimizing the risk of artifact
generation. Extensive experiments, both qualitative and quan-
titative, demonstrate the superiority of our proposed method
compared to other state-of-the-art approaches.
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